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      Biting the hand that feeds IT -- Enterprise Technology News and Analysis


      
        UK tax collector falls short on digital efficiency, watchdog says
        Lindsay Clark

        Treasury found PS1.6 billion for extra tech investment expecting 15 percent efficiency saving. So far HMRC has underwhelmed The UK's tax collector is yet to reach the levels of efficiency its investment in digital services has led auditors to expect, according to a new report....

      

      
        ISP help desk manager fell for 'Internet Cleaning Day' prank - then swore he got the joke
        Simon Sharwood

        Lost packets would be cleaned out of routers, dead gopher servers would be pulled out of holes ... On Call  Welcome to another instalment of On Call, The Register's Friday reader-contributed column that celebrates the fine art of tech support....

      

      
        Foxconn hires humanoid robots to make servers at Nvidia's Texas factory
        Simon Sharwood

        We're months away from AI building AI Taiwanese contract manufacturer Foxconn has confirmed it will use humanoid robots to make Nvidia servers in America.... 

      

      
        Rideshare giant moves 200 Macs out of the cloud, saves $2.4 million
        Simon Sharwood

        Grab tried to virtualize macOS, but Apple doesn't make that easy Singaporean super-app company Grab has dumped 200 cloudy Mac Minis and replaced them with physical machines, a move it expects will save $2.4 million over three years....

      

      
        Microsoft will force its 'superintelligence' to be a 'humanist' and play nice with people
        Brandon Vigliarolo

        Redmond's new AI boss is willing to sacrifice performance for the future of our species Microsoft has joined the ranks of tech giants chasing superintelligent artificial intelligence, but the company's AI chief Mustafa Suleyman's vision is markedly different from that articulated by other industry leaders...

      

      
        Gootloader malware back for the attack, serves up ransomware
        Jessica Lyons

        Move fast - miscreants compromised a domain controller in 17 hours Gootloader JavaScript malware, commonly used to deliver ransomware, is back in action after a period of reduced activity....

      

      
        Google's Ironwood TPUs represent a bigger threat than Nvidia would have you believe
        Tobias Mann

        Chocolate Factory's homegrown silicon boasts Blackwell-level perf at massive scale Look out, Jensen! With its TPUs, Google has shown time and time again that it's not the size of your accelerators that matters but how efficiently you can scale them in production....

      

      
        OpenAI's Altman and Friar walk back remarks about federal loan guarantees
        Thomas Claburn

        Money-losing biz says it does not need help to meet massive infrastructure commitments updated  After this story was published, OpenAI CEO Sam Altman took a turn at damage control, following remarks from CFO Sarah Friar suggesting that the company was seeking federal loan guarantees - lanugage she later walked back.... 

      

      
        Cisco warns of 'new attack variant' battering firewalls under exploit for 6 months
        Jessica Lyons

        Plus 2 new critical vulns - patch now Cisco warned customers about another wave of attacks against its firewalls, which have been battered by intruders for at least six months. It also patched two critical bugs in its Unified Contact Center Express (UCCX) software that aren't under active exploitation - yet....

      

      
        Senate bill would require companies to report AI layoffs as job cuts reach 20-year high in October
        Brandon Vigliarolo

        Government agencies would also have to report losses due to automation. ai-pocalypse  A bipartisan pair of US Senators has introduced a bill that would require companies and government agencies to report AI-related layoffs, and it couldn't come at a better time. October jobs data suggests AI is driving the largest wave of layoffs headed into the end of the year that we've seen since 2003. ...

      

      
        Union brands Rockstar's leak claim "a distraction" as protests hit Take-Two London
        Carly Page

        Rockstar says it fired staff for leaks, but the IWGB accuses the GTA maker of union-busting Rockstar Games denies claims that it fired several employees over their union activity, insisting that it sacked the team members for leaking confidential information....

      

      
        FBI prevails over convicted fraudster in $345M destroyed Bitcoin dispute
        Connor Jones

        Counterfeiter failed to conjure a credible claim, appeals court rules A convicted identity thief has lost his appeal against Uncle Sam after claiming federal agents destroyed a seized hard drive containing cryptocurrency worth more than $345 million....

      

      
        Agents of misfortune: The world isn't ready for autonomous software
        Thomas Claburn

        Amazon's spat with Perplexity shows that technology is not the only blocker for the agentic era Opinion  The agentic era remains a fantasy world. Software agents, the notional next frontier for generative AI services, cannot escape the gravity of their contradictions, legal ambiguities, and competitive pressures. Not everyone, especially not competing businesses, wants a bot representing the customer.... 

      

      
        Lenovo puts the 'cloud' in cloud computing, proposes mid-air datacenters
        Dan Robinson

        Sustainable vision? Who knows Lenovo says that traditional datacenters are not fit for purpose, and must evolve to future-proof businesses across EMEA. This is based on research, but the PC and server biz has come up with some wacky possible designs, including one that is almost literally in the clouds....

      

      
        'Vibe coding' named Word of the Year. Developers everywhere faceplant
        Lindsay Clark

        It's not a bug, it's a feeling Vibe coding has broken free of tech circles to claim Collins Dictionary's Word of the Year 2025 -- a choice that may prompt developers to ask: what could possibly go wrong?...

      

      
        Microsoft: Don't let AI agents near your credit card yet
        Richard Speed

        Shopping bots pick first option and are 'vulnerable to manipulation', Magentic Marketplace trial finds Ready to have your agent talk to my agent and arrange a sale? Microsoft has published a simulated marketplace to put AI agents through their paces and answer a question for the new age: Would you trust AI with your credit card?...

      

      
        You'll never guess what the most common passwords are. Oh, wait, yes you will
        Brandon Vigliarolo

        Most of you still can't do better than 123456? 123456. admin. password. For years, the IT world has been reminding users not to rely on such predictable passwords. And yet here we are with another study finding that those sorts of quickly-guessable, universally-held-to-be-bad passwords are still the most popular ones.... 

      

      
        Microsoft Configuration Manager to switch to an annual release cadence
        Richard Speed

        Intune is where the party's at, even if admins might prefer the Configuration Manager kitchen Microsoft has officially confirmed that Configuration Manager will transition to an annual release cadence, with Intune as the primary focus for innovation....

      

      
        SonicWall fingers state-backed cyber crew for September firewall breach
        Carly Page

        Spies, not crooks, were behind digital heist - damage stopped at the backups, says US cybersec biz SonicWall has blamed an unnamed, state-sponsored collective for the September break-in that saw cybercriminals rifle through a cache of firewall configuration backups....

      

      
        Colt gets greenlight for PS2.5bn London datacenter splurge
        Dan Robinson

        Three hyperscale sheds to double capacity near Heathrow Colt Data Centre Services has secured approval to invest PS2.5 billion ($3.3 billion) in three hyperscale data centers at its Hayes Digital Park campus in west London....

      

      
        Malware-pwned laptop gifts cybercriminals Nikkei's Slack
        Carly Page

        Stolen creds let miscreants waltz into 17K employees' chats, spilling info on staff and partners Japanese media behemoth Nikkei has admitted to a data breach after miscreants slipped into its internal Slack workspace, exposing the personal details of more than 17,000 employees and business partners....

      

      
        Boffins: cloud computing's on-demand biz model is failing us
        Lindsay Clark

        Science loses when lab workers grapple with costs and availability, claim researchers Cloud vendors' commercial models poorly serve scientists, forcing them to struggle for value amid tightening budgets, according to research.... 
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    UK tax collector falls short on digital efficiency, watchdog says

    
Treasury found PS1.6 billion for extra tech investment expecting 15 percent efficiency saving. So far HMRC has underwhelmed    


    
        By 
Lindsay Clark        
    

    
        Posted in Public Sector,
        
            7th November 2025 09:42 GMT
        
    


    
The UK's tax collector is yet to reach the levels of efficiency its investment in digital services has led auditors to expect, according to a new report.
In its annual report on the performance of His Majesty's Revenue & Customs (HMRC), the National Audit Office (NAO) has set out the challenges facing one of the biggest IT departments in the country as it struggles with a bewildering estate of legacy systems.
In 2024-25, HMRC spent PS1.16 billion on IT and telecoms while collecting PS858.9 billion in tax. In June's Spending Review, the government said departments would perform a Zero-Based Review (ZBR) of budgets, taking a "digital-first approach" and involving chief digital and information officers.
The result was that HMRC received an additional PS1.6 billion from 2026-27 to 2028-29 to "modernize and reform HMRC's IT and data infrastructure", the NAO said.
The extra money is designed to create "significant efficiencies and ensuring that HMRC is a productive and resilient organization", it said.
HMRC was also allocated funding of PS300 million from the government's Transformation Fund to improve customer services and IT by using "digitalization and artificial intelligence (AI) capability to drive productivity improvements".
But the new investment comes with a catch. With it, the government expects HMRC to create efficiencies worth PS886 million by 2028-29, giving the tax collector higher gross efficiency targets than any other central government department, at 15 percent against its planned spending, the NAO said.


	Legacy tech is the gift that keeps billing for UK's tax collector


	HMRC: Crooks broke into 100k accounts, stole PS43M from British taxpayer in late 2024


	From PAYE to P45: HMRC staff fired for prying into taxpayer data


	HMRC's Making Tax Digital scheme also made tax more expensive - by PS300M


The problem is that the signs so far are not promising. Earlier this year, the NAO reported that HMRC is taking longer to get off legacy systems than it expected and costs are higher than predicted.
"HMRC has not yet achieved the anticipated efficiencies from its digital services," it said in its report this week.
In the Spending Review, the Treasury said the tax collector should continue to move off legacy platforms and towards more cost-effective, modern software. HMRC has also been tasked with making systems that better connect data and use AI and other digital tools.
The scale of the challenge is illustrated by a PS35.2 million contract extension handed to Accenture without competition at the beginning of 2025 to support and maintain HMRC's National Insurance and PAYE System (NPS), part of the UK's critical national infrastructure. The system originated under the PS10 billion Aspire contracts, which Accenture was part of. Accenture continued to run the system after Aspire officially ended in 2017.
In 2022, the supplier was awarded a contract worth PS70.4 million, without competition, to continue running the system and prepare it for a competitive tender to allow a new contractor to modernize it. However, the latest deal in January was necessary because Accenture was the only supplier with in-depth knowledge of the applications and business services, the tender notice said.
Other technical challenges facing the UK's tax collector in the next five years include its shift to a new SAP ERP platform, under a PS366 million set of deals, leading a tranche of three departments making the move.
It is also looking to upgrade the SAP system, which runs the nation's tax collection, based on the legacy ECC platform, extended support for which ends in 2030. Capgemini, another Aspire contractor, won the deal worth up to PS574 million to continue supporting the system until 2029.
Treasury eyes will be on HMRC as it tries to negotiate its exit from these legacy systems while also achieving a 15 percent efficiency saving. (r)
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    ISP help desk manager fell for 'Internet Cleaning Day' prank - then swore he got the joke

    
Lost packets would be cleaned out of routers, dead gopher servers would be pulled out of holes ...    


    
        By 
Simon Sharwood        
    

    
        Posted in Networks,
        
            7th November 2025 07:29 GMT
        
    


    
On Call Welcome to another instalment of On Call, The Register's Friday reader-contributed column that celebrates the fine art of tech support.
This week, meet a reader we'll Regomize as "Mason" who told us that in the mid-1990s he worked as a Unix administrator for a daily newspaper which decided to start a new business as a dialup internet service provider (ISP).
The ISP was set up as a separate department with its own help desk and server administrators, but Mason was sometimes called in to help because the Unix boxes he managed handled jobs like dialup authentication and DNS.
"I'm not sure what minimal hiring criteria the ISP department applied, because our group was frequently annoyed with spillover problems from their incompetence," he told On Call.
Mason also pointed out that in the innocent early years of the internet, netizens enjoyed sharing prank emails.
One day, he received such a message about "Internet Cleaning Day" which explained that in a few days, at midnight, the entire Internet would be shut down and scrubbed clean for six hours.
"During that window, lost packets would be cleaned out of routers, dead gopher servers would be pulled out of holes, leaky pipes would be mended, etc," Mason explained to On Call.
In the spirit of the age, he sent the message to the manager of the ISP's help desk, who he rated as "marginally competent on the best of days."
And then he took his team to lunch.


	Actor couldn't understand why computer didn't work when the curtain came down


	New boss took charge of project code and sent two billion unwanted emails


	'Fax virus' panicked a manager and sparked job-killing Reply-All incident


	Client defended engineer after oil baron-turned tech support entrepreneur lied about dodgy dealings


When Mason returned, he found an email from the ISP help desk filled with profuse thanks for letting him know about Internet Cleaning Day.
"He said the ISP would have looked very silly if we it had not notified customers about the outage, so would start notifying our customers immediately."
Mason quickly rationalized that explaining the prank to the help desk manager immediately would be less embarrassing than letting him send those customer notifications.
"I immediately called and informed him that it was all a joke," he told On Call. " After a bit of silence, he quickly said something to the effect of 'Oh, ha-ha. Of course I knew that.'"
"Crisis averted that time," Mason said. "But a good laugh was had by all in our group."
Has your tech team pranked colleagues? And if so, how did that work out? To share your story, click here to send On Call an email. We're deadly serious about our desire to hear your story and perhaps feature it on a future Friday. (r)
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    Foxconn hires humanoid robots to make servers at Nvidia's Texas factory

    
We're months away from AI building AI    


    
        By 
Simon Sharwood        
    

    
        Posted in AI + ML,
        
            7th November 2025 04:58 GMT
        
    


    
Taiwanese contract manufacturer Foxconn has confirmed it will use humanoid robots to make Nvidia servers in America.
Foxconn CEO and chairman Young Liu yesterday told Japanese outlet Nikkei the company will deploy the bots "within six months or so" and that they will help to speed production.
The company made a passing reference to the bots last week in a press release that said Foxconn is working with Nvidia "to build a next-generation smart manufacturing plant for AI servers" that will be "among the first to deploy humanoid robots powered by the NVIDIA Isaac GR00T N model on its production lines."
Liu didn't say how many bots Foxconn will put to work, didn't describe the machines and their capabilities, didn't say what roles they will take on, or whether they would obviate the need for human workers. Nor did he explain why humanoid robots are a good fit for Nvidia's factory, a significant issue as building robots that replicate human anatomy is generally considered wasteful unless they will work in environments built for people. Robots built specifically to work in factories are therefore common, and humanoid contraptions largely remain a curiosity.


	Microsoft boasts about humongous datacenter on abandoned Foxconn site in Wisconsin


	Forget Foxconn the iPhone factory. AI's made it a server-slinger first and foremost


	Foxconn says EV sales are so slow it's converting a factory to build AI servers instead


	Kawasaki and Foxconn build robot nursing assistant to tackle hospital scutwork


Foxconn's decision should not be a surprise, as in May The Register attended a keynote address delivered by Liu in which he predicted generative AI and robotics will destroy low-end manufacturing jobs.
Speaking at the Computex conference in Taiwan, Liu said nations have historically done two things to help put downward pressure on the cost of manufactured goods: Outsourcing to countries where wages are low, and immigration policy that brings in more people willing to work for low wages. Both approaches, he said, will lose their potency as AI takes over some manufacturing jobs.
News that Foxconn and Nvidia will use humanoid robots in Houston is therefore a mixed blessing for the Trump administration, which promised to bring more factories and high-paying manufacturing jobs to America. Foxconn's plan to use bots may cost some jobs while also leaving better-paid gigs available to humans. Whatever tasks Foxconn's mecha-humans take on, they'll do them in a new factory on American soil. (r)
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    Rideshare giant moves 200 Macs out of the cloud, saves $2.4 million

    
Grab tried to virtualize macOS, but Apple doesn't make that easy    


    
        By 
Simon Sharwood        
    

    
        Posted in On-Prem,
        
            7th November 2025 02:08 GMT
        
    


    
Singaporean super-app company Grab has dumped 200 cloudy Mac Minis and replaced them with physical machines, a move it expects will save $2.4 million over three years.
Grab is Southeast Asia's leading rideshare and food delivery outfit and therefore needs to build apps for iOS to connect with customers. In a Thursday post, the company explains it builds those apps using Continuous Integration and Continuous Delivery/Deployment (CI/CD) infrastructure that runs on Apple Mac computers.


Taking ownership of our core infrastructure can be a major competitive advantage


The company started with a single on-prem Mac Pro - its post shows 2013's cylindrical model based around an Intel Xeon processor - but eventually reached over 200 Macs, running in the cloud at an unnamed US cloud provider.
"At the beginning, it was a no-brainer to rent when our demand for macOS hardware increased from 1 Mac Pro to 20 times that size," Grab's post explains. "However, when that grew to over 200 machines, the total cost became significant."
So significant that the company decided to investigate the cost of building its own cluster of Macs in a datacenter closer to its Singapore headquarters.
That effort yielded some nasty numbers, such as GitHub Actions build minutes on macOS being ten times more expensive than Linux, and Apple's insistence that providers of cloudy Macs must charge for utilization in 24-hour blocks.
Grab's CI/CD pipeline has daily peaks, and goes quiet on weekends, so paying for a day's worth of cloudy Mac was obviously wasteful.
The company also considered macOS virtual machines but had prior poor experience of virtual Macs. Grab appreciated that virtual Macs could improve hardware utilization but feared the overhead of a running a hypervisor could harm performance and negate utilization savings.
"This is particularly true for macOS virtualization, where we have observed trade-offs in performance or stability," its post states.
After crunching the numbers, the company decided to build its own racks full of Mac Minis and house them in a Malaysian datacenter.
"We have got four 42RU (600x1200x42RU) racks housing 200+ Mac minis, plus some spare racks to house upcoming scheduled capacity upgrades," Grab's post states. "We rack 2 Mac minis in a row on a mounting tray, typically racking 70 minis in one rack in total. Except for the first rack which requires extra rack units for core switches and firewalls." Jamf's Mac management tools allow zero-touch provisioning of new machines once they're connected to power and Grab's network.


	Cloud repatriation officially a trend... for specific workloads


	37signals is completing its on-prem move, deleting its AWS account to save millions


	Singapore software maker says own hardware in colo costs $400M less than cloud


	The world was promised 'cloud magic'. So much for that fairy tale


The post says Grab's new rig has improved the performance of its CI/CD pipeline by between 20 and 40 percent, and helped it to achieve a projected $2.4 million in savings over three years.
"This project proves that taking ownership of our core infrastructure can be a major competitive advantage, allowing us to deliver faster and more reliably for our users across the region," the post concludes.
The Register has asked Grab to name the cloud it used to host Macs, but has not received a response at the time of writing. We have found numerous references to AWS being Grab's cloud of choice, and Jeff Bezos' rent-a-server outfit does offer cloudy Macs and requires the minimum 24 hour allocation Grab's post mentions. We'll update this story if we can identify Grab's previous source of cloudy Macs.
Grab is not the first to save big bucks by quitting the cloud and instead buying and running its own kit in a colo: Basecamp famously quit AWS and saw its costs fall by millions each year. (r)
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    Microsoft will force its 'superintelligence' to be a 'humanist' and play nice with people

    
Redmond's new AI boss is willing to sacrifice performance for the future of our species    


    
        By 
Brandon Vigliarolo        
    

    
        Posted in AI + ML,
        
            6th November 2025 22:59 GMT
        
    


    
Microsoft has joined the ranks of tech giants chasing superintelligent artificial intelligence, but the company's AI chief Mustafa Suleyman's vision is markedly different from that articulated by other industry leaders
To be clear, "superintelligent AI" hasn't been invented yet. Pundits use the term to describe systems that appear to "think" independently of what humans program them to do, an ability that some previously described as "artificial general intelligence," or AGI.
Suleyman announced he's heading up a new AI Superintelligence Team at Microsoft in a blog post Thursday. The key difference in Microsoft's vision, Suleyman said, is the vision of a humanist superintelligence, or HSI, that trades blind AI ambition for carefully planned limitations to make sure AI helps rather than harms us.
"This isn't about some directionless technological goal, an empty challenge, a mountain for its own sake," Suleyman said. "We are doing this to solve real concrete problems and do it in such a way that it remains grounded and controllable."
The announcement that Microsoft is pursuing its own AI ambitions comes as Redmond's relationship with AI pioneer OpenAI has soured.
The pair were inextricably linked for years, with Redmond pouring billions into the cash-burning enterprise. Since OpenAI decided to transform itself into a for-profit enterprise and lessen Microsoft's control over its affairs, however, the companies have been drifting apart, with OpenAI starting to diversify away from Azure and add other cloud providers.
The Microsoft AI CEO expounded on his views in an interview with Semafor that laid out what seems to amount to his own set of three rules for the AI, which are comparable to science fiction author Isaac Asimov's three laws of robotics.
To Suleyman's mind, humanist superintelligence can't have total autonomy, the capacity to self-improve, or the ability to set its own goals. If allowed to do those, the Microsoft man worries superintelligent AI could quickly become a threat.
"The project of superintelligence should not be about replacing or threatening our species," Suleyman told Semafor. "It's crazy to have to actually declare that - that should be self-evident, but I'm seeing lots of indications that people don't always agree."
Suleyman didn't name names in his blog post or the interview, but he did mention that it's incredibly dangerous when chatbot users anthropomorphize AI by ascribing human feelings to it, which naturally leads to discussion of granting rights to algorithms.
"That mentality, if it really takes hold, will lead to a huge amount of conflict and threat to our species," Suleyman warned. "I'm embarking on the project of building [Microsoft's] superintelligence explicitly designed to avoid those things."


	OpenAI API moonlights as malware HQ in Microsoft's latest discovery


	DeepMind founder behind NHS data slurp to be beamed up to Google mothership


	OpenAI goes after Microsoft 365 Copilot's lunch with 'company knowledge' feature

	f


	Microsoft hits Inflection point, peels off top personnel to form AI division


Suleyman said Microsoft's human-first approach will differ from the rest of the industry by requiring AIs to interact with humans in ways we can understand, instead of talking among themselves in "vector space".
"If [AIs] just communicate in vector space, we're always going to be at the mercy of compressing their vector-to-vector space into a set of words that we feel we can hold accountable," Suleyman explained. "We will be limiting ourselves from performance maximization because it's probably true that vector-to-vector communication is going to be more efficient," he added. "We're going to forego efficiency or performance or some improved capability because we're going to prioritize safety, and safety means human- understandable, human-interpretable, rigid guidelines." (r)
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    Gootloader malware back for the attack, serves up ransomware

    
Move fast - miscreants compromised a domain controller in 17 hours    


    
        By 
Jessica Lyons        
    

    
        Posted in Cyber-crime,
        
            6th November 2025 22:45 GMT
        
    


    
Gootloader JavaScript malware, commonly used to deliver ransomware, is back in action after a period of reduced activity.
Since October 27, security shop Huntress says it has spotted three Gootloader infections, and two of these led to hands-on-keyboard intrusions with domain controller compromise occurring in as little as 17 hours after the attackers gained initial access.
Huntress senior analyst Anna Pham told The Register that her team has attributed all three intrusions to Gootloader operator Storm-0494 and ransomware gang Vanilla Tempest (aka Rhysida).
"The infection operates through a well-established criminal partnership: Storm-0494 handles Gootloader operations and initial access, then hands off compromised environments to Vanilla Tempest for post-exploitation and ransomware deployment," Pham said in a Wednesday blog. 
Gootloader, which functions as both a malware dropper and an infostealer, has been around since at least 2014 with some disruptions to its operations and briefly resurged in March. Like most movie monsters and malware, however, it returned from the grave, this time with some changes - like custom WOFF2 fonts with glyph substitution to obfuscate filenames - and some of the same old tricks such as SEO poisoning.
In one of the infections that Huntress discovered, the user was searching "missouri cover utility easement roadway" via Bing, and the search engine served up a compromised site in the first page of results.
The loader abuses WordPress's comment submission endpoint to hide encrypted payloads, and when the user clicks "Download," they unwittingly install a ZIP archive with a malicious JavaScript file for additional payloads such as ransomware.
"One of the interesting observations is that Gootloader is using a custom web font to obfuscate the filenames," Pham wrote. "So, when the user attempts to copy the filename or inspect the source code--they will see weird characters like '>mIEUvSO[?]*'Oam==EU,,33O%33,EUx:O[TMEUv3cwv,. However, when rendered in the victim's browser, these same characters magically transform into perfectly readable text like Florida_HOA_Committee_Meeting_Guide.pdf."
The miscreants did this by using a custom WOFF2 font file that Gootloader embeds directly into the JavaScript code of the compromised webpage.
Between 10 and 20 minutes after executing the initial JavaScript file, the malware creates two persistence mechanisms for the follow-on activity. This includes deploying the Supper SOCKS5 backdoor for remote access to compromised devices.
"In these three specific October 2025 infections, we documented the presence of Vanilla Tempest's signature Supper backdoor," Pham told The Register. "We identified a specific obfuscator we named 'TextShell' that was used in the malware samples. Further investigation and analysis using YARA rules for the 'TextShell' obfuscator revealed that the same obfuscation was also present in OysterLoader samples, another backdoor exclusively associated with Vanilla Tempest operations."
Vanilla Tempest (aka Vice Society) has been active since at least 2021, using various ransomware families before rebranding as Rhysida in 2023 and deploying Rhysida ransomware in its infections.


	Ransomware gang runs ads for Microsoft Teams to pwn victims


	Gootloader malware updated with PowerShell, sneaky JavaScript


	Cybercrooks are targeting Bengal cat lovers in Australia for some reason


	Huntress's 'hilarious' attacker surveillance splits infosec community


In an infection that Huntress investigated, about 20 minutes after executing the initial JavaScript file, the network intruders performed reconnaissance from one of the four Supper SOCKS5 backdoors dropped onto the victim's machine. "Why the threat actor decided to drop four instances of a Supper backdoor is still a mystery," Pham wrote.
Just under 17 hours after the initial JavaScript execution and reconnaissance activity, the criminals used Windows Remote Management to move laterally to the Domain Controller and create a new user with admin-level access. 
Then they used Impacket to remotely execute a command on the Domain Controller that allowed them to identify backup snapshots on the system. Ransomware crims typically do this right before deleting the backups and deploying data-encrypting malware on compromised machines.
Huntress published indicators of compromise, plus Yara rules and Supper backdoor detections, to help defenders hunt for signs of Gootloader and Vanilla Tempest on their networks, so check those out.
"What makes Gootloader particularly dangerous is the speed of the attack chain," Pham told The Register. "The research shows that organizations have a narrow window to detect and respond before threat actors achieve domain controller compromise and begin ransomware preparation activities." (r)
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    Google's Ironwood TPUs represent a bigger threat than Nvidia would have you believe

    
Chocolate Factory's homegrown silicon boasts Blackwell-level perf at massive scale    


    
        By 
Tobias Mann        
    

    
        Posted in AI + ML,
        
            6th November 2025 21:19 GMT
        
    


    
Look out, Jensen! With its TPUs, Google has shown time and time again that it's not the size of your accelerators that matters but how efficiently you can scale them in production.
Now with its latest generation of Ironwood accelerators slated for general availability in the coming weeks, the Chocolate Factory not only has scale on its side but a tensor processing unit (TPU) with the grunt to give Nvidia's Blackwell behemoths a run for their money.
First announced in April alongside a comically bad comparison to the El Capitan supercomputer -- no, an Ironwood TPU Pod is not 24x faster than the Department of Energy's biggest iron -- Google's TPU v7 accelerators are a major leap in performance over prior generations.
Historically, Google's TPUs have paled in comparison to contemporary GPUs from the likes of Nvidia and more recently AMD in terms of raw FLOPS, memory capacity, and bandwidth, making up for this deficit by simply having more of them.
Google has offered its TPUs in pods -- large, scale-up compute domains -- containing hundreds or even thousands of chips. If additional compute is needed, users can then scale out to multiple pods.
With TPU v7, Google's accelerators offer performance within spitting distance of Nvidia's Blackwell GPUs, when normalizing floating point perf to the same precision.
Each Ironwood TPU boasts 4.6 petaFLOPS of dense FP8 performance, slightly higher than Nvidia's B200 at 4.5 petaFLOPS and just shy of the 5 petaFLOPS delivered by the GPU giant's more powerful and power-hungry GB200 and GB300 accelerators.
Feeding that compute is 192 GB of HBM3e memory delivering 7.4 TB/s of bandwidth, which again puts it in the same ballpark as Nvidia's B200 at 192GB of HBM and 8TB/s of memory bandwidth.
For chip-to-chip communication, each TPU features four ICI Links, which provide 9.6 Tbps of aggregate bidirectional bandwidth, compared to 14.4 Tbps (1.8 TB/s) on the B200 and B300. 
Put simply, Ironwood is Google's most capable TPU ever, delivering performance 10x that of its TPU v5p, 4x that of its TPU v6e "Trillium" accelerators unveiled last year, and roughly matching that of Nvidia and AMD's last chips.
Performance meets scale
But, as we alluded to earlier, Google's real trick is the ability to scale TPUs into truly enormous compute domains. Nvidia's NVL72 rack systems stitch 72 of its latest Blackwell accelerators into a single compute domain using its proprietary NVLink interconnect tech. AMD will do something similar with its Helios racks and the MI450 series next year.
Ironwood, by comparison, is monstrous, with Google offering the chips in pods of 256 at the low end and 9,216 on the high end. If that isn't enough, users with sufficiently deep pockets can then scale out to additional PODs. Back in April, Google told us that its Jupiter datacenter network tech could theoretically support scale compute clusters of up to 43 TPU v7 pods -- or roughly 400,000 accelerators. Having said that, while it may be supported, it's not clear just how big Google's TPU v7 clusters will be in practice.
To be clear, compute clusters containing hundreds of thousands of Nvidia GPUs do exist and in fact have become commonplace. The difference is that, up until the Blackwell generation, these clusters have been built using eight-way GPU boxes arranged in massive scale out domains. Nvidia's NVL72 increased the unit of compute by a factor of nine, but still falls far short of Google's TPU PODs.
Google's approach to scale up compute fabrics differs considerably from Nvidia's. Where the GPU giant has opted for a large, relatively flat switch topology for its rack-scale platforms, which we've discussed at length here, Google employs a 3D torus topology, where each chip connects to the others in a three dimensional mesh.
The topology eliminates the need for high-performance packet switches, which are expensive, power hungry, and, under heavy load, can introduce unwanted latency.
While torus can eliminate switch latency, the mesh topology means more hops may be required for any one chip to talk to another. As the torus grows, so does the potential for chip-to-chip latency. By using switches, Nvidia and AMD are able to ensure their GPUs are at most two hops away from the next chip.
As we understand it, which is better depends on the workload. Some workloads may benefit from large multi-hop topologies like the 2D and 3D toruses used in Google's TPU pods, while others may perform better on the smaller switched compute domains afforded by Nvidia and AMD's rack designs.
Because of this, Google employs a different kind of switching tech, which allows it to slice and dice its TPU pods into various shapes and sizes in order to better suit its own internal and customer workloads.
Rather than the packet switches you may be familiar with, Google employs optical circuit switches (OCS). These are more akin to the telephone switchboards of the 20th century. OCS appliances use various methods, MEMS devices being one, to patch one TPU to another. And because this connection is usually made through a physical process connecting one port to another, it introduces little if any latency.
As an added benefit, OCS also helps with fault tolerance, as if a TPU fails, the OCS appliances can drop it from the mesh and replace it with a working part.


	Google imagines out of this world AI - running on orbital datacenters


	AWS Stargate-smashing Rainier AI megacluster is up and running


	OpenAI CFO says can keep afloat without federal bailout


	AMD taking AI fight to Nvidia with Helios rack-scale system


Winning over the competition
Google has been using 2D and 3D toruses in conjunction with OCS appliances in its TPU pods since at least 2021, when TPU v4 made its debut. Google is also no stranger to operating massive compute fabrics in production.
Its TPU v4 supports PODs up to 4096 chips in size, while its TPU v5p more than doubled that to 8,960. So the jump to 9,216 TPU PODs with Ironwood shouldn't be a stretch for Google to pull off.
The availability of these massive compute domains has certainly caught the attention of major model builders, including those for whom Google's Gemini models are a direct competitor. Anthropic is among Google's largest customers, having announced plans to utilize up to a million TPUs to train and serve its next generation of Claude models.
Anthropic's embrace of Google's TPU tech isn't surprising when you consider that the model dev is also deploying its workloads across hundreds of thousands of Amazon's Trainium 2 accelerators under Project Rainier, which also utilize 2D and 3D torus mesh topologies in their compute fabrics.
While Nvidia CEO Jensen Huang may play off the threat of AI ASICs to his GPU empire, it's hard to ignore the fact that chips from the likes of Google, Amazon, and others are catching up quickly in terms of hardware capabilities and network scalability, with software often ending up being the deciding factor. 
Perhaps this is why analysts keep bringing the question up quarter after quarter. (r)
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updated After this story was published, OpenAI CEO Sam Altman took a turn at damage control, following remarks from CFO Sarah Friar suggesting that the company was seeking federal loan guarantees - lanugage she later walked back.
In a lengthy statement Altman echoed the remarks of venture capitalist and Trump advisor David Sacks, who'd said there'd be no government bailout. Altman stated, "We believe that governments should not pick winners or losers, and that taxpayers should not bail out companies that make bad business decisions or otherwise lose in the market."
Yet just two paragraphs later, he added a caveat: "The one area where we have discussed loan guarantees is as part of supporting the buildout of semiconductor fabs in the US, where we and other companies have responded to the government's call and where we would be happy to help (though we did not formally apply)."
This would be, he insisted, to secure the silicon supply chain and not to have the feds back private data centers.
He then went on to dress up the elephant in the room, OpenAI's $1.4 trillion in commitments over the next eight years, which is a lot of money when you showed a net loss of more than $11.5 billion last quarter.
"Obviously this requires continued revenue growth, and each doubling is a lot of work!" he wrote, using only one exclamation mark to make a point that deserves a few more.
OpenAI CFO Sarah Friar had previously said the company was not seeking federal loan guarantees after suggesting the opposite in an on-stage interview at a Wall Street Journal event.
Speaking at the WSJ's Tech Live event in Napa, California, on Wednesday, the former DoorDash CEO was discussing the challenge of financing the training of leading AI models on the best available chips, which becomes more difficult if they have to replace cutting-edge silicon with new SKUs every few years.
"If the timeline on the chip stays short, that gets harder," said Friar. "And so this is where we're looking for an ecosystem of banks, private equity, maybe even ... the ways governments can come to bear."
"Meaning like a federal subsidy or something?" asked WSJ tech and media editor Sarah Krouse.
Friar replied, "Meaning like just first of all, the backstop, the guarantee that allows the financing to happen, that can really drop the cost of the financing, but also increase the loan to value, so the amount of debt that you can take on top of an equity portion ... "
"Some federal backstop for chip investors," Krouse interjected.
"Exactly," said Friar.
Well, not exactly.
Following the publication of the interview and social media scolding, Friar offered a different interpretation of her words.
"I want to clarify my comments earlier today," said Friar in a LinkedIn post on Wednesday evening. "OpenAI is not seeking a government backstop for our infrastructure commitments. I used the word 'backstop' and it muddied the point. 
"As the full clip of my answer shows, I was making the point that American strength in technology will come from building real industrial capacity which requires the private sector and government playing their part. As I said, the US government has been incredibly forward-leaning and has really understood that AI is a national strategic asset."


	Agents of misfortune: The world isn't ready for autonomous software


	Microsoft: Don't let AI agents near your credit card yet
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	Attackers abuse Gemini AI to develop 'Thinking Robot' malware and data processing agent for spying purposes


The Mercatus Center, a free-market think tank affiliated with George Mason University, illustrates the problem with federal funding intervention by citing the 2009 bankruptcy of energy firm Solyndra following $535 in government loan guarantees.
"With a loan guarantee, the government agrees to pay a private lender for some portion or even all of the loan in the event that the borrower is unable to pay it back," wrote Matthew D. Mitchell and Tad DeHaven, in 2018. "When that happens, it is effectively a bailout for the lender. This makes a loan guarantee a privilege twofer: the borrowing firm obtains credit that it otherwise would not be able to (or at least not at such favorable terms), while the lender gets to offload some or all of the risk onto taxpayers."
Friar's remarks evidently hit a nerve among onlookers growing nervous about an AI bubble and the possibility of further alienating a public already fretting over AI-leavened energy bills. 
In a Thursday post on X, David Sacks, an entrepreneur and Chair of the President's Council of Advisors on Science and Technology, said, "There will be no federal bailout for AI. The US has at least five major frontier model companies. If one fails, others will take its place."
Sacks acknowledged that the administration does want to make permitting and power generation easier to facilitate the rapid buildout of data center infrastructure without increasing residential electricity rates - which are up 5.1 percent in the past year, according to the Bureau of Labor Statistics.
"Finally, to give benefit of the doubt, I don't think anyone was actually asking for a bailout," he continued. "(That would be ridiculous.) But company executives can clarify their own comments."
Friar also said that OpenAI isn't planning to pursue an initial public offering soon, meaning that the cash burning biz will continue to dine out on the forbearance of investors. The company had a net loss of at least $11.5 billion during the quarter that ended September 30, based on financial statements from Microsoft, which owns a portion of the AI peddler. (r)
Updated at 2100 GMT on Nov 6 to add Altman's response
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Cisco warned customers about another wave of attacks against its firewalls, which have been battered by intruders for at least six months. It also patched two critical bugs in its Unified Contact Center Express (UCCX) software that aren't under active exploitation - yet.
"On November 5, 2025, Cisco became aware of a new attack variant against devices running Cisco Secure ASA Software or Cisco Secure FTD Software releases that are affected by CVE-2025-20333 and CVE-2025-20362," Netzilla noted in a Thursday security advisory. 
The new attacks cause unpatched firewalls to continually reload, leading to denial-of-service conditions, and are the latest in a series of strikes against vulnerable devices that have been ongoing since May. 
Cisco originally patched both flaws in September with the UK's National Cyber Security Centre and US Cybersecurity and Infrastructure Security Agency sounding the alarm on exploitation by an "advanced threat actor" with victims including at least one US government agency.
In May, Cisco began working with "multiple government agencies that provide incident response services to government organizations" to investigate these attacks, which were used to deploy malware, execute malicious commands, and "potentially" steal data from compromised devices, according to the Thursday advisory.  
The company also "dedicated a specialized, full-time team to this investigation, working closely with a limited set of affected customers."
"Attackers were observed to have exploited multiple zero-day vulnerabilities and employed advanced evasion techniques such as disabling logging, intercepting CLI commands, and intentionally crashing devices to prevent diagnostic analysis," according to the alert.


	Senator presses Cisco over firewall flaws that burned US agency


	Warnings about Cisco vulns under active exploit are falling on deaf ears


	Hunt for RedNovember: Beijing hacked critical orgs in year-long snooping campaign


	UK and US security agencies order urgent fixes as Cisco firewall bugs exploited in wild


In some cases, the attackers modified Cisco's bootstrap program, ROM Monitor (ROMmon) to establish persistence even after reboots and software upgrades.
Cisco and the US and UK government agencies have linked the earlier exploitation plus the "new variant" to the government-backed threat crew behind the ArcaneDoor attacks. These first came to light in April 2024, when Cisco patched two zero-day flaws in ASA and FTD firewalls that had already been exploited to break into government and telecom networks. Cisco pinned the activity on a threat crew it dubbed UAT4356.
Cisco, since 2024, has refused to attribute this malicious activity to a specific country such as Russia or China. A spokesperson declined to answer The Register's question about the new wave of attacks, and repeated the Thursday security alert in an email.
Make-me-root bug - patch now
Also on Thursday, the networking giant disclosed two critical security holes in its contact center software, Unified CCX, that allow remote, unauthenticated attackers to upload arbitrary files, execute commands with root privileges, or bypass authentication to run scripts as a non-root user.
The bugs, tracked as CVE-2025-20354 and CVE-2025-20358, affect Cisco Unified CCX, regardless of device configuration. The vendor recommends customers upgrade to a fixed software release (12.5 SU3 ES07 or 15.0 ES01) to close the hole.
CVE-2025-20354 is a 9.8-rated vulnerability in the Java Remote Method Invocation (RMI) process of Cisco Unified CCX that's due to improper authentication mechanisms.
"An attacker could exploit this vulnerability by uploading a crafted file to an affected system through the Java RMI process," according to the security alert. "A successful exploit could allow the attacker to execute arbitrary commands on the underlying operating system and elevate privileges to root."
CVE-2025-20358, an authentication bypass bug in the same product, also received a critical, 9.4 CVSS rating. It's due to improper authentication between the CCX Editor and Unified CCX server. "An attacker could exploit this vulnerability by redirecting the authentication flow to a malicious server and tricking the CCX Editor into believing the authentication was successful," the advisory said. 
Abusing this vulnerability allows miscreants to execute arbitrary scripts on the underlying OS as an internal non-root user.
While Cisco says it's not aware of any in-the-wild attacks against either of these flaws, we'd suggest patching ASAP. (r)
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ai-pocalypse A bipartisan pair of US Senators has introduced a bill that would require companies and government agencies to report AI-related layoffs, and it couldn't come at a better time. October jobs data suggests AI is driving the largest wave of layoffs headed into the end of the year that we've seen since 2003. 
Senators Josh Hawley (R-MO) and Mark Warner (D-VA) on Wednesday announced plans to introduce the AI-Related Job Impacts Clarity Act. If passed, the law requires public companies and pretty much every single federal government agency to hand quarterly layoff data over to the Department of Labor, indicating how many jobs they cut due to automation. 
The act would also require employers to report on a quarterly basis how many people they hired related to AI and automation, how many jobs they decided not to fill thanks to AI, and numbers on retraining due to artificial intelligence. The end goal, said Warner, is to help Congress understand how the labor market is changing and how to prepare for the future. 
"This bipartisan legislation will finally give us a clear picture of AI's impact on the workforce - what jobs are being eliminated, which workers are being retrained, and where new opportunities are emerging," Warner said. "Armed with this information, we can make sure AI drives opportunity instead of leaving workers behind." 
The bill, introduced yesterday and handed to the Senate Committee on Health, Education, Labor, and Pensions, only requires publicly-traded companies to report that data to the Labor Department, but includes a provision that would require officials to determine how privately-held companies should be included in the reporting requirements, meaning that they're unlikely to skate around the rule forever. 
"Artificial intelligence is already replacing American workers, and experts project AI could drive unemployment up to 10-20% in the next five years," Hawley said in a canned statement. "The American people need to have an accurate understanding of how AI is affecting our workforce, so we can ensure that AI works for the people, not the other way around."
His concerns are palpable as layoff rhetoric has accelerated in 2025 - especially the latter part of the year. Whereas prior years were rife with experts claiming AI wouldn't cause job losses, companies are now admitting that their workforces are rapidly shrinking thanks to the payroll expense-reducing miracle of AI. 
As a case in point, job cut numbers published by outplacement firm Challenger, Gray & Christmas on Thursday showed that October layoffs have been the worst in more than 20 years. 
According to the firm, 153,074 jobs were cut by US-based employers last month, a year-over-year increase of 175 percent, and month-on-month increase of 183 percent. Year-to-date numbers don't bode well either, as Challenger reported a 65 percent year-to-date increase in job cuts compared to 2024, making the first 10 months of 2025 the worst since 2020, which was marked by the beginning of the Covid pandemic. 
Warehousing and technology have been the hardest hit sectors, Challenger said, thanks in large part to AI and automation technology being introduced in those areas. 
"This is the highest total for October in over 20 years, and the highest total for a single month in the fourth quarter since 2008," the firm said. "Like in 2003, a disruptive technology is changing the landscape." 
In 2003 it was wide adoption of cellular technology, says Challenger; this time around it's AI. 


	Paradox: Agentic AI dev roles are less in demand as agents take over


	Workday erases 8.5% of workforce because of ... AI


	Duolingo jumps aboard the 'AI-first' train, will phase out contractors


	AI layoffs to backfire: Half quietly rehired at lower pay


Revealera hiring trends researcher Henley Wing Chiu also reported some disheartening jobs data on Thursday. His analysis of 180 million global job postings over the last few years shows an eight percent decline in overall jobs postings in 2025 compared to the year prior. Most of the lost postings were in the creative space, with computer graphics artists the hardest hit, though photography and writing jobs have declined considerably as well, with each career field notching at least 28 percent fewer postings this year. 
What job is growing the fastest? Machine learning engineers, and it's not even a contest. That said, Chiu isn't ready to place all the blame on declining jobs on AI, as he noted the tech's influence on jobs is "nearly impossible to separate from macro factors." 
The influence of macroeconomic factors was cited by Challenger too - cost-cutting was actually the most-cited reason for sending employees packing. "Softening consumer and corporate spending, and rising costs drive belt-tightening and hiring freezes," Challenger said. 
With the difficulty of separating one layoff cause from the other, Hawley and Warner's bill may become essential. (r)
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Rockstar Games denies claims that it fired several employees over their union activity, insisting that it sacked the team members for leaking confidential information.
In a statement to Bloomberg, the Grand Theft Auto developer said: "Last week, we took action against a small number of individuals who were found to be distributing and discussing confidential information in a public forum, a violation of our company policies. This was in no way related to people's right to join a union or engage in union activities."
[image: Union protests firings]
Union protests firings - Click to enlarge


The clarification follows mounting criticism from the Independent Workers' Union of Great Britain (IWGB), which represents members of the recently formed Game Workers branch at Rockstar. The union accused the studio of "union busting" after more than 30 coders and graphic designers were dismissed last week, reportedly for participating in a private Discord server used to discuss organizing efforts.
Alex Marshall, president of the IWGB, rejected Rockstar's explanation in a statement sent to The Register, accusing the company of trying to "deflect from the real reason for these dismissals."
"Rockstar continues to deflect from the real reason for these dismissals: they are afraid of hard-working staff privately discussing exercising their rights for a fairer workplace and a collective voice," Marshall said. "Management are showing they don't care about delays to GTA VI, and that they're prioritizing union busting by targeting the very people who make the game."
Marshall went on to accuse Rockstar of hypocrisy, noting that "in recent years, Rockstar executives have benefited from PS443 million in tax relief, while showing total disregard for the law or the livelihoods of their staff. At every turn, they've chosen profits over both workers and fans of their games. The only non-Rockstar employees in the union Discord channel were union organizers."
The IWGB staged a protest on Thursday morning outside the London offices of Take-Two Interactive, Rockstar's parent company, as tensions escalated between the company and its workforce. Protesters carried banners and called for the reinstatement of dismissed employees and for recognition of the Game Workers Union.
"This morning's protest saw so many people from across the games sector and beyond stand up in defiance against this disgusting attempt to crush worker unity," Marshall said. "We want to assure Take-Two and Rockstar that today's action was only just the start."
A source familiar with the situation told The Register that the Discord server in question had been fully backed up and handed to the union's barrister for review, and said they are confident that nothing game-related was revealed on that Discord server. 
The firings come at a sensitive time for Rockstar, which is reportedly in the final stages of development for Grand Theft Auto VI, one of the most anticipated video games of the decade. Internal leaks in recent years have already exposed large portions of early gameplay footage, prompting the company to tighten its information-security controls.
In its statement, Rockstar did not specify what "confidential information" the dismissed employees were accused of sharing.


	Labor organizers accuse Rockstar Games of 'ruthless act of union busting' after layoffs
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The IWGB's Game Workers branch formed in 2021 to represent employees across the UK games industry, advocating for better pay, working hours, and protections against so-called "crunch" culture - the long overtime periods that often accompany major game releases.
Rockstar, long known for its demanding production cycles and secretive corporate culture, has faced scrutiny over labor conditions in the past. In 2018, the studio drew criticism after senior executives boasted of 100-hour work weeks during the development of Red Dead Redemption 2, prompting internal reforms and promises of a healthier work environment.
The latest dispute now threatens to reopen old wounds just as Rockstar prepares its next blockbuster. While the company insists the firings were about security, not unionization, the IWGB says it's ready to escalate the fight. 
"If they plan to dig their heels in on the most egregious union busting the sector's ever seen, then they can get used to seeing us on their doorstep - we will not stop coming back until we get justice for these workers," Marshall said. (r)
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A convicted identity thief has lost his appeal against Uncle Sam after claiming federal agents destroyed a seized hard drive containing cryptocurrency worth more than $345 million.
Michael Prime sought to recover his belongings from police custody following his release from prison, including a bright orange external hard drive that he claimed held 3,443 Bitcoins.
The Secret Service sent letters to Prime after his release, saying he could have some of his devices back, although they would be wiped, if he provided them with relevant passwords within 30 days. If not, they'd be wiped and destroyed in the stated timeframe. The court opinion explains the US govt wipes devices before returning as a matter of practice, although it did not clarify whether exceptions are made for those devices that contain crypto keys to access Bitcoin. As a footnote, the circuit judges write [PDF]: "We need not and do not decide whether the bitcoin would have been subject to forfeiture if it existed."
The three judges for the Eleventh Circuit Court of Appeals, who rejected his appeal this week, add in their opinion that Prime had responded to the letters requesting a pickup time, but three days before he was due to meet with the Secret Service, he filed his first lawsuit instead.
This motion mentioned "boats and cars," but not Bitcoin, and after seeking private counsel, he filed a second motion claiming he was entitled to the return of his hard drive containing close to 3,443 Bitcoins.
A Florida district court previously denied his motion, saying the property had been "properly destroyed" and Prime was entitled to nothing.
Before his sentencing in 2020, for which he pleaded guilty to a range of offenses, including access device fraud, aggravated identity theft, and illegal possession of a firearm, Prime made competing claims to this Bitcoin.
Shortly after his 2019 arrest, he admitted to domestic violence against his wife, and to making and selling counterfeit credit cards and IDs on the dark web - a venture he claimed netted him around $1,000 per month.
Prime also said he held around 3,500 Bitcoins, which he used to pay for cars, boats, and other assets. 
FBI agents secured numerous warrants to seize the cryptocurrency, and after three attempts, they were not able to find any tokens, private keys, or recovery seeds that could lead to a seizure, nor could they find anything in his Coinbase account.
Prime agreed to fully disclose all of his assets as part of his 2019 plea agreement, in which he again claimed to own approximately 3,500 Bitcoins. 
However, an asset investigation conducted shortly before his June 2020 sentencing demanded another financial asset disclosure. 
Prime's submission contained an admission that he only owned Bitcoin worth between $200 and $1,500, and he later told the probation office that his $1,500 worth of the cryptocurrency was "his only remaining asset," the appeals court judges stated.
His counsel also mentioned, in response to the FBI saying it could not locate any of the Bitcoin Prime reportedly owned, that the fraudster's claims were "not supported by the evidence."
"Frankly, at this juncture [the bitcoin] doesn't exist other than what [Prime] had from his mining days in Seattle back almost ten years ago, a lot of which was used to purchase the assets that were seized by the government in this case," counsel added.
Prime's lawsuit, inconsistent claims
Prime invoked a Rule 41(g) claim, arguing that the district court retained the right to fashion an equitable remedy in cases where property was unjustly lost or destroyed.
Central to Prime's argument was his claim to have never specified the amount of Bitcoin he owned in his pre-sentencing financial disclosure. 
Of the $200 to $1,500 sum he previously admitted, the felon claimed he was not disclosing his assets, but was instead quoting the price range of a single bitcoin at the time.
The appeals court quickly waved this away. "We don't buy it," wrote circuit judges Jill Pryor, Britt Grant, and Stanley Marcus, noting the price in February 2020 fluctuated between $8,500 and $10,500.
They also pointed out Prime's plea agreement included a promise to provide a "complete, accurate, and truthful" disclosure of all his assets, not simply quote the value of Bitcoin at the time.
Other pieces of evidence suggested he understood what was required of him during this disclosure. He told the probation office about the two vehicles and two boats, saying these "represented the majority of his assets."
Further, Prime did not submit his claim to the hard drive for more than a year after an initial request, meaning he did not make the claim for more than three years after signing his plea agreement.


	Alleged Scattered Spider teen cuffed after extortion Bitcoin used to buy games, meals


	SEC SIM-swapper who Googled 'signs that the FBI is after you' put behind bars


	DOGE worker's old creds found exposed in infostealer malware dumps


	Crypto takes a dip as Trump signs Bitcoin Reserve order


The US government won the case citing laches case law, in which a "court denies relief to a claimant who has unreasonably delayed in asserting the claim."
It also agreed that the government had acted upon three search warrants that yielded no signs of the Bitcoin stash, and said Prime was uncooperative when asked to help remove contraband evidence on his devices.
"We have little difficulty concluding that the government would not have destroyed the hard drive if it had thought that it contained millions of dollars in Bitcoin. But now that the hard drive is destroyed, the government cannot return it," the judges wrote:
"To the extent that the Bitcoin ever existed (and we have our doubts), the government would now have to find and hand over almost 3,443 replacement Bitcoins to make Prime whole. That is prejudice in anyone's book - now to the tune of over $345 million.
"Even if the bitcoin existed - and that's a big if - awarding Prime an equitable remedy here would be inequitable. His delay in claiming a right to the Bitcoin and requesting its return bars his suit. We affirm the district court's judgment." (r)
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    Agents of misfortune: The world isn't ready for autonomous software

    
Amazon's spat with Perplexity shows that technology is not the only blocker for the agentic era    
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Opinion The agentic era remains a fantasy world. Software agents, the notional next frontier for generative AI services, cannot escape the gravity of their contradictions, legal ambiguities, and competitive pressures. Not everyone, especially not competing businesses, wants a bot representing the customer.
Software agents, as defined by developer Simon Willison, are "[AI] models using tools in a loop." Wire an LLM into a browser and maybe, if not derailed by mistakes, security controls, or lack of contextual data, the agentic system can carry out a request to purchase a specific item on a website or book a trip on an airline. 
"The retail world is shifting to agentic commerce, where AI agents act for people and businesses, creating a more responsive shopping experience," wrote Kapil Dabi, market lead for retail and consumer industries at Google Cloud, in a blog post last month.
Dabi's sentiment reflects the labor-averse tech industry's interest in software that can act on behalf of people, carrying out directives derived from a user's prompt or query. 
"Agentic commerce - shopping powered by AI agents acting on our behalf - represents a seismic shift in the marketplace," gushes consultancy McKinsey. "It moves us toward a world in which AI anticipates consumer needs, navigates shopping options, negotiates deals, and executes transactions, all in alignment with human intent yet acting independently via multistep chains of actions enabled by reasoning models."
Set aside for the time being that McKinsey is described in a recent book as providing advice that "boils down to major cost-cutting, including layoffs and maintenance reductions, to drive up short-term profits, thereby boosting a company's stock price and the wealth of its executives who hire it, at the expense of workers and safety measures."
Focus instead on the oversimplification of agentic commerce and the issues it raises for the companies involved, for those who would deploy software agents, for the people who presently do work that agents would take, for society at large, and for the legal system.
AI companies want you to see agents as equivalent to human labor
Earlier this week, Amazon demanded that Perplexity stop allowing its Comet browser to make automated purchases on the e-commerce giant's website. This might be taken as the canary in the copilot mine, but really the spat is just an extension of legal battles that challenge the rights of AI companies to ingest the internet's data without permission or compensation and sell it back by the token.
Perplexity's arguments bear further examination. In its blog post calling out Amazon for bullying, the company says, "Today, Amazon announced it does not believe in your right to hire labor, to have an assistant or an employee acting on your behalf."
That's not what Amazon said, and there's a certain irony about a company that has offered its services as a substitute for labor making that claim. 
Perplexity asserts that AI and human labor should be seen as the same thing. "[W]ith the rise of agentic AI, software is also becoming labor: an assistant, an employee, an agent," the company's blog post declares.
It's true that current generative AI models pass the Turing Test, at least as it was initially imagined - hence the call for a more relevant "Imitation Game." But software is not the same as human labor.
Software agents and human action are not interchangeable. In the context of online interaction, there are technical differences between the way agentic systems and people browse the web that translate into cost differences. Software may consume computing and network resources at a different rate than human-operated browsing, and data exchanged during that interaction may have different value. And third parties involved in this process want to know whether they are serving ads or collecting analytics data from machines or people.
Then there are the legal differences. "Publishers and corporations have no right to discriminate against users based on which AI they've chosen to represent them," Perplexity argues.


	Microsoft apologizes for not explaining cheaper no-AI M365 plans, and all it took was a government lawsuit


	Perplexity shows how to run monster AI models more efficiently on aging GPUs, AWS networks


	Sony rolls out a standard way to measure bias in how AI describes what it 'sees'


	Attackers abuse Gemini AI to develop 'Thinking Robot' malware and data processing agent for spying purposes


But organizations do have the right to set the terms of use for their services, outside of regulatory scenarios where interoperability is required. Microsoft isn't obligated to ensure Windows runs macOS apps. I might want to be able to scrape all of LinkedIn's data with a Python script and analyze the social graph connections, but LinkedIn isn't obligated to allow that. Publishers that derive revenue from ads don't have to accommodate visitors who block ads. Ticket scalpers may want to automate the purchase of concert tickets for resale, but ticket vendors don't have to cooperate. 
Having the freedom to install and use software is important. But that doesn't mean the use of that software will or should be welcomed everywhere.
The war for control
Amazon's move to force Perplexity to keep its bot at bay is going to be repeated elsewhere because tech industry incumbents today are mostly in the business of gatekeeping and avoiding competition. Amazon says it's concerned that automated purchases by Comet degrade the customer experience. But it's also a matter of control, of owning the customer relationship, and having access to transactional data.
That tendency is what got us here in the first place. Companies like Amazon, Apple, Google, Microsoft, and Meta have more or less eliminated competition in their respective markets, and regulatory intervention has done very little. So once venture capitalists and entrepreneurs realized that AI models with natural language interfaces might allow newcomers to disintermediate incumbents, they poured money into the AI business in the hope of displacing Google and its peers.
AI agents also involve potential liability - they don't always get things right.
"The problem is that AI providers may not want to be held liable because they do not want to be exposed to unquantifiable risks as they cannot anticipate how the AI users will deploy their AI," wrote Garry Gabison, Queen Mary University of London, School of Law, and Patrick Xian, University of California, San Francisco, in a recent legal paper that examines agentic liability concerns.
The authors argue that AI providers and users will need to address risks through contractual terms that spell out liability and compensation mechanisms in case AI agents cause harm. Establishing ground rules is just the sort of thing that Perplexity is trying to avoid by insisting that its software be allowed to roam and interact unhindered, without any agreement from Amazon.
But then that's the AI industry in a nutshell: avoiding liability for training on data without permission, avoiding liability for AI models that hallucinate and amplify security risks, and avoiding negotiation when AI models interact with third-party services. It's using the well-worn playbook of tech disruptors for the last several decades: Don't waste time asking for permission. Establish market dominance first, then ask forgiveness.
Not universally beloved
AI agents have already spurred more automation, particularly for software development and deployment. But the industry's giddy, desperate optimism looks unlikely to survive contact with human-facing systems outside the software industry. Klarna's decision last year to hire people for customer service after previously firing them shows that AI isn't necessarily right for every role.
To put it bluntly, a lot of people don't like AI or have reservations about it. I saw this in person recently at China Live, a restaurant in San Francisco. The AI agent in this case is embodied in a service robot that takes to-go orders to a curbside station and returns to the kitchen for the next load.
I was there on a Saturday evening and it was busy. The wait staff often had to step aside and wait for the robot as it moved haltingly through the restaurant. On several occasions, staff had to disable the bot to walk past and then re-activitate it via the touch screen because the machine just wasn't nimble. 
I asked the woman attending our table what she thought about her automated co-worker.
It was helpful, she replied, because it freed human staff from making repeated trips to the staging area for pickup orders. But the bot also slowed the flow of traffic and caused other problems. One time, she said, it collided with an employee and knocked a tray of drinks to the floor.
A human had to clean up the mess. (r)
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    Lenovo puts the 'cloud' in cloud computing, proposes mid-air datacenters

    
Sustainable vision? Who knows    
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Lenovo says that traditional datacenters are not fit for purpose, and must evolve to future-proof businesses across EMEA. This is based on research, but the PC and server biz has come up with some wacky possible designs, including one that is almost literally in the clouds.
Existing datacenter designs are falling short, we're told. Lenovo cites research that found nearly half (46 percent) of corporate IT buyers admitted their current infrastructure does not support energy or carbon-reduction goals.
That sounds a little dry, so Lenovo worked with engineering firm AKT II and architects Mamou-Mani to brainstorm how datacenters might look in 30 years. The results are, well... interesting.
One scheme visualizes a Data Village, built using a modular, stackable system of datacenter units, located in urban areas close to (or on) water sources such as rivers or canals to take advantage of the cooling provided, and able to transfer waste heat to local amenities like schools or homes.

  
    [image:  Imagined scenario for Lenovo DC. Pic: Lenovo ]
  

Another is the Data Spa, powered by geothermal energy and blended into a natural landscape such as a valley or geothermal pool. And if the images can be believed, people will wade through the water just meters away from racks of servers - a situation that would give any security manager sleepless nights.

  
    [image: Imagined scenario for Lenovo DC. Pic: Lenovo ]
  

Perhaps the most bizarre concept is of datacenters suspended in the air at an altitude of 20 to 30 km (12 to 18 miles) - a height that is above the clouds - so the facility can draw energy from solar power. Impractical? Yes. A tempting target for terrorists or hostile nations? Yes.

  
    [image:  Imagined scenario for Lenovo DC. Pic: Lenovo ]
  

More down to earth is the notion of using disused tunnels, bunkers or other underground locations to site IT infrastructure. This reduces land use while allowing facilities to be setup in central locations with lower impact (think London tube stations such as Aldwych).
Lenovo says that subterranean sites "create a naturally efficient heat management system," which anyone who has travelled on London's Victoria Line in the summer will dispute.

  
    [image: Imagined scenario for Lenovo DC. Pic: Lenovo]
  

Lenovo's Datacenter of the Future study found that 92 percent of execs claimed to prioritize technology partners who reduce energy use and their carbon footprint, but only 46 percent say their current datacenter is designed to support these goals.


	An idea that won't sink: China planning underwater datacenter deployment


	Lonestar plans to put datacenters in the Moon's lava tubes


	Azure stumbles in Western Europe, Microsoft blames 'thermal event'


	Power crunch threatens to derail AI datacenter construction


Some 88 percent of respondents see data sovereignty as a priority, while 90 percent expect AI to significantly increase their organization's data use over the next decade. Around 40 percent said their organization is not prepared for AI.
Informing the study was a survey of 250 IT decision makers in companies of 250 employees or more in Germany, Italy, Norway, Sweden, the UK, and UAE.
And presumably some psychedelics. (r)
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    'Vibe coding' named Word of the Year. Developers everywhere faceplant

    
It's not a bug, it's a feeling    
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Vibe coding has broken free of tech circles to claim Collins Dictionary's Word of the Year 2025 -- a choice that may prompt developers to ask: what could possibly go wrong?
Technically two words -- yes we know -- it's the compound verb Collins says describes as the "use of artificial intelligence prompted by natural language to assist with the writing of computer code".
"Tired of wrestling with syntax? Just go with the vibes. That's the essence of vibe coding," Collins writes in a blog post published today.
We at Vulture Central do not stand reassured.
Collins attributes the moniker to Andrej Karpathy, a director of AI at Tesla and former OpenAI researcher. He said vibe coding is "fully giv[ing] in to the vibes, embrac[ing] exponentials, and forget[ting] that the code even exists." That might be ok for someone who knows how to code, but is, perhaps, a little risky for the enthusiastic amateur.
"While tech experts debate whether it's revolutionary or reckless, the term has resonated far beyond Silicon Valley, speaking to a broader cultural shift towards AI-assisted everything in everyday life," Collins adds.


	Trust the AI, says new coding manifesto by Kim and Yegge


	Forget vibe coding - Microsoft wants to make vibe working the new hotness


	Replit makes vibe-y promise to stop its AI agents making vibe coding disasters


	Older developers are down with the vibe coding vibe


Although vibe coding might sound appealing and lower barriers to an erstwhile exclusive domain, it has frightening implications for the rest of tech. Vibe coders might describe an app they want to build, oblivious that it requires database infrastructure they've never heard of -- creating demand for new types of automation to fill the gaps.
The Reg has seen vibe coding platforms pop up everywhere. Some among them promise that "anyone can go from idea to deployed app with UI, content, backend and logic included." JetBrains and AWS have now launched vibe coding tools. Application vendors are getting in on the act too: Salesforce recently launched Agentforce Vibes, a new AI-assisted IDE for building apps on its platform.
But it is early days. After getting hands-on with some vibe coding tools, The Reg suggests caution: over-promising appears to be the norm. With some heralding the arrival of a new era in tech, we might want to have a word. (r)
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    Microsoft: Don't let AI agents near your credit card yet

    
Shopping bots pick first option and are 'vulnerable to manipulation', Magentic Marketplace trial finds    
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Ready to have your agent talk to my agent and arrange a sale? Microsoft has published a simulated marketplace to put AI agents through their paces and answer a question for the new age: Would you trust AI with your credit card?
Customer-facing assistants are all the rage these days. OpenAI and Anthropic, for example, have helpers that will navigate websites and complete purchases. Then there are assistants that will aid sellers with customer engagement and operations.
It all points to a future where, like rich people with personal shoppers, the average user will have "people" to do all the work for them.
To simulate what might happen, Microsoft's researchers built the Magentic Marketplace, an open-source simulation upon which agents can be unleashed and the results studied.
And the conclusion? "Agents should assist, not replace, human decision-making."


	Microsoft apologizes for not explaining cheaper no-AI M365 plans, and all it took was a government lawsuit


	Copilot can replace Search in latest Windows 11 test builds, but it's not a good idea


	Microsoft lets bosses spot teams that are dodging Copilot


	Microsoft threatens to ram Copilot into Exchange Server on-prem


The marketplace simulation manages catalogs of goods and services, and facilitates agent-to-agent communication. It also handles simulated payments. The researchers simulated transactions such as ordering food or engaging with home improvement services. Agents represented customers and businesses at each end of the transactions.
Each experiment was run using 100 virtual customers and 300 virtual businesses, and included both proprietary models (such as GPT-4o and Gemini-2.5-Flash) and open source models. The team had agents building queries, navigating results, and negotiating transactions.
The results were interesting. Although agents can help (the thinking is that an AI agent should be able to consider far more possibilities than a human could), loading them with more options and search results led to a decline in the number of comparisons. With some exceptions (notably Gemini-2.5-Flash and GPT-5), researchers found the models tended to accept the initial "good enough" options rather than dig deeper.
Researchers also tried manipulation strategies, which ranged from fake award credentials and fake reviews, to prompt injections. Again, the models varied. Gemini-2.5-Flash proved generally resistant, while others could be tricked. Prompt injection techniques proved useful in directing payments to manipulative agents, while more basic persuasion techniques were also effective.
The researchers noted: "These findings highlight a critical security concern for agentic marketplaces."
It all suggests that the current state of the art in terms of AI models still has some ways to go. The agents were shown to struggle when presented with too many options and were vulnerable to manipulation. Researchers also found some models showed biases, including selecting a business based on its position in the results rather than on merit.
And then there is the design and implementation of the marketplace. The researchers said: "Our current study focused on static markets, but real-world environments are dynamic, with agents and users learning over time.
"Oversight is critical for high-stakes transactions."
"A simulation environment like Magentic Marketplace is crucial for understanding the interplay between market components and agents before deploying them at scale."
So, perhaps reconsider handing over authority to an agent at this point. The results might not be quite what you were expecting. (r)
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    You'll never guess what the most common passwords are. Oh, wait, yes you will

    
Most of you still can't do better than 123456?    
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123456. admin. password. For years, the IT world has been reminding users not to rely on such predictable passwords. And yet here we are with another study finding that those sorts of quickly-guessable, universally-held-to-be-bad passwords are still the most popular ones.
Tech advice website Comparitech on Thursday published the 100 most common passwords based on a deep dive into more than two billion passwords leaked on breach forums in 2025. 
The three mentioned above all finish in the top ten, along with various variations of the numerals 1-9 in ascending sequential order. 
Of course, no list of common passwords would be complete without such innovations as Aa123456, the sixth most common entry on the list, or the radically different Aa@123456, which came in at the 13th position. Combinations of qwerty and other keys sequentially in the first row of the keyboard were also common entries. Spice them up with a few numbers, like 1q2w3e4r, and you have yourself another popular combination. 
Funnily enough, gin - yes, just straight gin - was the 29th most popular entry, while the somewhat more unique, but clearly still popular India@123 ranked 53rd. In a nod to Gen-Z, minecraft (lowercase "m"), the title of the popular Microsoft voxel building sandbox game, rounded out the top 100, appearing 69,464 times in a list of two billion passwords. 
What does all this mean? According to Comparitech, it's "a showcase of human laziness" when it comes to staying safe online. 
A full quarter of the passwords on the list, the study found, consisted solely of numbers, making them quite easy to suss out. Thirty-eight percent specifically contained the string 123, and another two percent included the inverse, 321. 
"Modern password cracking programs make short work of weak passwords," the site said in what's surely not a shocker to El Reg readers. "Common passwords are easily guessed. Short passwords are easily brute-forced."

  The longer the better -  and mixing it up doesn't hurt, either

So what's a user, or administrator responsible for ensuring users have good passwords, to do? 
First and foremost, consider biometric passkeys, which eliminate the need for passwords entirely. If that's not possible, there's always nice, long passphrases - depending on who you ask, those are preferential to a password full of random numbers and letters since they're longer, easier to remember, and theoretically harder to crack. 
And size does matter. 
"No matter who you ask, the most important factor is length. Length is more important than complexity and randomness," Comparitech consumer privacy advocate Paul Bischoff told us in an email.
Of course, adding a random character into a long passphrase doesn't hurt either, Bischoff noted - so instead of "icantbelievewerestilltellingyouthis," try "icantbelivewerestilltellingy0uthis," as even that simple change makes it far less likely to be guessed. 


	What the Plex? Streaming service suffers yet another password spill


	With millions upon millions of victims, scale of unstoppable info-stealer malware laid bare


	No, eight characters, some capital letters and numbers is not a good password policy


	Samsung admits Galaxy devices can leak passwords through clipboard wormhole


Using gibberish passwords and relying on a password manager is still better than qwerty123, of course, and Bischoff says that goes for browser-based password management, too. You're still taking matters into your own hands, of course, as Chrome updates have been known to break Google Password Manager, and password manager apps aren't 100 percent secure either. 
Whatever you do, don't let yourself be caught with a password on Comparitech's list, and if it's your responsibility to set password complexity rules, make sure you're setting good ones. 
When enterprise environments don't enforce good password requirements, users are more likely to slack off on setting a solid one, Bischoff explained. 
"The most secure passwords will be set by the users who have the strictest password requirements," the privacy advocate added. (r)
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    Microsoft Configuration Manager to switch to an annual release cadence

    
Intune is where the party's at, even if admins might prefer the Configuration Manager kitchen    
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Microsoft has officially confirmed that Configuration Manager will transition to an annual release cadence, with Intune as the primary focus for innovation.
The change will take effect in fall 2026, with a few more editions in the interim - 2509 in December 2025, and 2603 in March 2026 - before the first annual release in September next year, with 2609.
The decision, according to Microsoft, is to "align with the Windows client security and stability cadence (H2)." The "top priority is to maintain a secure, reliable Configuration Manager experience."
In practice, this will mean hotfix roll-ups will only happen "when absolutely necessary" and critical updates and patches will be applied as needed.
Microsoft Configuration Manager (MCM), first introduced in 1994 alongside Windows NT 3.5 in the guise of System Management Server, has become a stalwart in Microsoft's systems management software suite. It underwent several name changes over the years as features and functions were added by the Windows giant, before settling on MCM.
Microsoft wants customers to transition to Intune for hardware management. It described the product as "the future of device management" and said "all new innovations will occur there." Configuration Manager, on the other hand, will have "a renewed focus on security, stability, and long-term support."


	Everybody's warning about critical Windows Server WSUS bug exploits ... but Microsoft's mum


	Microsoft declares bring your Copilot to work day, usurping IT authority


	One token to pwn them all: Entra ID bug could have granted access to every tenant


	Microsoft reminds developers VBScript really is going away


	Windows starts asking for admin rights where it shouldn't after security fix


The Register asked Microsoft if this might be a step on the path toward the eventual sunsetting of the venerable Configuration Manager, but the company had nothing to say.
A transition to Intune is not something to be taken lightly. One wag on Reddit responded to the announcement, saying: "Let's hope they innovate some feature parity."
Another said: "they have to be putting a lot of focus on Intune if they even want it to get remotely close to what configuration manager is capable of, and they need to get it there before I'm going to use it as much as I use configuration manager..."
Intune is cloud-based, while Configuration Manager is a resolutely on-premises service. The latter sports a great deal more granularity and control over on-premises environments. However, the deprecation of Windows Server Update Servers (WSUS) gave MCM fans pause for thought.
In September last year, Microsoft stated, "WSUS deprecation does not impact existing capabilities or support for Microsoft Configuration Manager," but it also encouraged users to transition to services like Intune for server update management.
"As you consider your long-term device management strategy, remember that Microsoft Intune is where all new innovation happens," it said this week. (r)
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    SonicWall fingers state-backed cyber crew for September firewall breach

    
Spies, not crooks, were behind digital heist - damage stopped at the backups, says US cybersec biz    
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SonicWall has blamed an unnamed, state-sponsored collective for the September break-in that saw cybercriminals rifle through a cache of firewall configuration backups.
The network security vendor said it spotted "suspicious activity" in early September involving the unauthorized downloading of backup firewall configuration files from "a specific cloud environment." The company initially said that "fewer than 5 percent" of its firewall installed base had files accessed, but later admitted that "all customers" who utilized the MySonicWall cloud backup feature were affected
SonicWall said its incident response team quickly called in Google-owned Mandiant, the go-to fixer for when things get ugly. SonicWall has now wrapped up the probe, confirming that the intruders were state-sponsored operators who gained access via an API call to the cloud backup system.
In an update published this week, SonicWall said the investigation confirmed the intrusion was limited to a cloud-based backup service and did not affect SonicWall's products, firmware, source code, or any customer networks.
The activity was confined to an API call used to access those backup files, and had nothing to do with the Akira ransomware campaigns that have been hammering firewalls and edge devices elsewhere on the internet.
In a video statement, SonicWall CEO Bob VanKirk said: "We now know this incident was carried out by state-sponsored threat actors. The malicious activity has been contained and was isolated to our firewall cloud-backup services. There was no impact to customer data or any other SonicWall system."
SonicWall has not said which nation was behind the incident or provided indicators linking it to any known threat group.
It has taken all remediation actions recommended by Mandiant and would continue to work with the firm and other third parties to harden network and cloud infrastructure. SonicWall stressed that this was not a case of its firewall software itself being compromised but rather a supporting cloud service used to store backups - a subtle distinction, but one that matters when your brand trades on keeping attackers out.
SonicWall has spent the past few months on what it calls a "Secure by Design" modernization push, aimed at tightening product architecture, cloud operations, and internal security practices. VanKirk said the company would use lessons from the incident and community feedback to "continue to improve how we interact with our partners when security issues arise."


	'Highly sophisticated' government goons hacked F5, stole source code and undisclosed bug details


	Cybercrims claim raid on 28,000 Red Hat repos, say they have sensitive customer files


	Cybercrims claim raid on 28,000 Red Hat repos, say they have sensitive customer files


	Senator blasts Microsoft for 'dangerous, insecure software' that helped pwn US hospitals


"As nation-state-backed threat actors increasingly target edge-security providers, especially those serving SMB and distributed environments, SonicWall is committed to strengthening its position as a leader for partners and their SMB customers on the front lines of this escalation," the company said.
That confidence may be well-placed, though the breach adds SonicWall to a growing list of security vendors that have learned the hard way that even defensive infrastructure can become a target of geopolitical cyber operations.
SonicWall insists it has emerged "stronger, more resilient, and even more trusted" from the experience. Customers, one assumes, will hope that's true - and this is the last time their firewall backups become a foreign-policy problem. (r)
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    Colt gets greenlight for PS2.5bn London datacenter splurge

    
Three hyperscale sheds to double capacity near Heathrow    
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Colt Data Centre Services has secured approval to invest PS2.5 billion ($3.3 billion) in three hyperscale data centers at its Hayes Digital Park campus in west London.
The expansion, approved by Hillingdon Council, will add 97 MW of IT capacity to the site near Heathrow Airport -- more than doubling its total capacity to 160 MW. Construction is slated to begin mid-2026, with the first facility going live in early 2029.
[image: power]
Britain's AI gold rush hits a wall - not enough electricity

READ MORE
The new facilities -- designated London 6, 7, and 8 -- will run entirely on renewable energy through a Power Purchase Agreement (PPA), Colt said. Under planning restrictions, backup generators can operate for a maximum of 15 hours annually. Grid connection via high-voltage supply is scheduled for October 2027.
Colt positions the project as support the UK government's industrial strategy, strengthening digital infrastructure for the AI economy - one of the obsessions of the current administration.


	Google unmasks itself as mystery hyperscaler behind yet another UK datacenter


	UK government overrules local council's datacenter refusal on Green Belt land


	UK government overrules local council's datacenter refusal on Green Belt land


	Equinix revealed as occupant of PS3.9B UK datacenter campus


The company, which operates across Europe and Asia Pacific, plans to integrate a district heating network to channel waste heat from the datacenters to local businesses and residential buildings. However, some studies have cast doubt on the value of such schemes, as they often need complex infrastructure, and it can be difficult to make accurate projections on how much waste heat a datacenter will produce in future.
The campus will feature an Innovation Hub developed by Aecom, and Colt intends it to "act as a base for innovation and community engagement," with flexible space for future industrial use. Colt said it will provide value to the local community (if an industrial estate can be said to have one) by hosting events themed around culture, food, film, music, and literature.
Colt's chief real estate officer Xavier Matagne claimed the development is an important milestone for the UK's digital economy. "Data centers are a cornerstone of digital transformation. With this expansion, we can help power innovation, support the AI revolution, and contribute to the energy transition," he said. (r)
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    Malware-pwned laptop gifts cybercriminals Nikkei's Slack

    
Stolen creds let miscreants waltz into 17K employees' chats, spilling info on staff and partners    


    
        By 
Carly Page        
    

    
        Posted in Cyber-crime,
        
            6th November 2025 10:51 GMT
        
    


    
Japanese media behemoth Nikkei has admitted to a data breach after miscreants slipped into its internal Slack workspace, exposing the personal details of more than 17,000 employees and business partners.
The company blamed the intrusion on malware that infected an employee's device, letting attackers pinch Slack credentials and waltz into its chat system. Once the suspicious activity was spotted, Nikkei said it called in the incident to Japan's Personal Information Protection Commission - even though it may not technically have been obliged to do so under local privacy law.
In total, 17,368 people were caught up in the mess, with names, email addresses, and Slack chat histories potentially exposed. The publisher insisted that "no leakage of information related to sources or reporting activities has been confirmed," though any leak of internal chatter is bound to sting for a media outfit built on confidentiality.
The company has not disclosed how long the attackers had access or whether the compromised Slack channels contained sensitive commercial material. Nikkei said there is no evidence - yet - that the stolen data has appeared online. 
The breach is the latest reminder that collaboration platforms are prime targets for hackers. Slack and its ilk have become the digital equivalent of the office watercooler, only this one's wired straight into the internet and brimming with corporate secrets. One compromised laptop, it turns out, can be enough to open the door to an organization's entire communications network.


	UK's Guardian newspaper breaks news of ransomware attack on itself


	Crims stole 40,000 people's data from our network, admits publisher Lee Enterprises


	Asahi runs dry as online attackers take down Japanese brewer


	BBC botnet investigation turns hacks into hackers


Unsurprisingly, attackers have increasingly turned their attention to these workplace chat systems, knowing that employees tend to share passwords, documents, and unguarded opinions in supposedly private channels. According to recent research from Proofpoint, attackers are increasingly turning their efforts to tools such as Microsoft Teams, Slack and Zoom - using phishing, malware, and account-takeover techniques to exploit "this new front line in cyberattacks".
Nikkei said it has reset passwords in light of the attack, adding that it "will further strengthen personal information management to prevent any recurrence."
For Nikkei, which trades on credibility and confidentiality, the incident is more than a technical failure; it's a reputational blow that underscores how fragile trust can be when the newsroom meets the cloud. (r)
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    Boffins: cloud computing's on-demand biz model is failing us

    
Science loses when lab workers grapple with costs and availability, claim researchers    
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            6th November 2025 10:15 GMT
        
    


    
Cloud vendors' commercial models poorly serve scientists, forcing them to struggle for value amid tightening budgets, according to research.
Modern science - from bioinformatics to astrophysics - depends heavily on sophisticated computer modeling, yet cloud providers' business-focused models clash with how scientific projects consume computing resources, argue Vanessa Sochat and Daniel Milroy, both post-doctoral researchers in computing at Lawrence Livermore National Laboratory.
"Standard business models based on commercial traffic call for persistent services and long-term discounts for purchasing resources. In contrast, scientific runs are typically short and infrequent. A scientist might need a cluster with specialized, high-precision hardware a few times a month to run a large simulation," the pair's paper says.
"In the case of larger scientific simulations, cost models based on saving money with preemptible instances can be risky, as the failure of one instance can lead to failure of the entire simulation because of the rigidity of Message Passing Interface (MPI)," it adds
The researchers argue that while businesses can plough income back into future cloud resources on an ongoing basis, scientific projects can be finite, depending on the grant situation. Meanwhile, institutions which are home to scientific projects are unlikely to have a strategy for getting better deals out of cloud providers.
Grant-funded researchers can buy cloud resources for specific projects, but they typically can't guarantee repeat purchases or influence how their institutions spend on computing infrastructure more broadly. When vendors offer credits to support research groups, they're investing in what they hope will become profitable long-term partnerships. These expectations, however, often go unmet -- research groups simply don't wield enough influence over institutional procurement to deliver the sustained business vendors anticipate.


	Unhappy with the cloud costs? You're not alone


	Developer pockets $2M in savings from going cloud-free


	When hyperscalers can't safeguard one nation's data from another, dark clouds are ahead


	DoD spins up supercomputer to accelerate biothreat defense


Even the cloud's promised elasticity and "on-demand" resources can fail scientists at critical moments when the compute turns out not be available.
While cluster creation is reasonably quick... problems arise when capacity is not available. "In a recent performance study, the inability to meet the minimum number of required resources incurred a charge of $4,000 while waiting for nodes that were never allocated. Vendors charging for idle resources is not intentional, but results from the deficiency of the cost and allocation models," the paper states.
The researchers urge collaboration between cloud providers and scientists to develop models that serve both profitability and discovery.
"If the cloud could provide stronger guarantees about when work can occur, scientists can accommodate these future resources. We must advocate for integrated cost models that satisfy market needs without leaving scientific discovery behind," the paper concludes.
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