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        While you're here, could you go out of your way to do an impossible job?
        Simon Sharwood

        He would have gotten away with it too, if it weren't for a meddling security team's fear of USB On Call  Each Friday The Register offers a fresh installment of On Call, the reader-contributed column that celebrates the fine art of tech support.... 

      

      
        Jeff Bezos' rocket company Blue Origin applies to launch 51,000 datacenter satellites
        Simon Sharwood

        'Project Sunrise' needs a network that doesn't exist, a rocket that's hardly flown, and FCC approval Jeff Bezos' space company Blue Origin has applied to launch up to 51,600 datacenter satellites....

      

      
        Meta's latest AI improves its terrible content moderation, just a little
        Simon Sharwood

        Enterprise tools have detected impossible logins for years. Zuck's human mods couldn't join the dots Meta has revealed it's tested using AI for content moderation chores and found it does better than humans....

      

      
        Alibaba has made 470,000 AI chips, admits they're inferior and may always be
        Simon Sharwood

        Sees optimizing its entire cloud around homebrew silicon as the way to compete Chinese web giant Alibaba has revealed its T-Head chipmaking business has shipped 470,000 AI chips, and admitted they are currently inferior to rival products, but believes it can build a mutually optimized stack that makes performance gaps moot....

      

      
        Decoding Nvidia's Groq-powered LPX and the rest of its new rack systems
        Tobias Mann

        From LPUs and GPUs to CPUs and switches, everything you need to know about Nvidia's latest kit GTC DEEP DIVE  At Nvidia's GTC conference this week, CEO Jensen Huang finally addressed a $20 billion question he's dodged for months: Why spend so much to license AI chip startup Groq's tech and hire away its engineers rather than build it themselves?...

      

      
        OpenAI tries to build its coding cred, acquires Python toolmaker Astral
        Thomas Claburn

        Deal helps company build out its Codex team In a move clearly designed to strengthen its position among developers, OpenAI has acquired Python tool maker Astral. The house of Altman expects the deal to strengthen the ecosystem for its Codex programming agent.... 

      

      
        Time to end the 'uncontrolled experiment' of social media on kids, scientists say
        Brandon Vigliarolo

        Pair say review of studies, other evidence, proves more countries need to do like Australia and keep kids offline There is enough evidence going back far enough that it's reasonable to conclude social media platforms are responsible for population-level mental health harms. ...

      

      
        Unknown attackers exploit yet another critical SharePoint bug
        Jessica Lyons

        Last time: Beijing-backed snoops and ransomware crims. Who's next? Unknown baddies are abusing yet another critical Microsoft SharePoint bug to compromise victims' SharePoint servers, the US government warned....

      

      
        Google gives Android users a way to install unverified apps if they prove they really, really want to
        Thomas Claburn

        Chocolate Factory describes concession as an attempt to balance openess with safety It turns out you won't be limited to Google-verified apps an developers on Android after all. In the face of sustained community dissatisfaction with its developer verification requirement, Google has given Android users an out....

      

      
        'Death sentence': EU cloud lobby takes Broadcom to Brussels over VMware partner purge
        Paul Kunert

        CISPE files antitrust complaint, demands interim measures to stop what it calls chip giant's 'ongoing abuse' A lobbying trade body for smaller cloud providers is asking the European Commission to impose interim measures blocking Broadcom from terminating the VMware Cloud Service Provider program, calling the decision a death sentence for some tech suppliers and an illegal squeeze on customer choice....

      

      
        Fiber on the surface of the moon could help detect moonquakes
        Dan Robinson

        Better than seismometers? Fiber-optic cables could be used to detect moonquakes, offering a simpler way to gather seismic data to support future missions.... 

      

      
        GNOME 50 debuts with X11 axed, Wayland front and center
        Liam Proven

        Most Ubuntu desktop users will be looking at this until at least 2028 GNOME 50 is here, codenamed Tokyo after the location of the GNOME Asia Summit 2025, and the biggest change is in fact more or less invisible, unless you look for an options button on the login screen....

      

      
        FBI director leaves open the possibility that it's buying location data again
        Brandon Vigliarolo

        Kash Patel says the FBI uses all the tools it has to accomplish its mission - even if those tools are questionable It's been three years since an FBI director admitted to purchasing the location data of Americans, potentially in violation of the Constitution. Here we go again....

      

      
        Lock down Microsoft Intune, feds warn after Stryker attack
        Jessica Lyons

        Iran-linked attackers wiped employees' devices using Intune The US government has urged companies to better secure Microsoft Intune, an endpoint management tool that was abused in last week's cyberattack against med-tech firm Stryker....

      

      
        PwC will say goodbye to staff who aren't convinced about AI
        Dan Robinson

        Professional services giant did not read its own report on lackluster benefits You'll use AI and like it too - if you work for PwC. Paul Griggs, US chief executive of the global professional services giant, has made clear there is no room at the corporation for AI skeptics....

      

      
        UK blinks on AI copyright carve-out after star-studded revolt
        Lindsay Clark

        Creative pressure forces rethink as officials step back from default data use The UK government has backed off plans to allow AI companies to access copyrighted material for free for training purposes by default.... 

      

      
        Google says it will let UK publishers opt out of AI overviews
        Richard Speed

        One search engine switch to rule them all in Google's response to UK competition watchdog The UK's competition watchdog has published responses to its consultation over Google's strategic market status (SMS) covering search and search advertising services - and the tech biz is offering some concessions....

      

      
        Fixing Claude with Claude: Anthropic reports on AI site reliability engineering
        Tim Anderson

        It's still a job for humans, even though bots can search logs at the speed of I/O QCon London  A member of Anthropic's AI reliability engineering team spoke at QCon London on why Claude excels at finding issues but still makes a poor substitute for a site reliability engineer (SRE), constantly mistaking correlation with causation....

      

      
        Hide and sleek: Latest Vivaldi release can tuck its UI away until summoned
        Richard Speed

        New toggle strips away browser chrome if you want Browser maker Vivaldi has opened up a new front in the browser wars by making itself disappear....

      

      
        Competition watchdog cracks knuckles, probes legality of Adobe cancellation fee
        Paul Kunert

        Annual billed sub scrubbed after 14 days? Expect to pay 50% of yearly price Britain's competition watchdog is opening an investigation into Adobe's early cancellation fees on membership plans to ascertain if it breaks consumer law....

      

      
        Microsoft startup credits are the gift that keeps on billing unsuspecting users
        Richard Speed

        Perks fall short as third-party AI models rack up costs with minimal notification Complaints about Microsoft's startup credits and Azure AI Foundry keep mounting, with users reporting surprise credit card charges and invoices they never saw coming.... 

      

      
        SAP's grand cloud escape plan EU2B short of the runway
        Lindsay Clark

        Strategy launched after 2020 share price crash is 24% behind target Five years after launching its rescue plan to lift ERP users to the cloud and switch them to the latest software, SAP is off target by about EU2 billion, The Register can reveal....

      

      
        GOV.UK chatbot gets smarter but slower as LLMs improve
        SA Mathieson

        Accuracy jumps from 76% to 90% across public pilots, while users wait nearly 11 seconds for answers More powerful large language models (LLMs) are helping make the UK government's in-development chatbot more accurate but are also slowing it down, according to the Government Digital Service (GDS)....

      

      
        ChatGPT advised exec on how to fire Subnautica founders to avoid payout, court ruling says
        Brandon Vigliarolo

        The law is the law, no matter who tells you to break it One of your studios is about to make a game that you think will be a huge hit, and you don't want to pay the contractually required bonuses. What to do? One Korean CEO turned to ChatGPT to cook up a plan to get his company out of paying up to $250 million. It went about as well as you'd expect....

      

      
        Ransomware crims abused Cisco 0-day weeks before disclosure, says Amazon security boss
        Jessica Lyons

        Interlock's post-exploit toolkit exposed Ransomware criminals exploited CVE-2026-20131, a maximum-severity bug in Cisco Secure Firewall Management Center software, as a zero-day vulnerability more than a month before Cisco patched the hole, according to Amazon security boss CJ Moses.... 
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        Original URL: https://www.theregister.com/2026/03/20/on_call/
    

    While you're here, could you go out of your way to do an impossible job?

    
He would have gotten away with it too, if it weren't for a meddling security team's fear of USB    


    
        By 
Simon Sharwood        
    

    
        Posted in On-Prem,
        
            20th March 2026 07:30 GMT
        
    


    
On Call Each Friday The Register offers a fresh installment of On Call, the reader-contributed column that celebrates the fine art of tech support.
This week, a slight variation as we meet a reader we'll Regomize as "Finn," who shared a story of a sales call.
"I was working for the European branch of a large US-based engineering company, mainly providing development consultancy, though we had a few products we sold on the side," Finn told On Call.
The job sometimes involved travel to the US, and on one of those trips Finn's colleagues asked the most dangerous question known to humanity: "While you're here, could you just...?"
"They wanted me to visit a promising new prospect that was 'in the same region' as the client I came to visit," Finn explained.
Finn soon learned that his colleagues had used the term "in the same region" to describe a location he could only reach after multiple flights.
"Travel challenges notwithstanding, I journeyed to this prospect's site, armed with some hardware to demonstrate the product that we were hoping to sell," Finn told On Call. "Crucially, this hardware needed to be connected to my laptop via USB to operate."
Finn eventually arrived at the client and discovered that it operated a very strict security protocol.
"They scanned all electronics, cables, and adapters, and affixed tamper-proof labels to all cameras, and also all ports on all electronic devices."
"So there I was, sat in a meeting room with several senior engineers at a major potential customer, having traveled out of my way to be there," Finn wrote. "They were all waiting for a demo of the Next Big Thing. So with an admittedly slightly jet-lagged flourish, I whipped out the anti-static bag from my rucksack, slipped the PCB out, connected one end of a mini USB cable to the device, and..."


	Blustering Blackbeard's PC was all at sea, sysadmin got him shipshape in seconds


	Techie was given strict instructions not to disrupt client. Then he touched one box and the lights went out


	Engineer held hostage by client who asked for the wrong fix


	Desktop tech sent to prison for an education on strange places to put tattoos


You can probably guess what happened next, because the USB ports on Finn's laptop were not exempt from the client's security protocols.
"Fortunately, the potential customer was able to see the amusing side - they were fellow humans after all - and it certainly wasn't the first time that visitors had been caught out by their security procedures," Finn told On Call.
He emerged from the experience with a new question on the list of things he always tried to ask customers before a site visit.
"I never found out whether we ever sold our whizzy new technology to them, though," Finn lamented.
Have you ever been asked to do one more thing while you're here? If so, we have one more thing to ask of you now that you've read this far: click here to send us an email so we can share your story on a future Friday. (r)
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    Jeff Bezos' rocket company Blue Origin applies to launch 51,000 datacenter satellites

    
'Project Sunrise' needs a network that doesn't exist, a rocket that's hardly flown, and FCC approval    


    
        By 
Simon Sharwood        
    

    
        Posted in Systems,
        
            20th March 2026 06:14 GMT
        
    


    
Jeff Bezos' space company Blue Origin has applied to launch up to 51,600 datacenter satellites.
A Thursday filing argues that the US Federal Communications Commission should approve Blue Origin's plans because "insatiable demand for AI workloads" means orbiting servers represent "a complement to terrestrial infrastructure by introducing a new compute tier that operates independently of Earth-based constraints."
Blue Origin also argues that datacenters in space will "enable U.S. companies developing and using AI to flourish, accelerating breakthroughs in machine learning, autonomous systems, and predictive analytics in support of broad societal benefit."
But the company says it will be hard to build all the AI infrastructure we need on Earth.
"Space-based datacenters can help break this bottleneck," the company claims. "The built-in efficiencies of solar-powered satellites, always-on solar energy, lack of land or displacement costs, and nonexistent grid infrastructure disparities, fundamentally lower the marginal cost of compute capacity compared to terrestrial alternatives."
Those claims are hotly contested on grounds that the technology for orbiting datacenters doesn't exist and will likely be unreliable and therefore impractical.
Blue Origin wants to build orbiting datacenters anyway and says its planned "Project Sunrise" will see it launch "up to 51,600 satellites operating in sun-synchronous orbits from 500-1,800 km, with inclinations between 97 degrees and 104 degrees, with each orbital plane containing approximately 300-1,000 satellites."
The company says it will use optical links to connect satellites to each other and rely on another of its planned projects - the TeraWave space broadband service - to connect to terra firma.


	Chips... in spaaaace - courtesy of Nvidia


	Amazon tells FCC to bin SpaceX's million-satellite datacenter dream


	Orbital datacenters are a pie-in-the-sky idea: Gartner


	Galactic Brain space datacenter coming in 2027, pledges startup Aetherflux


Blue Origin has yet to launch a single TeraWave satellite and has only flown the New Glen rocket it plans to use for datacenter satellite launches twice. The filing says the company plans to launch the first of its planned 5,000-plus TeraWave orbiters before the end of 2027.
Much of the filing concerns the spectrum Project Sunrise will use to communicate, and how its plans won't inconvenience any other stakeholders.
But it also points out that Blue Origin hasn't filed documentation with the International Telecommunications Union, which also has a say in these matters.
Project Sunrise is therefore likely a long way over the horizon.
The Register suggests it may lose its name before it launches, as Australian airline Qantas uses the same moniker for its plan to fly non-stop from Sydney and Melbourne to New York and London, journeys that will take around 20 hours. (r)
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    Meta's latest AI improves its terrible content moderation, just a little

    
Enterprise tools have detected impossible logins for years. Zuck's human mods couldn't join the dots    


    
        By 
Simon Sharwood        
    

    
        Posted in AI + ML,
        
            20th March 2026 04:16 GMT
        
    


    
Meta has revealed it's tested using AI for content moderation chores and found it does better than humans.
The social networking giant on Thursday announced it has started a global rollout for its Meta AI support, a tool that handles tasks like password resets, reporting dodgy content, explaining content takedowns and allowing appeals, or managing privacy settings.
The company also said "Over the next few years, we will deploy more advanced AI systems across our apps to transform our approach to content enforcement, more accurately finding and removing severe content violations like scams and illegal content, so people see less of them."
Early experiments have delivered promising results: one AI tool detected and mitigated 5,000 attempts at scamming users to reveal their passwords every day. Meta says its human teams could not detect those scams.
Another AI helped to reduce the number of reports users lodged about fake celebrity profiles by over 80 percent. Other tests doubled detection of adult sexual solicitation content that violates Meta's rules.
Meta says its AI can also "Prevent an account takeover by noticing it was suddenly accessed from a new location, the password was changed, and edits were made to the profile." The company says those changes "look harmless to a person reviewing the account, but AI was able to recognize as a threat."


	Chatbot Romeos keep users talking longer, but harm their mental health


	Meta reveals four Broadcom-built custom AI chips, claims some outperform commercial silicon


	AI nonsense finds new home as Meta acquires Moltbook


	Facebook went down for about three hours, interrupting your poking and Meta's ads business


That's an odd observation given that numerous enterprise security products can detect "impossible travel" such as a single user logging in from London and an hour later requesting a password reset from San Francisco, and flag it as a likely attack.
Meta also enthused that AI can "Detect a fake site spoofing a legitimate web address and pretending to be a popular sporting goods store by noticing the real logo being used with unusually low prices and a suspicious web address," because AI "drove down views of ads with scams and other serious violations by seven percent, offering promising results and better protections for users and brands."
Again, that's a nice outcome, but also a little odd as fake ads are a known problem - and one to which Meta has often been indifferent.
Your correspondent once spotted a suspicious ad for a brand that publishes lists of its legitimate URLs. The ad led to a spoof site, so I made a report to Meta - which replied that the fake site was not in violation of its policies. The company ignored my reply that pointed out the URL was not on the brand's list of official sites.
Leaving the metaverse
Meta's march toward AI came in the same week as it walked away from the metaverse, its vision for immersive online communities.
On Wednesday, the company announced the shutdown of Horizon Worlds, its metaverse platform.
That decision meant owners of Meta's Quest VR goggles would have a lot less content to consume. The company later walked that back and promised to continue offering some of its immersive environments but said it would not create new ones.
Meta adopted its current name to reflect founder Mark Zuckerberg's belief that the metaverse was the next big thing, and spent over $80 billion on its ambitions over five years - a period when we can now see its content moderation for Facebook and Instagram was going badly, and children were often harmed by the company's products.
The company now plans to develop something it calls "superintelligence," and is spending tens of billions more to make that happen. (r)
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    Alibaba has made 470,000 AI chips, admits they're inferior and may always be

    
Sees optimizing its entire cloud around homebrew silicon as the way to compete    


    
        By 
Simon Sharwood        
    

    
        Posted in Systems,
        
            20th March 2026 01:25 GMT
        
    


    
Chinese web giant Alibaba has revealed its T-Head chipmaking business has shipped 470,000 AI chips, and admitted they are currently inferior to rival products, but believes it can build a mutually optimized stack that makes performance gaps moot.
CEO Yongming Wu revealed the 470,000 figure during the company's Q3 2026 earnings call, without specifying the model he referred to. Alibaba has created several chips at least three chips designed for AI workloads, including the infamously buggy XuanTie C908, the TH1520 for edge AI, and the Pingtouge Zhenwu 810E. The latter debuted in January and is thought to be competitive with Nvidia's H20, a throttled version of a 2023-vintage Hopper architecture accelerator.
If Wu was referring solely to the 810E, delivering 470,000 since January is impressive as it puts Alibaba's output at the same pace as Nvidia's: CEO Jensen Huang last year said the company shipped six million Blackwell GPUs in a year.
However the Zhenwu 810E cannot compete with accelerators from Nvidia or AMD, a fact Wu acknowledged.
"Given that our chips still lag behind foreign counterparts and performance in various respects, we aspire to engage in more profound co-design with Alibaba's cloud infrastructure and the Qwen model to provide improved cost effectiveness," the CEO said. "This is one key differentiator and how we approach chip design at T-Head that sets us apart from other chip companies. Our primary goal is to create AI capabilities that offer superior value for money."
He also said developing its own chips gives Alibaba "guaranteed supply of AI computing power," which he said is necessary given "the unique circumstances currently facing the AI industry in China" - likely a reference to US export bans on advanced accelerators.
Wu also thinks developing its entire stack will mean Alibaba can lower inferencing costs, and that doing so will mean the company's cloud can rake in plenty of profits as demand for AI services increases.
Alibaba Cloud is already doing well, growing quarterly revenue 36 percent year-over-year to $6.2 billion. The company predicted it can reach $100 billion of annual cloud and AI revenue within five years.
Wu also commented on speculation that Alibaba plans to spin out T-Head, saying the company doesn't rule out a future float but has no "definitive time line" for making it happen.
Alibaba's revenue for the quarter landed at $40.7 billion, representing two percent growth. Execs pointed out that had it not sold some businesses, growth would have been nine percent.


	Alibaba Cloud hikes prices by up to 34%, blames hardware costs and AI demand


	Alibaba Cloud can't deploy servers fast enough to satisfy demand for AI


	Alibaba reveals 82 percent GPU resource savings - but this is no DeepSeek moment


	Alibaba Cloud reveals its uptime and efficiency secrets developed by in-house network boffins


Domestic e-commerce and logistics services remain the company's main businesses, together accounting for almost half of revenue. International e-commerce services brought in $5.6 billion, a six percent year-over-year increase.
That's an unwelcome result for Alibaba, given Beijing is looking to its e-commerce giants to help it achieve a goal of increasing export sales.
That leaves Alibaba's cloud as its only fast-growing business, and with a lot riding on its ability to achieve the swift surge to from around $25 billion to $100 billion annual revenue.
CEO Wu thinks that growth is achievable because Alibaba Cloud saw a 6x increase in token consumption on its model studio platform in the last six months alone.
He thinks that kind of growth will recur.
"Cloud and software budgets for enterprise IT services have traditionally represented only around 5 percent of corporate revenue," he said. "As model-driven agents begin to handle mainstream work tasks across industries, our total addressable market will expand by several multiples." (r)
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    Decoding Nvidia's Groq-powered LPX and the rest of its new rack systems

    
From LPUs and GPUs to CPUs and switches, everything you need to know about Nvidia's latest kit    


    
        By 
Tobias Mann        
    

    
        Posted in Nvidia GTC,
        
            19th March 2026 23:41 GMT
        
    


    
GTC DEEP DIVE At Nvidia's GTC conference this week, CEO Jensen Huang finally addressed a $20 billion question he's dodged for months: Why spend so much to license AI chip startup Groq's tech and hire away its engineers rather than build it themselves?
As we've said before, if Nvidia wanted to build an SRAM-heavy inference accelerator, it didn't need to buy Groq to do it. The company's newly announced Groq 3 LPX racks, which pack 256 LP30 language processing units (LPUs) into a single system, show time-to-market was the reason Nvidia bought rather than built.
We're told the chip is based on Groq's second-gen LPU tech with a handful of last-minute tweaks made just before tapping out at Samsung's fabs.
The chip doesn't use Nvidia's proprietary NVLink interconnect, it lacks NVFP4 hardware support, and it isn't CUDA-compatible at launch.
We can therefore conclude that the $20 billion paid to acquire Groq's intellectual property rights and engineering staff was an opportunity cost to get the chips out the door and into customers' hands this year.
Why the rush?
One of the defining characteristics of SRAM-heavy architectures from Groq and its rival Cerebras is that they are very fast when running LLM inferencing workloads, routinely achieving generation rates exceeding 500 and even 1000 tokens a second.
The faster Nvidia can generate tokens, the faster code assistants and AI agents can act. But this kind of speed also opens the door to what Huang describes as test-time scaling.
The idea is that by letting "reasoning" models generate more "thinking" tokens, they can produce smarter, more accurate results. So, the faster you can generate tokens, the less of a latency penalty test-time scaling incurs.
On stage at GTC, Huang suggested that this high-performance and low-latency inference provider could eventually charge as much as $150 per million tokens for this capability.
[image: As you can see, Nvidia's GPUs are great for generating bulk tokens, but as interactivity increases, efficiency drops.]
As you can see, Nvidia's GPUs are great for generating bulk tokens, but as interactivity increases, efficiency drops. - Click to enlarge


Unfortunately for Nvidia, GPUs are great for batch processing but don't scale nearly as efficiently as per-user-output speeds increase. At least not on their own.
By combining its GPUs and Groq's LPU tech, Nvidia aims to deliver the best of both worlds: an inference platform that scales much more efficiently at higher tokens per second per user.
[image: In this graphic, the faint green and yellow lines show GPU and LPU scaling. By combining the two, Nvidia aims to deliver the best of both worlds -- high throughput and interactivity. Image Credit: Nvidia]
In this graphic, the faint green and yellow lines show GPU and LPU scaling. By combining the two, Nvidia aims to deliver the best of both worlds -- high throughput and interactivity. Image Credit: Nvidia - Click to enlarge


Nvidia is also under some pressure to maintain its dominance of the AI infrastructure market as rival chip designers like AMD close the gap on hardware and software.
Last week, Amazon and Cerebras announced a collaboration to pair AWS' Trainium-3 accelerators with the latter's wafer-scale accelerators for many of the same reasons Nvidia built LPX. Of course, AWS has also announced plans to deploy more than a million Nvidia GPUs in addition to fielding Nvidia-Groq LPUs, so the cloud giant hasn't suddenly started picking sides.
The Groq-3 LPX
The LP30 is very different from Nvidia's GPUs. It's built by Samsung Electronics rather than TSMC and uses only on-chip SRAM. It also ditches the conventional Von Neumann architecture for another commonly referred to as data flow.
Rather than fetching instructions from memory, decoding, executing, and then writing that back to a register, data flow architectures process data as it's streamed through the chip. The processor's compute units don't have to wait for a bunch of load and store operations to shuffle data around, which, in theory results in higher achievable utilization.
[image: Here's a quick overview of Nvidia's Groq-3 LPU]
Here's a quick overview of Nvidia's Groq-3 LPU - Click to enlarge


According to Nvidia, each LP30 can deliver 1.2 petaFLOPS of FP8 compute. But, as we mentioned earlier, support for 4-bit block floating point data types, like MX or NV FP4, won't arrive until the LP35 arrives sometime next year.
That compute is tied to a relatively large pool of SRAM memory, which is orders of magnitude faster than the high-bandwidth memory (HBM) found in GPUs today, but is also incredibly inefficient in terms of space required.
Each LPU only has enough die space for 500 MB of on-chip memory. For comparison, just one of the eight HBM4 modules on Nvidia's Rubin GPUs contains 36GB of memory. What the LP30 lacks in capacity, it more than makes up for in bandwidth, achieving speeds up to 150 TB/s - nearly 7 times more than Nvidia's Rubin accelerators.
This makes LPUs ideal for the auto-regressive decode phase of the inference pipeline, during which all of a model's active parameters need to be streamed from memory for every token generated.
Of course, to do that, you need to fit the model in memory, which is no easy task for the trillion-parameter models Nvidia is targeting. For models this large, multiple racks are required. Because of this, LP30 bristles with interconnects. Each chip features 96 of them - specifically, 112 Gbps SerDes - totalling 2.5 TB/s of bidirectional bandwidth.
Each LPX rack is equipped with 256 LPUs. Those are spread across 32 compute trays, each containing eight LPUs, some fabric expansion logic and DRAM, and the host CPU and a BlueField-4 data processing unit (DPU).
[image: Each LPU compute tray features eight liquid-cooled Groq-3 LPUs totalling 4GB of SRAM]
Each LPU compute tray features eight liquid-cooled Groq-3 LPUs totalling 4GB of SRAM - Click to enlarge


Some of that network connectivity is funnelled out the back of these blades into a new copper Ethernet backplane Nvidia calls the Oberon ETL256, while the remainder is directed out the front of the system enabling multiple NVL72 and LPX racks to be stitched together.
Not a standalone part
While it's entirely possible to run large language models (LLMs) entirely on an LPX cluster, that's not how Nvidia is positioning the product.
[image: This graphic shows how inference workloads are distributed across GPUs and LPUs. Image credit: Nvidia]
This graphic shows how inference workloads are distributed across GPUs and LPUs. Image credit: Nvidia - Click to enlarge


Instead, one or more LPX racks is paired with a Vera-Rubin NVL72, which we discussed in more detail back when Nvidia showed it off in January, with various parts of the inference stack distributed across the GPUs and LPUs. Nvidia's reference design has a relatively small number of GPUs handling the compute-heavy prompt-processing (prefill) phase, while the bandwidth-intensive decode phase, where tokens are generated, is split between a separate pool of GPUs and the LPUs.
During this decode phase, Nvidia takes advantage of GPUs' comparatively large memory and compute capacity to handle the attention operations, while the bandwidth-constrained feed forward neural network ops are offloaded to LPUs sitting in the LPX rack over Ethernet.
Nvidia's Dynamo disaggregated inference platform handles orchestration for all of this.
How many LPUs do you need?
The whole system requires a lot of LPUs.
The exact ratio of GPUs to LPUs depends on the workload. Tasks requiring extremely large contexts, batch sizes, or concurrency may need a larger pool of GPUs. A general-purpose chatbot might run well on a single rack.
This is because longer context windows require more memory for the key-value (KV) caches that store model state (think short-term memory) and attention operations. By keeping these on the GPU, Nvidia is able to get by with fewer LPUs.
The actual number of required LPUs is directly proportional to the size of a model. For a trillion-parameter model, that translates to between four and eight LPX racks, or 1,024 to 2,048 LPUs, depending on whether the weights are stored in SRAM at 4-bit or 8-bit precision.
Who is LPX for?
If you're not a hyperscaler, neocloud, model dev, LPX is probably not for you. The sheer number of LPUs required to serve large open models will likely put Nvidia's LPX platform out of reach for most enterprises.
Speaking to press ahead of this week's keynote, Buck said Nvidia is focusing primarily on model builders and service providers that need to serve trillion-plus-parameter models with token rates exceeding 500 to 1,000 a second.
Having said that, in a technical blog, Nvidia presented another use case for the LPUs as a speculative decode accelerator, something we suggested the company might do back in December.
Speculative decoding is a method for juicing inference performance by using a smaller, more performant "draft" model to predict the outputs of a larger model. When it works, the technique can speed token generation by anywhere from 2x to 3x.
And since the approach fails back to the larger model anytime it guesses wrong, there's no loss in quality or accuracy.
Nvidia proposes hosting the draft model on LPUs and the larger target model on a set of GPUs. Since draft models tend to be fairly small, this might present an opportunity for Nvidia to sell LPUs to enterprise customers.
What happened to Rubin CPX?
You may be scratching your head, wondering "wasn't there supposed to be some kind of special Rubin chip optimized for large-context prefill processing?" You're not hallucinating.
Back at Computex last northern spring, Nvidia unveiled the Rubin CPX, a version of Rubin that used slower, less expensive GDDR7 memory to speed up the time to first token - how long users or agents have to wait for the model to start generating an output - when working with large inputs.
The idea was that Rubin CPX could cut down on wait times for applications that might involve processing large quantities of documents, freeing up the non-CPX Rubins, and speeding up overall decode times.
[image: Nvidia's Vera Rubin NVL144 CPX compute trays will now pack 16 GPUs. Eight with HBM and another eight context optimized ones using GDDR7]
Nvidia's Vera Rubin NVL144 CPX compute trays will now pack 16 GPUs. Eight with HBM and another eight context optimized ones using GDDR7 - Click to enlarge


However, by early 2026, Nvidia stopped mentioning CPX. This week, we learned the project had been put on the back burner so Nvidia can prioritize LPX.
It's important to note that LPX is not a replacement for CPX. The two platforms were designed to accelerate opposite ends of the inference pipeline: LPUs are designed to speed up token generation during the decode phase, while CPX was intended to cut the time users or agents spent waiting for the model to respond during prefill.
Nvidia hasn't given up on the concept either. Ian Buck, VP of Hyperscale and HPC at Nvidia, told press that CPX is still a good idea and that we may see the concept resurface in future generations.


	Nvidia's on-again off-again H200 sales in China are now on again


	Chips... in spaaaace - courtesy of Nvidia


	Nvidia powers further into the CPU market with new rack systems packing 256 Vera processors


	Nvidia slaps $20B Groq tech into massive new LPX racks to speed AI response time


An alphabet soup of rack scale architectures
While LPX is the most interesting addition to Nvidia's rack-scale lineup, it's not the only one.
At GTC, Nvidia also unveiled three more rack-scale designs, one each for networking, storage, and agentic compute.
We looked at Nvidia's new Vera CPU racks in more detail earlier this week, but the system uses the same ETL network backplane as its LPX racks and HGX systems, and features 32 compute blades, each with eight 88-core Vera CPUs and up to 12 TB of LPDDR5X SOCAMM memory modules on board.
In addition to serving as the host processor on Nvidia's latest generation products, the Vera CPU rack is intended as an execution environment for agentic systems, like Open Claw, that require high-memory bandwidth and single-threaded performance.
Alongside the CPU racks is a new storage rack called the BlueField-4 STX. As the name suggests, the reference design combines Nvidia's BlueField-4 data processing units (DPUs, aka SmartNICs) with a Vera CPU and ConnectX-9 NICs. Nvidia intends this offering to serve as a KV-cache offload target.
Any time an LLM processes a prompt, it generates KV caches that store the model state in vectors. By keeping those pre-computed vectors in GPU or system memory, or flash storage, only new tokens have to be computed while repeating ones can be recycled from cache.
Earlier this year, Nvidia showed off its context-memory storage platform, which is meant to automate the offload of KV caches to compatible storage targets. The AI infrastructure giant claims that this approach can boost token rates by up to 5x by freeing up GPU resources to handle other elements of the inference pipeline.
Finally, there's the Spectrum-6 SPX network rack, which also leverages the MGX ETL reference design to simplify cabling of Spectrum-X and Quantum-X switches.
Together, these rack systems form a sort of assembly line. Think of it this way: Vera CPU racks running AI agents make API calls to models running Vera-Rubin NVL72 systems with Groq LPX decode accelerators. KV caches generated by these agents are offloaded to STX storage, and everything is connected to one another by SPX racks packed with Spectrum or Quantum switches. And as long as the AI boom continues, Nvidia keeps printing money. (r)
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    OpenAI tries to build its coding cred, acquires Python toolmaker Astral

    
Deal helps company build out its Codex team    
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In a move clearly designed to strengthen its position among developers, OpenAI has acquired Python tool maker Astral. The house of Altman expects the deal to strengthen the ecosystem for its Codex programming agent.
Since its founding in 2022 by Charlie Marsh, Astral has won over a substantial portion of the Python community with Rust-based tools like uv (package and project manager), Ruff (linting and formatting), and ty (type checker) that outperform Python-based tools like pip.
OpenAI says that it plans to continue supporting these tools as open source projects while using them internally to improve Codex and make AI more useful as part of the software development lifecycle.
"Our goal with Codex is to move beyond AI that simply generates code and toward systems that can participate in the entire development workflow - helping plan changes, modify codebases, run tools, verify results, and maintain software over time," the company said in a blog post. 
"Astral's developer tools sit directly in that workflow. By integrating these systems with Codex after closing, we will enable AI agents to work more directly with the tools developers already rely on every day."
If Astral's tools can make AI-generated code more maintainable, that would be a significant win. One of the emerging concerns about the shift toward AI-generated code is that it's more difficult to maintain.
The deal also looks to be an acquisition of talent. According to OpenAI, the Astral team will join those working on Codex in an effort to make the coding agent more adept. 


	PwC will say goodbye to staff who aren't convinced about AI


	Your next car might need 300 GB of RAM, and so will autonomous robots


	Google gives Android users a way to install unverified apps if they prove they really, really want to


	AI still doesn't work very well, businesses are faking it, and a reckoning is coming


OpenAI's acquisition of Astral follows rival Anthropic's December 2025 purchase of Bun, a runtime, package manager, test runner, and bundler for JavaScript/TypeScript applications.
In a blog post on Thursday, software developer Simon Willison remarked that the two deals have occurred amid intense competition between OpenAI and Anthropic.
"Bun was already a core component of Claude Code and that acquisition looked to mainly be about ensuring that a crucial dependency stayed actively maintained," he wrote. "Claude Code's performance has increased significantly since then thanks to the efforts of Bun's Jarred Sumner.
"One bad version of this deal would be if OpenAI start using their ownership of uv as leverage in their competition with Anthropic."
But Willison also suggests a possible motive for the deal unrelated to competitive leverage. He points out that Marsh's post about the deal thanks investors who committed to Series A and Series B funding rounds. Those investors, he speculates, should now be able to exchange their stake in Astral for a stake in OpenAI, which reportedly could go public as soon as the end of this year. (r)
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    Time to end the 'uncontrolled experiment' of social media on kids, scientists say

    
Pair say review of studies, other evidence, proves more countries need to do like Australia and keep kids offline    
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There is enough evidence going back far enough that it's reasonable to conclude social media platforms are responsible for population-level mental health harms. 
Social psychologists and social media analysts Jonathan Haidt and Zachary Rausch from New York University's Stern School of Business drew that conclusion in chapter three of the UN, Oxford University, and Gallup 2026 World Happiness Report.
The pair didn't do their own research for their WHR contribution, mind you. Their report is instead a metastudy of prior research into the mental health effects of social media on adolescents, defined in their paper as those between age 10 and 19. They reviewed comments from kids, parents, teachers, and clinicians. They also perused public documents from social media companies and academic studies. 
"The preponderance of the evidence points to this conclusion: social media is not safe for adolescents," the pair decided. 
Haidt and Rausch pull on data from a variety of studies to show that, when asked, young people say social media is harmful and they regret their level of engagement with it, while Gen Z kids in particular describe the levels of harms they're exposed to on social media as "high." Parents, on the other hand, largely fear social media and feel it's going to harm their children, and those harms may be validated by educators who believe the same. 
The evidence from social media firms that proves they know their products are harmful, meanwhile, is plentiful. 
The pair cite internal reports from Meta showiing it knew Facebook and Instagram were harmful to kids' mental health but allegedly buried the reports, quotations from TikTok executives and internal docs presented in court, as well as similar documentation from Snap.
As for academic studies, Haidt and Rausch say that academic reports back up anecdotal data from kids, parents, and teachers in suggesting real links between social media and mental health problems.
Cross-sectional studies indicate heavy users are at elevated risk for depression, they note, while longitudinal studies indicate that social media use when young predicts depressive symptoms later. Just as well, the pair said, experiments that reduce social media time for adolescents generally find that they report being happier.
All of that evidence, the pair said, suggests on preponderance that social media is harmful to adolescents. As for proving social media's harms reach the population level - well, that requires a bit more extrapolation. 
To get there, Haidt and Rausch mostly estimate harm levels based on study results and population totals.
The pair assume that there are around 39 million adolescents in the US based on 2023 population demographics, and from there, reach the conclusion that the numbers from the studies they cite elsewhere in their writeup are indicative of the entire US population.


	US schools sue Meta, Google and friends over 'youth mental health crisis'


	Social media may harm kids. US Surgeon General says so


	Meta knows how bad its sites are for kids, say lawyers


	'I'm sorry for everything...' Facebook's Zuck apologizes to families at Senate hearing


Based on that, they assume that some four million adolescents are experiencing social media addiction issues, while 5.7 million adolescents receive unwanted sexual advances in a given week. 
Even if that is a bit of an odd way to frame the argument, the pair said the point they're trying to make is valid.
"Our point is that the direct harms from social media are not just occasional events or freak  accidents that are happening to a few hundred adolescents each year," they said. 
Addressing this issue, the pair argue, requires more countries to go Australia's route and ban kids from social media entirely until their young brains are mature enough to handle it, regulating the use of the platforms like tobacco and alcohol. 
"Countries around the world ran a giant uncontrolled experiment on their own children in the 2010s by giving them smartphones and social media accounts," the pair charge. "The available evidence suggests that the experiment has harmed them.  It is time to call it off." (r)
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    Unknown attackers exploit yet another critical SharePoint bug

    
Last time: Beijing-backed snoops and ransomware crims. Who's next?    
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Unknown baddies are abusing yet another critical Microsoft SharePoint bug to compromise victims' SharePoint servers, the US government warned.
CVE-2026-20963 is a critical deserialization flaw in SharePoint that allows unauthenticated attackers to remotely execute code on the server without any user interaction, and Redmond fixed the issue as part of its January Patch Tuesday. At the time, the vulnerability was neither publicly known nor exploited, according to Microsoft, which deemed exploitation "less likely."
Fast forward to Wednesday when the US Cybersecurity and Infrastructure Agency added CVE-2026-20963 to its Known Exploited Vulnerabilities (KEV) catalog, gave federal agencies just three days to issue a patch, and said it's unknown if ransomware criminals are among those exploiting the SharePoint bug.
At the time of publication, Microsoft had not updated the security advisory to indicate that CVE-2026-20963 is under active exploitation. Microsoft did not immediately respond to The Register's inquiries about the vulnerability, including who is abusing this CVE and for what purposes.
The Reg readers likely remember the SharePoint mass-exploitation over the summer and into fall. 


	Salt Typhoon hit governments on three continents with SharePoint attacks


	Another massive security snafu hits Microsoft, but don't expect it to stick


	Microsoft SharePoint victim count hits 400+ orgs in ongoing attacks


	Ransomware crims that exploited SharePoint 0-days add Velociraptor to their arsenal


Back in July, Microsoft patched the so-called ToolShell vulnerability (CVE-2025-53770), a critical remote code execution bug in on-premises SharePoint servers. Before it was fixed, however, Chinese attackers found and exploited the bug as a zero-day, compromising more than 400 organizations, including the US Energy Department.
At the time, Microsoft attributed the break-ins to three China-based groups: two government-backed groups that steal sensitive IP and spy on former government and military personnel, plus a third criminal org that exploited the bug to infect victims with Warlock ransomware.
In October, we learned that other Beijing crews - including Salt Typhoon - also joined in the attacks. (r)
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    Google gives Android users a way to install unverified apps if they prove they really, really want to

    
Chocolate Factory describes concession as an attempt to balance openess with safety    
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It turns out you won't be limited to Google-verified apps an developers on Android after all. In the face of sustained community dissatisfaction with its developer verification requirement, Google has given Android users an out.
On Thursday, Google said it will offer Android users a way to continue installing software from unverified developers. 
"We've heard from power users that they want to take educated risks to install software from unverified developers," wrote Matthew Forsythe, director of product management for Android App Safety, in a blog post.
Power users, for lack of a better term, have been vocal in their opposition to Google's plan, which was announced last August. Starting in September 2026, the Chocolate Factory required apps on certified Android devices to be linked to a verified developer account. 
Although Google insisted it was important for security, many voices cried out against the verification process, which involves a $25 fee and providing Google with identity documentation. In February, 37 civil society groups, non-profit organizations, and tech companies published an open letter objecting to the requirement.
So, according to the blog post, Android users will still be able to install apps from unverified developers through a one-time process that has been designed to counter scenarios where the user is pressured to install malware.
"Because the consequences of these scams that use sophisticated social engineering tactics are so severe, we have carefully engineered the advanced flow to provide the critical time and space needed to break the cycle of coercion."


	Anthropic's Claude claws its way towards the top of the AI market


	PwC will say goodbye to staff who aren't convinced about AI


	UK blinks on AI copyright carve-out after star-studded revolt


	Hide and sleek: Latest Vivaldi release can tuck its UI away until summoned


The process is designed to create friction. Users must first enable developer mode in system settings. They then need to confirm that they're not being coerced. After that, they need to restart their phone and reauthenticate. And then they need to wait one day.
"There is a one-time, one-day wait and then you can confirm that this is really you who's making this change with our biometric authentication (fingerprint or face unlock) or device PIN," said Forsythe. "Scammers rely on manufactured urgency, so this breaks their spell and gives you time to think."
Thereafter, you can install apps from unverified developers on the device you notionally own. Users will have the option to enable such apps for seven days or indefinitely.
Google has also built another installation flow via free, limited distribution accounts for students and hobbyists. Forsythe said these accounts allow users to share apps with a small group or people (20 or less) without verification.
Both options will be available in August before the new developer verification requirements take effect. (r)
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    'Death sentence': EU cloud lobby takes Broadcom to Brussels over VMware partner purge

    
CISPE files antitrust complaint, demands interim measures to stop what it calls chip giant's 'ongoing abuse'    
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A lobbying trade body for smaller cloud providers is asking the European Commission to impose interim measures blocking Broadcom from terminating the VMware Cloud Service Provider program, calling the decision a death sentence for some tech suppliers and an illegal squeeze on customer choice.
As The Reg revealed in January, Broadcom shuttered the scheme, a move sources claimed affects hundreds of CSPs across Europe and curtails options for enterprises buying VMware software and services.
[image: Boss asks workers to leave]
Broadcom 'bulldozes' VMware cloud partners as March deadline looms

READ MORE
The Cloud Infrastructure Service Provider in Europe (CISPE) trade group, representing nearly 50 tech suppliers, filed the complaint today with the EC Directorates-General, accusing Broadcom of bully-boy tactics, and calling for authorities to halt what it terms as "ongoing abuse."
Francisco Mingorance, CISPE secretary general, said of the complaint: "Businesses - both cloud providers and their customers - are being irreparably damaged by Broadcom's unfair actions, which we believe are illegal.
"After imposing outrageous and unjustified price hikes immediately following the acquisition of VMware, Broadcom is now applying the 'coup de grace'. We need urgent intervention to force them to change. The only way to stop bullies is to stand up to them."
CISPE claims that, since Broadcom completed its $69 billion takeover of VMware in October 2023, prices have risen tenfold, payment is demanded upfront, products are bundled regardless of customer need, and minimum commitments are based on potential rather than actual consumption.
The VMware Cloud Service Provider (VCSP) program officially closed in January and all transactions must be complete by March 31. After that date, only a select group of suppliers will be able to sell VMware subscriptions - either standalone or as part of a broader service. Across Europe, we're told this equates to hundreds of businesses losing their authorization.
For some, the loss of VCSP status effectively destroys their market. Those whose operations were built around VMware must now hand customers to another authorized supplier or begin the costly migration to an alternative platform.


	VMware prevents some perpetual license holders from downloading patches


	Dell wants PS10m+ from VMware if Tesco case goes against it


	VMware kills vSphere Foundation in parts of EMEA


	VMware must support crucial Dutch govt agency as it migrates off the platform, judge rules


"Broadcom strongly disagrees with the allegations by CISPE, an organisation funded by hyperscalers, which misrepresent the realities of the market," a Broadcom spokesperson told The Register. "We continue to be committed to investing significantly in our European VMware Cloud Service Provider partners (VCSPs) helping them offer alternatives to the hyperscalers and meet the evolving needs of European businesses and organisations."
In the UK, around nine cloud service providers remain in VMware's plans, among them Redcentric, ANS, Vodafone, Softcat, Caranet and Node 4. The cull is global: in the US, only 19 providers are said to remain from a pool of thousands.
"This isn't partner management, it's market control," one CSP told us in January. "A forced consolidation that sidelines long-standing European partners in favor of a much narrower and more limiting ecosystem. Broadcom is deliberately shrinking the choice for customers who will end up paying the price through higher costs, less data sovereignty, compliance concerns, and ultimately reduced choice."
CISPE is no stranger to competition complaints. The group previously filed one against Microsoft and is separately seeking an annulment of the EC's decision to clear Broadcom's purchase of VMware. (r)
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    Fiber on the surface of the moon could help detect moonquakes

    
Better than seismometers?    
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Fiber-optic cables could be used to detect moonquakes, offering a simpler way to gather seismic data to support future missions.
A scientist at Los Alamos National Laboratory in New Mexico has cowritten two studies examining how fiber-optic cables on the lunar surface could be used to detect seismic activity.
Seismometers are good at collecting data but are typically deployed in a fixed location, according to the scientist, Carly Donahue. To monitor a wider area, she and others were interested in the possibility of using a rover to deliver fiber-optic cables over many kilometres on the surface of the moon without burying them. This technique is called distributed acoustic sensing (DAS).
"Fiber-optic cables are lightweight, robust, and inexpensive, so we wondered: Could they be used on the surface of the moon to detect seismic activity there?" Donahue stated.
With this in mind, the first paper "Earthquake detection in a simulated lunar regolith using distributed acoustic sensing," looked at whether burying the cables would affect signal sensitivity.
Regolith is a layer of loose material that covers much of the lunar surface.
Unlike on Earth, where fiber-optics for sensing must be buried because even a gentle breeze can agitate the cables and create background noise, the lab tests demonstrated that burial depth did not significantly affect the clarity of the signal in the simulated regolith.
The second paper, "Controlled Source DAS Coupling Tests: Implications for Unburied Deployment on the Moon and Earth," examined which physical attributes might make fiber-optic cables deployed on the moon's surface work reliably. The researchers report that stiffer, thicker cables and continuous ground contact improved signal strength.
Seismic data could help scientists to form a clearer picture of our largest natural satellite, such as the composition of its core. It could also contribute to a better understanding of hazards such as particles blasted from the lunar surface when a rocket takes off or lands.
These could move at speeds of about 2 kilometers per second and cause damage to equipment or man-made structures on the moon, but Donahue says there is little current knowledge of how far those particles travel. Fiber-optic cables deployed far from a landing site could provide some data on how widely debris spreads, she claimed.
This isn't the first such proposal to put fiber on the moon. A couple of years ago, scientists at the Woods Hole Oceanographic Institute published a paper saying that a fiber-optic network on the lunar surface could probe the moon's interior by detecting seismic waves. They said that this would likely require "tens of kilometers" of cable at a minimum.
Meanwhile, the distributed acoustic sensing (DAS) technique could also prove useful on Earth as well. Last week, UK telecoms firm Openreach claimed that its fiber network infrastructure can be used to detect leaks in underground water supply pipes, using machine learning to detect the vibrations caused by a leak in the light beams carried by the cable. (r)
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    GNOME 50 debuts with X11 axed, Wayland front and center

    
Most Ubuntu desktop users will be looking at this until at least 2028    
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GNOME 50 is here, codenamed Tokyo after the location of the GNOME Asia Summit 2025, and the biggest change is in fact more or less invisible, unless you look for an options button on the login screen.
This version is Wayland-only, and X11 support has been completely removed. Don't panic. X11 app support is still there; there is just no longer an X11 session. You can't log into GNOME 50 using X11 as the display server, locally or remotely, even if you manually install X.org. GNOME 50 itself still contains the XWayland X server, so you can still start and use X11 apps, the same as ever.
[image: The GNOME 50 login screen on Fedora 44 offers only GNOME and GNOME Classic - no X11 offering here]
The GNOME 50 login screen on Fedora 44 offers only GNOME and GNOME Classic - no X11 offering here - Click to enlarge


This aside, GNOME 50 brings improved accessibility, better parental controls, and enhanced variable refresh rate and fractional scaling support. Screen-sharing now supports HDR. There are refinements to all the various applications and separate components that come with the main desktop, notably including the Files and Settings programs.
It's not quite 25 years since the first version was released. GNOME 1.0 launched in March 1999, and GNOME 2.0 followed three years later. Since then it has kept quite close to a semiannual release schedule, and indeed, that schedule is what the Ubuntu release schedule was originally synchronized with.
The Ubuntu 26.04 roadmap says that "Resolute Raccoon," due next month, will use GNOME 50. As this will be an LTS release, that means that the majority of Ubuntu users will be looking at GNOME 50 at least until Ubuntu 28.04 - and many for Resolute's full five-year supported lifespan. Our impression from various Linux communities is that the majority of Ubuntu users seem not to realize that other flavors even exist - most just use the default GNOME edition.
The Reg FOSS desk always keeps an eye out for Ubuntu interim releases, and we've been running Ubuntu 25.10 on one of our older ThinkPads with non-upgradable Nvidia GPUs, alongside Pop!_OS 24.04. Both are Wayland-only, and we are slightly surprised to report that both work fine. The Wayland equivalent of the old X.org Nouveau generic driver for Nvidia cards picks up the ThinkPad W520's discrete GPU, and its DisplayPort connection and attached monitor. It just works, and the desktop knows it's a dual-GPU setup. For instance, right-click on an app icon in the Ubuntu dock, and there's an option to run it using the discrete GPU. GNOME 49 merely sees this as NVC1 while COSMIC knows it's an Nvidia Quadro 1000M, but either way, Wayland with recent kernels on old Nvidia kit works much better than a year or two ago.
Around the time of GNOME 46 on Ubuntu 24.04, in our testing this stuff did not work very well. For instance, a couple of years ago, Elementary OS 8's new Wayland session didn't work right on this kit. Ubuntu's Wayland support is significantly better now. In about six months, LTS upgrades will start rolling out, and a lot of people will have no choice but to give Wayland another try. Doubtless some will have problems, but it's reasonable to expect a GNOME and Wayland stack that will work much better than in the previous LTS.
The handling of high-end display hardware has improved, too. There are more scaling options, better handling of variable refresh rates including a low-latency mouse cursor, HDR and improved color management, graphics acceleration of remote-desktop sessions, and more. It should look smoother and less stuttery than ever. This vulture suspects that through his nearly 60-year-old eyes, he wouldn't be able to see any of this stuff - even if we had the kit to test it out, which we don't. Youths with keen eyesight may enjoy it, though.


	GNOME dev gives fans of Linux's middle-click paste the middle finger


	Linux's love-to-hate projects drop fresh versions: systemd 258 and GNOME 49


	GNOME Foundation boss exits after just four months


	GNOME Foundation's new executive director is Canadian, a techie, and a GNOME user


Of course, mandatory Wayland is not the only change. GNOME 50 also brings improved parental controls, with screen-time limits and automatic screen locking at bedtime - improvements sponsored by a grant from the Endless Foundation. The team has been working on GNOME's accessibility support. The Orca screen-reader has received an overhaul, and there's a new option to reduce the amount of animation effects in GNOME.
GNOME Files - formerly called Nautilus, and about the only thing left from the ambitious Eazel startup from the turn of the century - is now faster and uses less memory, alongside multiple UI improvements.
[image: In GNOME 50 it's easier than ever to annotate PDF files in the Document Viewer]
In GNOME 50 it's easier than ever to annotate PDF files in the Document Viewer - Click to enlarge


The Document Viewer app was called Papers when it was introduced in GNOME 48, and now it has more support for annotations, including text, drawing lines, highlighting, and more.
The improvements to GNOME Calendar that we mentioned last time around continue, with better keyboard navigation, improved ICS file export, and more. Credit where it's due: GNOME's ability to connect to and integrate with cloud groupware accounts is one of its core strengths - it has some of the best tools for this in the FOSS space.
Several of the apps in the GNOME Circle library also have significant new versions, too. GNOME 50 includes Gtk 4.22 and various new features for developers.
GNOME 50 won't just be the default desktop of Ubuntu "Resolute" - it will also be front-and-center in Fedora 44. The beta version of that just appeared, so for an early look at the new desktop, that's worth a try. From prior experience, it's more likely to work on random hardware - or a non-GNOME hypervisor - than the latest GNOME OS. (r)
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    FBI director leaves open the possibility that it's buying location data again

    
Kash Patel says the FBI uses all the tools it has to accomplish its mission - even if those tools are questionable    
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It's been three years since an FBI director admitted to purchasing the location data of Americans, potentially in violation of the Constitution. Here we go again.
FBI Director Kash Patel told the Senate Select Committee on Intelligence Wednesday that the FBI uses all the tools at its disposal to accomplish its mission - and that includes commercially available information from data brokers. 
Senator Ron Wyden (D-OR) cited a statement from previous FBI director Christopher Wray under President Joe Biden, in which Wray promised, "To my knowledge, we do not currently purchase commercial database information that includes location data dervied from internet advertising." Wyden then asked Patel, "Is that the case still, and if so, can you commit this morning to not buying Americans' location data?"
Patel dodged the specific question about location data, but admitted, "We do purchase commercially available information that's consistent with the Constitution and the laws under the Electronic Communications Privacy Act, and it has led to some valuable intelligence for us to be utilized with our private partner sector."
"So you're saying that the agency will buy Americans' location data? I believe that's what you said in kind of 'intelligence lingo,'" Wyden charged in response. He added, "doing that without a warrant is an end run around the Fourth Amendment, it's particularly dangerous given the use of artificial intelligence to comb through massive amounts of private information."
The exchange recalled the first time an FBI director made such an admission back in 2023, when Wray told the very same privacy-concerned Senator Wyden that the FBI wasn't buying location data any longer, but that it had at some point. 
Wyden seems to think it's an active practice at the FBI again, although the FBI did not confirm this to The Register. Referring us to Patel's statement during the hearing as quoted above, the FBI pointed out the Director made no mention of location data. That's indisputable. But neither Patel nor the FBI has outright denied it either. We put the question to the FBI spox directly and will update this article if we hear back.
The data broker loophole
Wyden and colleagues on both sides of the aisle have been sounding the alarm about the federal government's purchase of Americans' location data from data brokers for some time, and it's not like they're just raising a stink over nothing: The FBI's actions, as admitted to by Wray and Patel, are only allowed on very narrow grounds.
In 2018, the US Supreme Court extended the US Constitution's Fourth Amendment's freedom from unreasonable search and seizure to include location records harvested from cellular data. That ostensibly meant that, in all but individually argued emergency cases, the government needed a warrant to collect location data. 


	Feds rethink warrantless search stats and - oh look, a huge drop in numbers


	Court rules FISA Section 702 surveillance of US resident was unconstitutional


	Biden stopped ICE from buying Israeli spyware, but Trump admin allows it to proceed


	FBI abused spy law but only like 280,000 times in a year


But if that same data is harvested by data brokers, then the government could just buy it. Even back in 2023, Wray made it clear that the FBI was no longer buying "commercial database information that includes location data derived from internet advertising." Note the wording about internet advertising. That meant, according to Wray, that the FBI wasn't in possession of any data generated by a cellular carrier, which it would've needed a warrant to collect. 
Wyden, along with a bipartisan trio of his Senate colleagues, introduced a bill last week that, along with reauthorizing the controversial FISA Section 702 with a number of reforms, would also close the data broker loophole, requiring federal agencies to get a warrant to buy records from them. (r)
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    Lock down Microsoft Intune, feds warn after Stryker attack

    
Iran-linked attackers wiped employees' devices using Intune    
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The US government has urged companies to better secure Microsoft Intune, an endpoint management tool that was abused in last week's cyberattack against med-tech firm Stryker.
Handala, a group linked to Iran's intelligence agency, claimed responsibility for the attack, which knocked some of the surgical equipment maker's networks offline and continues to affect shipping and ordering systems.
Stryker has publicly said the attack affected its Microsoft environment, and a source familiar with the investigation confirmed to The Register that the attackers wiped employees' devices using Intune.
Microsoft to date has declined to comment.
In a Wednesday security alert, the US Cybersecurity and Infrastructure Security Agency (CISA) said it is "aware of malicious cyber activity targeting endpoint management systems of US organizations" following the Stryker intrusion, and urged companies to follow Microsoft's best practices for securing Intune. 
Redmond published this guidance three days after the cyberattack.


	Iran's cyberattack against med tech firm is 'just the beginning'


	Iran-linked cyber crew says they hit US med-tech firm


	Cybercrime isn't just a cover for Iran's government goons - it's a key part of their operations


	Another massive security snafu hits Microsoft, but don't expect it to stick


Among the recommendations: Use principles of least privilege when designing administrative roles.
This can prevent someone who has breached Intune - as appears to be the case in the Stryker intrusion - from creating new admin accounts and using these to control employees' access to internal systems and perform wipe commands.
Companies should use Intune's role-based access controls to assign only the minimum permissions necessary to each role for complete day-to-day operations. (r)
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    PwC will say goodbye to staff who aren't convinced about AI

    
Professional services giant did not read its own report on lackluster benefits    
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You'll use AI and like it too - if you work for PwC. Paul Griggs, US chief executive of the global professional services giant, has made clear there is no room at the corporation for AI skeptics.
Speaking to the Financial Times, Griggs indicated that anyone who believed they had the "opportunity to opt out" of AI is "not going to be here that long," and warned senior staff not "paranoid about being AI-first" will be replaced by others who are more comfortable with the tech.
PwC is also reportedly rethinking its billing model - in an era where AI is expected to automate tasks - potentially shifting from hourly rates to subscription-style access to AI-driven tax and consulting services.
This gung-ho approach from Griggs comes despite research undertaken by PwC, published in January, that indicated more than half of businesses using AI saw little or no benefit.
The survey of 4,454 business leaders across 95 countries found neither increased revenue nor decreased costs from deploying or using AI tools and services in their organization. The Register has asked PwC to comment on its own AI policies for staff.
Deloitte, another professional services biz, found similar results in its "State of AI in the Enterprise" report earlier this year. It said 74 percent of organizations wanted their AI initiatives to grow revenue, but only one in five had seen results.
The glass-half full researchers concluded money isn't everything, and instead AI adoption should be viewed as "achieving strategic differentiation and a lasting competitive edge in the marketplace."
PwC isn't the only consultant taking a more ideological stance on AI. Staff at Accenture received a memo last month telling them to demonstrate "regular adoption" of AI services - with usage tracked - if they want promotions.


	Majority of CEOs report zero payoff from AI splurge


	PwC on using AI to turn cybersecurity risk into competitive advantage


	Don't blame AI yet for poor jobs numbers, analysts say


	Microsoft execs worry AI will eat entry level coding jobs


Consultancies, along with many other large corporations, are running AI projects and need to show a financial benefit so employees are being told to get with the program.
Research in February indicated that few businesses have achieved a return on their AI spending due to a lack of investment in staff training and skills development, combined with a shortfall in governance and oversight.
Gartner published a report earlier this month advising firms that buying into AI tools won't necessarily make employees change the way they work, and a certain amount of persuasion is likely necessary.
HR leaders should focus on communication and sensitivity to employee needs, it concluded, instead of rushing to implement business transformation plans that could face resistance and pushback from staff. It seems that message has yet to reach the C-suite. (r)
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    UK blinks on AI copyright carve-out after star-studded revolt

    
Creative pressure forces rethink as officials step back from default data use    
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The UK government has backed off plans to allow AI companies to access copyrighted material for free for training purposes by default.
The shift in stance follows complaints from leading figures in the creative industries - including Paul McCartney, Elton John, Coldplay, writer/director Richard Curtis, artist Antony Gormley, and actor Ian McKellen - about plans to permit data scraping of copyrighted work unless the rights holder opts out.
"We have listened," said science minister Liz Kendall. "We have engaged extensively with creatives, AI firms, industry bodies, unions, academics, and AI adopters, and that engagement has shaped our approach. This is why we can confirm today that the Government no longer has a preferred option."
The government has published a report on copyright and AI and a separate impact assessment [PDF] that points to an estimate from the Organisation for Economic Co-operation and Development (OECD), which says AI adoption could add 0.4 to 1.3 percentage points to productivity. This could translate into an additional PS55 billion to PS140 billion in the UK's gross value added (GVA) by 2030. "These estimates are highly uncertain," the report notes.
GVA from the UK's creative industries (CIs) is worth PS146 billion, or nearly 6 percent of the UK's total GVA in 2024. PS62 billion, or 42 percent of that, comes from the IT software and computer services subsector, including AI services and developers.


	UK peers warn weakening AI copyright law could hammer creative industries


	SerpApi says Google is the pot calling the kettle black when it comes to scraping


	Google presses play on 30-second Gemini musical slop generator


	Boffins probe commercial AI models, find an entire Harry Potter book


"The success of the AI sector and the CIs are intertwined. The CIs generate high-quality content that is needed to train the best AI models. Meanwhile, AI has the potential to transform creators' workflows, amplifying their productivity and giving them powerful new tools," the impact assessment said.
The government's "Report on Copyright and Artificial Intelligence" [PDF] said "a broad copyright exception [for AI training] with opt-out is no longer the government's preferred way forward."
It proposes that the government works with industry experts to "develop best practice on input transparency and to identify best practice on technical tools and standards that may have positive outcomes in relation to licensing which will be kept under review."
"We propose to keep market-led licensing approaches under review as the market for AI develops," the report said.
The government also said it would monitor litigation around AI and copyright in the UK and elsewhere, "including how secondary liability may apply to imported AI models placed on the UK market."
Creative Content Exchange (CCE) is set to test a range of commercial models for licensing and plans to launch an operational pilot platform in the summer. (r)
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    Google says it will let UK publishers opt out of AI overviews

    
One search engine switch to rule them all in Google's response to UK competition watchdog    
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The UK's competition watchdog has published responses to its consultation over Google's strategic market status (SMS) covering search and search advertising services - and the tech biz is offering some concessions.
Google says it will eventually allow sites to opt out of generative AI features in search, and make it easier for users to change the default search engine "without the annoying interruptions." Details and timelines, however, were conspicuously absent.
The UK's Competition and Markets Authority (CMA) designated Google with SMS status in 2025, giving it powers to impose competition requirements on the company.
In January 2026, the CMA launched a consultation on proposed measures, including giving publishers more control over how their content feeds Google's AI overviews, introducing choice screens for switching search engines, and making ranking systems more transparent.
The proposals drew widespread support, along with criticisms the CMA was not moving far or fast enough. The Publishers Association, for example, called [PDF] for a complete decoupling of Google's search crawlers from its AI crawlers, and pushed for a shorter implementation timeline.
As well it might, the Publishers Association noted a 19 percent decline in click-through rates to academic reference services, saying it was "likely to be as a result of Google's conduct in its Search services and AI features."
The click-through problem was echoed in other responses. The News Media Association (whose membership includes publishers of UK national newspapers The Guardian and The Daily Telegraph) also noted [PDF] concerns around the processes, transparency, and timescale for ranking complaints, and asked the CMA to halve the proposed six-month implementation window to three months.


	Google rushes Chrome update fixing two zero-days already under attack


	Google embraces third party app stores and payments to put Epic Games case behind it


	Google feels the need for security speed, so will ship Chrome updates every two weeks


	Google offers 'vibe design' tool that you can shout at to create a UI


In its response published this week, Google addressed some of the concerns, stating, "We design our ranking systems to show the most relevant, highest-quality results for your query." Google claimed its own services and products were not given "special treatment," and added:
"Some third-party proposals (unsupported by evidence), could expose our systems, and thus our users, to manipulation and abuse. This would make it harder to fight spam, and ultimately slow down our ability to launch improvements for UK users."
With the proposed ability for sites to opt out of generative AI features in search, Google is extending an olive branch. The company must also address worries that opting out of AI overviews might impact a site's ranking in web search results.
Similarly, a "permanent, central switch" in a device's settings for default search engine selection goes some way to addressing concerns, but many responses are clear that a choice screen is required.
Google tried to justify the case for a central setting: "We know that people don't like being bombarded with frequent, interruptive pop-ups, and that the proposal that we show more choice screens every year, on top of when you set up a new device, would annoy users."
The process has a while to run yet. (r)
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    Fixing Claude with Claude: Anthropic reports on AI site reliability engineering

    
It's still a job for humans, even though bots can search logs at the speed of I/O    
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QCon London A member of Anthropic's AI reliability engineering team spoke at QCon London on why Claude excels at finding issues but still makes a poor substitute for a site reliability engineer (SRE), constantly mistaking correlation with causation.
Alex Palcuie was formerly an SRE for Google Cloud Platform. "My job is keeping Claude up," Palcuie said, adding: "I've been using LLMs for actual incident response." Since January, he's been reaching for Claude before looking at other monitoring tools.
[image: Alex Palcuie speaks at QCon London 2026]
Alex Palcuie speaks at QCon London 2026


His team is busy. "Claude goes down more often than any of us would like. Earlier today, I was involved in an incident, even if I'm at a conference."
Is Palcuie automating himself out of a job? No, he said. "It would be hypocritical to say that Claude fixes everything. My team exists, we're hiring for many positions, this should show you that no, it doesn't work."
However, he said "many of us would not be surprised" if it did work in future, and his talk demonstrated that AI is already helpful.
Speaking of his career in incident response, Palcuie reflected that having engineers on call is "a tax on humans because our systems are not good enough to look after themselves." Palcuie spoke of the stress of being on call. "Your phone buzzes, there's half a second where you go from asleep, to incident commander mode... then at 9:00 am you show up at work and have to look professional and presentable."
Incident response, he said, can loosely be broken down into a loop of four phases: observe, orient, decide, act. 
AI, he said, is fantastic for the observation part. "It reads the logs at the speed of I/O, it doesn't get bored, this at scale is something no human can match."
He recounts a real incident when, on New Year's Eve, Claude Opus 4.5 was returning HTTP 500 errors. "I open Claude Code and ask it to have a look." The AI wrote a SQL query and "within seconds it has the answer, an unhandled exception in the image processing class." It posts the Python stack trace but "it doesn't stop there." Claude identified the failing requests, checked the accounts that sent them, and found 200 accounts "all sending 22 images at the same time." That looked suspicious. Claude looked further and found 4,000 accounts all created at the same time, most sitting dormant. The AI said: "Stop looking at the 500s, this is fraud."
Without AI, "I would have marked this as a bug, I would not have paged account abuse," Palcuie said.
His next anecdote is less positive. AI processing relies on a key-value (KV) cache for performance. "This KV cache can be gigabytes in size, it's really easy to break it, it's finicky, it's fragile." When it breaks, it causes a lot of extra compute and monitoring shows many more requests.
"Every single time, I would ask Claude, what happened here? Claude would say, request volume increase, this is a capacity problem, you need to add more servers."


	AI for software developers is in a 'dangerous state'


	Oracle unveils Project Detroit for faster Java interop with JavaScript and Python


	Vite team boasts 10-30x faster builds with Rust-powered Rolldown


	Users protest as Google Antigravity price floats upward


The problem, he said, is that Claude "will get wrong correlation versus causation." It's like a new joiner on the team, they will think "oh, it's a capacity problem, when actually you lost your cache."
"This is why we can't trust LLMs for incident response," said Palcuie. The problem is its inability to "step back and start discerning between causation and correlation... For us humans, it is hard as well."
When Claude is asked to produce a postmortem report, it delivers "an 80 percent story that's pretty, it's readable and convincing," said Palcuie, but "it's really bad at root causes." Claude says "this was the thing, and we all know it is not one thing. It's not one root cause... It was never the rollout. It was never the code change. It was all the processes in the company that allowed the incident. And Claude doesn't know the history of your system, especially if your system has been there for ten years."
It is important, said Palcuie, to have SREs that "have been burnt before... they have the scar tissue." He worries that if AI is used more, "will we have our skills atrophy?" - in parallel with the concerns software developers often express regarding having AI write most of the code.
The Jevons Paradox, said Palcuie, is "the favorite paradox in the AI industry. It's when technological improvements increase the efficiency of our resources used, but the resulting lower cost causes consumption to rise rather than fall."
In the case of software, "it's easier to write software, so we write much more of it, so the complexity goes up and not down, which means things break in more interesting ways, which means more incidents, more on call... all the improvements in the tooling will be cancelled by this ever-growing complexity."
Maybe, said Palcuie, AI agents can simplify and manage the complexity, maybe "do what we've collectively learned in our industry, but that's a big if."
He ended on a positive note, saying: "The models are the worst today that they'll ever be."
The overall story, though, is not to leave SRE to AI and keep training reliability engineers because they will be needed in future. (r)
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    Hide and sleek: Latest Vivaldi release can tuck its UI away until summoned

    
New toggle strips away browser chrome if you want    


    
        By 
Richard Speed        
    

    
        Posted in Software,
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Browser maker Vivaldi has opened up a new front in the browser wars by making itself disappear.
[image: Vivaldi browser showing content without window cruft]
Vivaldi browser showing content without window cruft


It's a simple concept - hit the auto-hide icon (or use the keyboard shortcut) and all the browser fluff disappears. Move the mouse pointer to the edges of the window, and it comes back. It's rather like the Windows function that automatically hides the taskbar, which frees a little screen real estate until the cursor makes the taskbar slither back into view.
Full-screen browsing is frequently used to hide the more prosaic origins of kiosk applications, but Vivaldi's approach makes the process more suited to desktop users. A spokesperson told The Register: "It works in both full screen and restored/normal window." There's also a setting to limit the feature to full-screen mode - another checkbox in Vivaldi's ever-expanding settings arsenal.
The spokesperson told us: "This feature has been developed to give our users maximum real estate for control, without losing the controls they would like to have available."
There are obviously some security implications, not least the fact that the URL is completely hidden, which means that it might not always be clear which website is loaded. Not all of the expected bits disappear either. Scrollbars, for example, depend on the site being viewed.


	Latest Vivaldi release surfs a wave of anti-AI sentiment


	Not in my browser! Vivaldi capo doubles down on generative AI ban


	Vivaldi bakes Proton VPN into browser to boost privacy


	Vivaldi 7.2 browser wants to topple tech's feudal lords


It's certainly a neat feature and the most notable of the 7.9 release, yet it won't be to everybody's taste. Then again, like the rest of the browser's options, it doesn't have to be used and isn't pushed into the user's face.
Vivaldi said: "As always, we're shipping with No AI. No tracking. No BS. Just the web, edge to edge. Or Vivaldi to Vivaldi." We see what you did there.
The release also includes a new option, "Open Link as Tiled Follower Tab," which opens a tiled page alongside the current tab. Any further links open in the follower tab. There's also the ability to open the mail composer in its own window, along with several other email tweaks.
Vivaldi uses the Chromium rendering engine, but what surrounds it is up to the Norway and Iceland-based company. Rather than force AI onto users or collect customer data for commercial purposes, Vivaldi - which claims four million users - is focusing on features aimed at improving the browsing experience. Those who don't want them can simply ignore them. (r)
    






        





This article was downloaded by calibre from https://go.theregister.com/feed/www.theregister.com/2026/03/19/vivaldi_7_9/



	Previous
	Articles
	Sections
	Next





	Previous
	Articles
	Sections
	Next







    
        Original URL: https://www.theregister.com/2026/03/19/competition_watchdog_cracks_knuckles_probes/
    

    Competition watchdog cracks knuckles, probes legality of Adobe cancellation fee

    
Annual billed sub scrubbed after 14 days? Expect to pay 50% of yearly price    
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Britain's competition watchdog is opening an investigation into Adobe's early cancellation fees on membership plans to ascertain if it breaks consumer law.
Under its terms, Adobe says customers that cancelled its "annual billed monthly" subscription after more than two weeks are subject to a cancellation fee equating to 50 percent of the yearly cost. After they end the plan, the user only has access to the software until the close of that month's billing period.
The Competition and Markets Authority says it will examine if these terms are unfair and whether customers get "clear and timely information upfront" about that could influence their buying behavior.
"From students to content creators, millions of people rely on digital design tools - and they should feel confident that businesses selling these services play by the rules," said Emma Cochrane, Executive Director for Consumer Protection at the CMA.
"Our investigation will consider whether Adobe customers are getting a fair deal and if they have enough information upfront about the cancellation fee," she added.
The CMA probe comes hot on the heels of Adobe's $75 million settlement with the US DoJ to resolve allegations over hidden cancellation fees. The company, which denied wrongdoing, must also provide some customers with around $75 million in free services to resolve accusations its subscription practices violated the US's Restore Online Shoppers' Confidence Act.
Back in the UK, Adobe is the ninth business to be probed under the direct consumer enforcement powers, allowing the British watchdog to rule on breaches of the law rather than going to court. The CMA can impose fine on corporations of up to ten percent of global turnover, and it can also penalize businesses for concealing evidence or providing false information.
The CMA says it has "reached no conclusions about whether Adobe has broken the law."


	Prince of PDFs, Adobe CEO Shantanu Narayen, to step down after 18 years


	Figma debuts on Wall Street at $33 per share - then more than triples


	Adobe turns subscription screw again, telling users to pay up or downgrade


	Photoshop FOSS alternative GIMP wakes up from 7-year coma with version 3.0


	Adobe fixed Acrobat bug, neglected to mention whole zero-day exploit thing


The digital design sector is worth almost PS60 billion, or roughly 2.7 percent of the UK economy. The sector expanded 138 percent in the nine years to 2019, making it the largest and fastest growing segment of the design industry.
Adobe, via its Photoshop, Illustrator, and Adobe Premiere products, has a tight grip on the market globally, reporting $23.78 billion revenue and $7.1 billion net profit in the financial year ended November 28, 2025 [PDF].
The last time the CMA came into contact with Adobe, the regulator ruled against the $20 billion acquisition of web-first design collaboration startup Figma, saying if passed it would harm software developers. Adobe decided to withdraw the bid.
In addition to the annual billed monthly plan, Adobe's Ts&Cs also confirm that the annual prepaid plan payment in non-refundable after 14 days. Users have complained about this before (here and here), proposing some workarounds. This involves choosing the option to change to another plan and then cancelling that inside 14 days.
Or, as others suggest, choose another vendor.
The Register asked Adobe to comment.
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    Microsoft startup credits are the gift that keeps on billing unsuspecting users

    
Perks fall short as third-party AI models rack up costs with minimal notification    
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Complaints about Microsoft's startup credits and Azure AI Foundry keep mounting, with users reporting surprise credit card charges and invoices they never saw coming.
The culprit is the use of third-party models: Accessing Anthropic's Claude via Azure AI Foundry incurs charges that startup credits don't cover, something a Microsoft support forum moderator initially insisted wasn't the case.
To make matters worse, the system provides few to no notifications warning users when startup credits are converted into real credit card charges.
The Register spoke to Riyaj Shaikh, who was billed for several thousand dollars after he mistakenly assumed startup credits covered his foray into Anthropic's products via Azure. Shaikh found himself trapped in a hellish loop - when he sought a refund, Microsoft pointed him to Anthropic and then Anthropic pointed him back to Microsoft.
Bogdan Sevriukov, a CTO with decades of experience and no stranger to cloud computing, had a similar story to tell. Tempted by the prospect of startup credits, worth up to $150,000, Sevriukov created an Azure account in September 2025. When Microsoft announced its Anthropic partnership in November and advertised Claude availability for Foundry customers, he assumed his credits applied.
They didn't. Microsoft billed him nearly a thousand euros.
Like Shaikh, Sevriukov found himself shuttled between Microsoft and Anthropic with neither taking responsibility. He told us a technical lead for Microsoft Azure Subscription and Billing Management acknowledged that "while deploying the services, the system did not notify you that these credits could not be consumed with your available benefits." He received no warning when the charges began to rack up.


	Microsoft veteran Rajesh Jha prepares to retire, triggers yet another reorg


	Azure startup credits don't apply to Claude via Azure AI Foundry, reader finds - after $1,600 charge


	Microsoft Azure CTO set Claude on his 1986 Apple II code, says it found vulns


	Cloud inquiry chair quits UK competition watchdog over glacial pace of reform


"AWS is very different," said Sevriukov. "It communicates reliably, and resolves overspending tickets in a client-oriented manner. By the way, they offer Claude models - and, yes, they are covered by startup credits."
After the Azure charges - still unresolved - Sevriukov told us he plans to switch to Google's Gemini in future.
Shaikh and Sevriukov's incidents aren't isolated. They join Takuya Tominaga who last week complained about his experience with Microsoft.
The fact that seasoned professionals are getting caught out in this way and face unexpected charges, with no simple path to resolving the issue, is a warning to anyone using AI tech. It's also worth noting that entire companies - Duckbill being one - exist solely to help users wrangle cloud spend.
Microsoft told us: "We listen closely to customer feedback and are continuously working to provide clear guidance in our product documentation, including pricing details and credit eligibility."
Clearly, not all customers agree. (r)
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Strategy launched after 2020 share price crash is 24% behind target    


    
        By 
Lindsay Clark        
    

    
        Posted in Databases,
        
            19th March 2026 10:15 GMT
        
    


    
Five years after launching its rescue plan to lift ERP users to the cloud and switch them to the latest software, SAP is off target by about EU2 billion, The Register can reveal.
Users reliant on SAP's legacy ERP software - including global businesses such as Airbus and BMW - are facing the end of mainstream support in 2027, but the German software giant has already changed its stance on support deadlines. As it misses migration targets, some experts see a change in emphasis.
In October 2020, SAP CEO Christian Klein promised a new strategy after cuts to its sales and margin outlook caused a 23 percent share price crash.
Speaking to investors, he said it would involve "accelerated technical migration of our customers' most important business applications to the cloud" in a platform powered by SAP S/4HANA, the in-memory database.
The following January, SAP introduced customers to the new plan called RISE with SAP. For starters, RISE with SAP promised a lift-and-shift of complex SAP environments into public, private, and hybrid clouds. In addition, it planned to move users of ERP software older than S/4HANA onto the latest in-memory platform launched in 2015. Third parties signing up to the plan included Accenture, Atos, Capgemini, Cognizant, and Deloitte Consulting, as well as cloud providers AWS, Microsoft Azure, and Google Cloud.
Early last year, it emerged that SAP may have strayed off target. Figures from the end of Q4 2024 showed only 39 percent of worldwide ECC customers - from a total of 35,000 - had bought or subscribed to licenses to start their transition to SAP S/4HANA. The figure was up marginally on the 34 percent recorded for the same quarter a year earlier.
These are the most recent figures available on ECC migration. Last year, SAP replaced RISE with SAP S/4HANA Cloud Private Edition with SAP Cloud ERP Private Edition, creating confusion over licensing. The move also made it more difficult to compare like-with-like in terms of reported migration figures.
On-prem support revenue shows cloud migration behind schedule
However, since SAP bundled cloud migration and ERP upgrades together, on-prem software support revenue - which relates almost exclusively to ERP with a small chunk of data warehouse software - acts as a proxy for cloud adoption. As cloud revenue goes up, on-prem software support goes down because support is included with cloud revenue. SAP already knew this.
In 2022, then-CFO Luka Mucic told investors that for 2025, SAP wanted to see EU8.5 billion in support revenues, down from around EU11.5 billion in 2021, as users move from on-prem licenses and support to cloud subscriptions. But the 2025 full-year figure for on-prem software support is EU10.5 billion, down only 7 percent from 2024's EU11.29 billion. That's EU2 billion off where SAP wanted to be, or about 24 percent more than it should have been. Between 2021 and 2024, the category only fell 2 percent.
In fact, Mucic, who left SAP in 2022, told investors in 2020 the company would be "arriving fully in the cloud come 2025." With EU8.5 billion in on-prem software support revenues for that year, SAP is a long way from where it said it would be, whichever way you measure it.
As well as the carrot of an in-memory database, and promise of "innovation" only with S/4HANA in the cloud, SAP has the stick of ending software support. Mainstream support for ECC ends in 2027, while extended support is available at a two percent premium until the end of 2030. Signing up to a cloud migration deal gives customers a stay of execution until 2033 in some circumstances.
Business case still a barrier for legacy users
The question is why are some customers so reluctant to give up on their ECC software? The most straightforward answer is that they don't see the value. Last year, Freeform Dynamics' survey of 455 CIOs, senior-level IT roles, SAP specialists, and business managers found 95 percent of legacy users say building a positive case to migrate requires a big effort or is genuinely challenging. The research echoes concerns shared by user groups and individual users over the last five years.
This may be down to the mantra that this is not a software upgrade. Ideally, SAP expects users to rid their ERP software of any customization built for ECC and move to S/4HANA and the cloud with a "clean core" on which they can build extensions using the cloud-based Business Technology Platform (BTP).
In a sense, users are damned if they do and damned if they don't. Organizations that take too many of their ECC customizations to S/4HANA will struggle to keep pace with mandatory software upgrades and won't have sufficient agility to access SAP innovation, limiting benefits. But users going for the "clean core" approach face re-engineering processes that might have been habituated among thousands of end users for a decade or more, which can take as much work as the technical migration, adding to costs and timelines. Either way, it's difficult to get the justification to add up.
Kingfisher - which operates 2,000 European retail stores including UK brands Screwfix and B&Q - has rejected SAP's migration plan. The company told a Gartner conference last year that it had moved its ECC system to the cloud, with third-party support from Rimini Street. It is building automation, AI, and data analytics around the ERP system through partnerships with Google and Databricks.
Gartner has predicted that by 2030, more than 10,000 SAP customers will continue to support major parts of their business with solutions based on SAP ECC, with the larger, more complex organizations over-represented in this group.
Speaking to The Register, Jens Hungershausen, chair of German-speaking user group DSAG, said: "The main problem is a business case of moving to S/4HANA. There are a lot of customers who just waited and hoped that there would be some kind of change in the maintenance strategy from SAP."
A survey by DSAG, which represents users in German, Austria, and Switzerland, found that of ECC users, about half would continue investing in the legacy system beyond the support 2027 deadline.
"The point here is that a lot of members actually have a plan," Hungershausen said.
ECC users will migrate in the end
Some, he suspects, will take advantage of the option to get ECC support until the end of 2033, signing up to the deal announced in January last year.
Hungershausen says most of the ECC users who are yet to start their migration to S/4HANA would do so with a so-called brownfield migration, which preserves existing processes, data, and custom code.
"It won't be a real transformation."


	Half of German-speaking SAP users set to blow past 2027 ECC support deadline


	Mondelez picks Celonis as process backbone for SAP overhaul


	Most SAP migrations bust budgets and project timelines, research finds


	Quebec vehicles agency spent C$245M over budget on SAP ERP it wasn't sure it needed


However, some organizations relying on ECC were waiting to see if SAP would extend the maintenance again to allow time to transition to the new software.
"Clearly, there are no other options available to the customers. SAP made a maintenance commitment to support S/4HANA until 2040. They extended ECC maintenance until 2027, so that's almost 12 years of time to move to adopt a new version of the software. I think that's good," Hungershausen said. The reason migrations are off-track could be down to economic and geopolitical uncertainty.
However, Hungershausen says DSAG continues to take issue with SAP's stance on "innovation," which largely means bringing new features such as AI to its ERP platform.
In 2023, SAP boss Klein told investment analysts that future innovation would only be available in the cloud via RISE with SAP. The statement outraged users, who said a 2020 remark from product engineering lead Thomas Saueressig - that S/4HANA would be "the architecture and platform of the future for our customers" - included no caveats about the cloud.
"We keep calling out SAP for that, because I strongly believe that even if you look in the direction of AI adoption, it would be beneficial to at least make also the innovations available to S/4 and, explicitly, S/4 customers on premises," Hungershausen said.
SAP shifts focus from migration to 'innovation'
With SAP so dramatically missing targets for ERP migration, its attitude to customers may be changing.
Alisdair Bach, head of SAP practice at consultancy Dragon ERP, told The Register that SAP is more focused on upselling products to meet demand for innovation, particularly with AI, rather than simply pushing its ERP modernization agenda.
"Modernization has come to an end: the world has moved on. The conversation around S/4 is quite an old conversation now," he said.
Customers with ECC investments could move to S/4 via a brownfield migration, avoiding transformation. For those staying with ECC, SAP offers a dedicated SAP ERP Private Edition subscription for ERP ECC systems, currently available until the end of 2030. The SAP ERP Private Edition Transition Option, introduced last year, is available until 2033.
By that time, the migration may be easier for customers to consume, given the application of AI in migration planning and execution, Bach says. In the meantime, SAP is more focused on generating revenue in other ways. "There is a broader focus on upselling the wider product portfolio from SAP. Getting ECC customers into the cloud, it can start upselling AI licensing, Business Data Cloud: upsell, upsell, upsell, in terms of bite-sized chunks of the generic innovation."
Bach argues that the only way SAP can fulfill its promise to investors to start driving more revenue from agentic AI is to sell to its legacy install base that has moved to the cloud. As such, he is predicting that Joule, SAP's agentic AI platform, will come to ECC in the cloud later this year.
Another example is SAP Agent Builder. Although it is part of Joule Studio, it is not exclusive to RISE, and is available to on-prem customers under SAP Build Developer licenses on BTP.
RISE with SAP was the vendor's multibillion-euro response to its investors' lack of faith. If it raises enough revenue from so-called innovation products, then they will be happy and stay silent about SAP falling behind its ERP modernization plan. If not, the ball will be in SAP's court once again.
SAP declined to comment. (r)
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    GOV.UK chatbot gets smarter but slower as LLMs improve

    
Accuracy jumps from 76% to 90% across public pilots, while users wait nearly 11 seconds for answers    
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More powerful large language models (LLMs) are helping make the UK government's in-development chatbot more accurate but are also slowing it down, according to the Government Digital Service (GDS).
GDS has run two public pilots of its GOV.UK Chat service, the first on a few pages of the GOV.UK website in late 2024 and the second in the GOV.UK app in autumn 2025. It reckons these show answer accuracy increasing from 76 percent to 90 percent, partly due to advances in LLMs and partly due to its own work on data science.
It had previously run a private pilot of the chatbot in 2023, which it later said did not meet its required levels of accuracy and in a few cases produced outright mistakes.
GDS reckons the chatbot, which only uses material from GOV.UK and includes links to source material, now scores more highly than mass-market AI assistants when answering government-related questions. Recent research by the Open Data Institute tested 11 LLMs with questions on GOV.UK material and found they often waffled, went beyond official information, or made mistakes.
However, the GDS research found that users want answers faster than the service's 10.7-second average response time.
"This year, the latest versions of frontier models have been more powerful but slower than previous versions," write GDS staffers Sam Dub and Sharon McDonald in a GOV.UK blog post. "For us, accuracy is the most important thing, and consequently GOV.UK Chat responses are slower than we'd ideally like."
In response, GDS is considering breaking up answers so the chatbot provides the first part while working on the rest, although Dub and McDonald note this will require substantial work including on safety guardrails.


	Gartner suggests Friday afternoon Copilot ban because tired users may be too lazy to check its mistakes


	Most chatbots will help plan school shootings and other violence, study shows


	Brit competition cops warn AI agents may not be 'faithful servants' to consumers


	AI vs AI: Agent hacked McKinsey's chatbot and gained full read-write access in just two hours


The public pilots included 508 attempts to fool the service into providing an inappropriate or harmful response, all of which failed, and the system, which uses Amazon's Bedrock platform and Anthropic's Claude models, coped well with demand, according to the blog.
The chatbot can now request clarification when users ask ambiguous questions, rather than refusing to provide an answer, as a result of the pilots. In future, it might also pass queries to specific government departments when users want to speak to someone about their own circumstances.
GDS plans to add the chatbot to its GOV.UK app - something it promised in early 2026 in a December blog post - then work on implementing the service across the vast GOV.UK website later this year. (r)
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    ChatGPT advised exec on how to fire Subnautica founders to avoid payout, court ruling says

    
The law is the law, no matter who tells you to break it    
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One of your studios is about to make a game that you think will be a huge hit, and you don't want to pay the contractually required bonuses. What to do? One Korean CEO turned to ChatGPT to cook up a plan to get his company out of paying up to $250 million. It went about as well as you'd expect.
By that, we mean the inevitable lawsuit we're reporting on today did not go the way that company, Krafton, would have preferred.
You may know Krafton as the Korean publisher that owns Unknown Worlds, the development house behind Subnautica. If so, you're probably also familiar with the kerfuffle around the development and release of Subnautica II.
Early access was supposed to begin in 2025, but Krafton delayed it, fired the company's founders, and seized control of Unknown Worlds in a bid to get out of paying the development house as much as $250 million if high earnings forecasts for the game turned out to be correct.
All of this was done at ChatGPT's advice.
According to a Delaware Chancery Court decision [PDF] this week, pretty much everything that Krafton CEO Changhan Kim did at ChatGPT's urging in his bid to avoid that payout turned out to be a gross breach of contract.
Per the decision, ChatGPT told Kim that the earnout would be difficult to cancel, but Kim kept pushing the bot, asking it what steps to take anyway.
At ChatGPT's recommendation, Kim formed a task force with a mandate to either negotiate changes to the earnout or completely take over Unknown Worlds. ChatGPT advised that, were negotiations to fail (which they did), Krafton should follow a specific sequence of events to ensure its success in the scheme, including preemptively controlling the public narrative by claiming that Subnautica II wasn't ready, and blaming the studio's founders.
ChatGPT also advised seizing control of distribution platforms like Steam to prevent Unknown Worlds from launching the game, and eventually firing the company's founding trio, with a made-up reason that they intended to release Subnautica II before it was ready, potentially damaging the franchise and harming earnings.
Krafton followed the plan to a T. The Unknown Worlds founders sued for breach of contract.
During trial, Krafton attempted to reframe the case, saying that the Unknown Worlds founders downloaded a bunch of data prior to being fired. They also argued that the founders asked to change roles to take on fewer day-to-day responsibilities, which was grounds to terminate their contract for violations of a business-as-usual clause. The judge laughed these arguments out of court.
In short, "none of Krafton's proffered justifications have merit," Judge Lori Will said in her decision.


	AI finally delivers those elusive productivity gains... for cybercriminals


	Lawyers face judge's wrath after AI cites made-up cases in fiery hoverboard lawsuit


	Subnautica and Below Zero: Nurture your inner MacGyver and Kevin Costner on an ocean-planet holiday


	Romanian rail workers accused of bribery turned to ChatGPT for legal tips


The judge ordered Unknown Worlds founder and CEO Ted Gill reinstated and given full operational control back so as to "stabilize the studio," but declined to reinstate the other two founders, Charlie Cleveland and Max McGuire, as they had already stepped down from day-to-day operations at the studio.
"Krafton must also immediately restore to Gill all access necessary to effectuate that authority, including over the Steam publishing platform," the judge ordered.
For gamers who don't really care about the legal back and forth but just want to play the game, good news: IGN says early access will finally begin in May.
There's going to be a round two of the trial in which the judge decides if Krafton owes Unknown Worlds any money.
Krafton told The Register that it's been working hard on Subnautica II the entire time and looks forward to getting it released. The company also shared its reaction to the verdict.
"While we respectfully disagree with the ruling, we are evaluating our options as we determine our path forward," a Krafton spokesperson told us. "This ruling does not resolve the former executives' claim for damages or an earnout related to Subnautica 2, with further litigation still pending. In the meantime, KRAFTON's immediate focus remains unchanged: delivering the best possible game to Subnautica's fans." (r)
Updated on March 19 to include comment from Krafton.
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    Ransomware crims abused Cisco 0-day weeks before disclosure, says Amazon security boss

    
Interlock's post-exploit toolkit exposed    
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Ransomware criminals exploited CVE-2026-20131, a maximum-severity bug in Cisco Secure Firewall Management Center software, as a zero-day vulnerability more than a month before Cisco patched the hole, according to Amazon security boss CJ Moses.
The critical security flaw allows an unauthenticated, remote attacker to execute arbitrary Java code as root on vulnerable devices. Cisco released software updates that fix the vulnerability on March 4 - but the attackers had a head start. 
"Our research found that Interlock was exploiting this vulnerability 36 days before its public disclosure, beginning January 26," Moses, the chief information security officer of Amazon Integrated Security, said on Wednesday.
A Cisco spokesperson told The Register that it will update its security advisory to reflect the exploitation. 
"We appreciate Amazon's partnership on this, and we have updated our security advisory with the latest information," the spokesperson said. "We strongly urge customers to upgrade as soon as possible and reference our security advisory for more details and guidance." 
Ransomware crims are among those abusing this critical flaw, according to the US Cybersecurity and Infrastructure Agency. Late Wednesday, CISA added CVE-2026-20131 to its Known Exploited Vulnerability catalog, said it's known to be used in ransomware infections, and gave federal agencies three days to patch.
Interlock is a ransomware crew that emerged in 2025, and has since infected hospitals and medical facilities - including kidney dialysis firm Davita and Kettering Health, where the criminals not only disrupted chemotherapy sessions and pre-surgery appointments, but also leaked cancer patients' details online.
This criminal group also claimed to have stolen 43 GB of files from the city of Saint Paul over the summer, forcing the Minnesota capital to declare a state of national emergency.
Amazon caught the intruders in its MadPot honeypot network, which logged exploit traffic tied to Interlock's infrastructure. And - in a helpful turn for network defenders - the threat intel team also spotted a misconfigured infrastructure server that exposed Interlock's attack toolkit. 
Interlock's post-exploit toolkit
That toolkit includes a PowerShell script designed to scoop up information about victims' Windows environments, such as operating system and hardware details; running services; installed software; storage configuration; Hyper-V virtual machine inventory; user file listings across Desktop, Documents, and Downloads directories; and RDP authentication events from Windows event logs. It also hoovers up browser history such as bookmarks, stored credentials, and extensions from Chrome, Edge, Firefox, Internet Explorer, and 360 browsers.
After collecting all of this data from victims' computers, the script compresses it into ZIP archives named for each host. "This structured per-host output format indicates the script operates across multiple machines within a network - a hallmark of ransomware intrusion chains that prepare for organization-wide encryption," Moses wrote.
Interlock also uses several custom remote access trojans (RATs) to maintain persistent access to compromised machines. A JavaScript implant overrides browser console methods to hide from malware-detection tools, and then collects a ton more information about the infected host using PowerShell and Windows Management Instrumentation. The implant also hoovers up system identity, domain membership, username, OS version, and privilege context, and then encrypts this data, sending it to the attacker-controlled command-and-control server using persistent WebSocket connections.


	Minnesota governor calls in the troops after St Paul cyberattack


	Ransomware scum leak patient data after disrupting chemo treatments at Kettering


	Beijing-linked hackers are hammering max-severity React bug, AWS warns


	CISA warns max-severity n8n bug is being exploited in the wild


Plus, it provides interactive shell access, arbitrary command execution, bidirectional file transfer, and SOCKS5 proxy capability for tunneling TCP traffic. It updates itself and can self-delete, allowing the ransomware operators to remove or replace it without reinfecting the computer.
After breaking in, Interlock also uses its illicit access to drop a second implant, this one Java-based and built on GlassFish ecosystem libraries for identical capabilities. Using nearly identical implants in two different programming languages provides a backup for the criminals, ensuring that they can maintain access to victims' devices even if one of the implants is detected.
Additionally, Amazon spotted a Bash script that configures Linux servers as HTTP reverse proxies, performing system updates, wiping logs every five minutes, and ensuring persistence even when the machine reboots.
The attackers also deployed additional Java class files including memory-resident backdoor that intercepts HTTP requests in memory - it doesn't write the files to disk - to further evade antivirus scanning tools, and a tool that functions as a lightweight network beacon to verify code execution and confirm network port reachability.
But wait, there's more...
In addition to using custom malware, the ransomware slingers also deployed legitimate software to make their traffic blend in with authorized remote access. This includes ConnectWise ScreenConnect for remote desktop control; open source memory forensics tool Volatility; and Certify, another open source offensive security tool used by red teams to exploit misconfigurations in Active Directory Certificate Services (AD CS).
"When ransomware operators deploy legitimate remote access tools alongside their custom malware, they're buying insurance - if defenders find and remove one backdoor, they still have another way in," Moses wrote. "This indicates multiple redundant remote access mechanisms - a pattern consistent with ransomware operators seeking to maintain access even if individual footholds are removed."
Amazon attributed the malicious activity to Interlock based on an ELF binary, embedded ransom note, and TOR negotiation portal, among other artifacts. The ransom note, we're told, also threatened to expose victims to regulators, using the pressure of fines and compliance violations - in addition to data encryption and leaks - to solicit payment. (r)
    






        





This article was downloaded by calibre from https://go.theregister.com/feed/www.theregister.com/2026/03/18/amazon_cisco_firewall_0_day_ransomware/



	Previous
	Articles
	Sections
	




