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      Biting the hand that feeds IT -- Enterprise Technology News and Analysis


      
        China's not thrilled its AI experts want to leave the country
        Simon Sharwood

        Urges scientists to avoid major conference, and looks unkindly on Meta's Manus acquisition China appears to be unhappy about its brightest AI talent going offshore, either to visit or to sell their wares.... 

      

      
        Anthropic tweaks timed usage limits to discourage Claude demand during peak hours
        Thomas Claburn

        AI biz makes some Claude conversations more costly to manage capacity Anthropic on Wednesday adjusted its opaque usage limits for Claude customers by reducing the power of the services it delivers during times of peak demand, in an effort to balance demand with its capacity to deliver service....

      

      
        AI companies lick their chops as FCC proposes forcing call center onshoring
        Brandon Vigliarolo

        You actually thing companies are going to pay Americans to take customer service calls in the AI age? Uncle Sam is trying to make American call centers great again. The question is whether they will be great because they're filled with local workers or whether this will provide yet another excuse for companies to turn customer service jobs over to AI....

      

      
        AWS would prefer to forget March ever happened in its UAE region
        Corey Quinn

        Cloud giant waives an entire month of charges, then erases the billing data. There is literally nothing to see here. I received an email / billing notification from AWS this week that may be the most diplomatically crafted communication in the history of cloud computing. Here it is, stripped of the usual boilerplate around it:...

      

      
        AMD's new desktop CPU oozes cache out of all 16 cores
        Tobias Mann

        Turns out massive caches are good for more than games. House of Zen boasts 5-13% perf boost over prior-gen part AMD aims to extend its lead in desktop gaming with a new CPU, dubbed the Ryzen 9 9950X3D2 Dual Edition. This top-of-the-line part has 16 cores fed by an absolutely massive 208 MB pool of cache, with memory spread across both CCDs....

      

      
        'Empathetic' Salesforce bots to help those fired by uncaring humans
        O'Ryan Johnson

        I'm sorry, Dave. I can't give you your job back, but here's the form you fill out to collect benefits There's a joke in Boston that goes: the people in Southie will steal your wallet and help you look for it.... 

      

      
        Using AI to code does not mean your code is more secure
        Thomas Claburn

        Use of AI coding assistants has surged, but so has the number of vulnerabilities in AI-generated code As more people use AI tools to write code, the tools themselves are introducing more vulnerabilities....

      

      
        Apple signs meaningless deal to make some less-important parts in America
        Brandon Vigliarolo

        Maybe that's why Tim didn't get an invitation to the President's tech bro club? Apple's American Manufacturing Program (AMP) is expanding, with new suppliers signed on to produce iPhone components - though those parts will still be shipped overseas for final assembly. Tim Apple may continue avoiding tariffs but he probably won't win a lot of brownie points with President Trump....

      

      
        Staff too scared of the AI axe to pick it up, Forrester finds
        Dan Robinson

        Your AI rollout isn't failing - your employees just hate it If your company isn't seeing great returns from its investment in AI, you might want to look at the humans tasked with deploying it and how you can motivate them. Right now, many employees fear AI-driven job losses and aren't well trained to use the tech, according to Forrester....

      

      
        Linear moves sideways to agentic AI as CEO declares issue tracking dead
        Tim Anderson

        Agent will capture issues and eventually debug code The Linear cloudy issue tracker and project manager has introduced an AI agent and plans to add AI coding assistance, with CEO and co-founder Karri Saarinen declaring that "issue tracking is dead."... 

      

      
        AI bug reports went from junk to legit overnight, says Linux kernel czar
        Steven J. Vaughan-Nichols

        Greg Kroah-Hartman can't explain the inflection point, but it's not slowing down or going away Interview  I was at a press luncheon at KubeCon Europe this week when, to my surprise, who should sit down next to me but long-term Linux kernel maintainer Greg Kroah-Hartman. Greg, who lives in the Netherlands these days, was there to briefly comment on AI, Linux, and security. We spoke about how, over the last month, AI-driven activity around Linux security and code review has "really jumped" in a way...

      

      
        Three more charged over alleged Nvidia GPU smuggling scheme to China
        Dan Robinson

        Prosecutors say trio used Thai front companies to reroute high-end AI servers The US has collared three more people for allegedly attempting to smuggle Nvidia GPUs to China, days after a Supermicro co-founder faced similar accusations....

      

      
        Brit lawmaker targeted by AI deepfake fails to get answers from US Big Tech
        Lindsay Clark

        Appearing before Parliament, Meta, Google and X struggle to explain how fake political video circulated for so long A member of the UK Parliament's lower house who was the victim of a deepfake AI campaign this week had a rare chance to confront the Big Tech executives who helped spread it. Their answers disappointed....

      

      
        Digital euro goes full sovereignty mode, US cloud giants not on guest list
        Dan Robinson

        Central bank turns to homegrown providers to underpin virtual cash push Europe is taking a small step toward breaking its reliance on US Big Tech by hiring only cloud operators headquartered in the EU to work on the backbone of the digital euro project....

      

      
        Welsh government used Copilot for review to justify closing organization
        SA Mathieson

        Microsoft's Clippy for 21st century deployed to evaluate returns? Industry Wales chair brands it just 'wrong' The Welsh government used Microsoft's Copilot to help write a review of an industry liaison body that it then scrapped, its chairman has told a Senedd committee.... 

      

      
        UK wants to know if banning under-16s from social media does anything useful
        Paul Kunert

        300 families undergo 6-week trial to test impact on sleep, school, and home life The UK government will trial different levels of restrictions on social media for under-16s with the help of 300 families, alongside a public consultation that has already gathered nearly 30,000 responses....

      

      
        Go for a walk, man: Sony's drive to create a car parked by partner Honda
        Simon Sharwood

        CarStation/PlayMobile won't hit the road after pile-up of tax and competition issues in China and the USA Sony and Honda have broken up, meaning their joint vision to deliver a revolutionary electric vehicle won't happen....

      

      
        Indian government probes CCTV espionage operation linked to Pakistan
        Simon Sharwood

        Police found cameras pointing at infrastructure Indian authorities have reportedly ordered an audit of the nation's CCTV cameras, after police uncovered what they claim was a Pakistan-backed surveillance operation....

      

      
        Datacenter batteries are selling years in advance, because AI, says Panasonic
        Simon Sharwood

        Shifting production from automotive to compute and working on supercapacitors as another way to protect workloads Major memory makers have already sold all the kit they can make this year, creating shortages and price increases. Datacenter infrastructure buyers may soon face the same issues when trying to get their hands on backup batteries....
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    China's not thrilled its AI experts want to leave the country

    
Urges scientists to avoid major conference, and looks unkindly on Meta's Manus acquisition    


    
        By 
Simon Sharwood        
    

    
        Posted in Legal,
        
            27th March 2026 01:41 GMT
        
    


    
China appears to be unhappy about its brightest AI talent going offshore, either to visit or to sell their wares.
One sign of Beijing's ire appeared this week in a statement from the China Computer Federation (CCF), an organization that promotes development of computer science academics in the Middle Kingdom.
The CCF's beef is with the Neural Information Processing Systems foundation, organizer of the Annual Conference on Neural Information Processing Systems, the fortieth edition of which will take place in Sydney, Australia, later this year.
On the NeurIPS conference site, the organization notes that as it operates in the US legal jurisdiction, it must observe laws that prevent it from providing services to entities the US State Department designates as "Specially Designated Nationals and Blocked Persons" (SDNs). NeurIPS therefore believes it can't accept submissions from any SDN or affiliates.
The CCF's statement accuses NeurIPS of violating the values of openness, inclusiveness, equality, and cooperation that it says are core values of academic exchange, and calls on the org to "immediately correct its erroneous practices, and restore equal rights for submissions and academic exchange to all institutions."
The federation called on all Chinese computer scientists to boycott NeurIPS and refuse to submit papers.
The Register often spots presentations by Chinese computer scientists who attend academic CompSci conferences held outside the Middle Kingdom. Attendees often represent the country's tech giants and present candid insights into their operations and innovations.
CCF clearly doesn't want presentations of that sort at NeurIPS, which would likely mean some significant Chinese boffins don't make it to Sydney.
Other major hosts of academic CompSci conferences, like the Association for Computing Machinery, are also US-based and may therefore also have to ensure that no SDN-linked entities attend their events.
We've asked NeurIPS for comment and will update this story if we receive a substantive response.


	Three more charged over alleged Nvidia GPU smuggling scheme to China


	China's CERT warns OpenClaw can inflict nasty wounds


	Beijing warns of more chip supply worries after Nexperia China claims it was cut off from SAP


	China's rubber-stamp parliament rubber stamps tech independence plan


The spat between CCF and NeurIPS comes in the same week that Beijing has reportedly prevented the founders of agentic AI startup Manus from leaving China. Such a ban would complicate social networking giant Meta's planned acquisition of the company.
Manus established an entity in Singapore to get better access to funding and customers. The move also made it an easier acquisition target.
Beijing reacted angrily when Meta bought Manus, on grounds that it doesn't want domestic AI companies going offshore.
And now Chinese computer scientists have been given a reason to stay at home, too.
Meanwhile, Chinese tech giants like Alibaba are building their own AI stacks comprising home-grown chips, models, and networks.
China's central planners have made widespread AI adoption a major goal. And perhaps one they intend to pursue alone. (r)
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    Anthropic tweaks timed usage limits to discourage Claude demand during peak hours

    
AI biz makes some Claude conversations more costly to manage capacity    


    
        By 
Thomas Claburn        
    

    
        Posted in AI + ML,
        
            26th March 2026 22:15 GMT
        
    


    
Anthropic on Wednesday adjusted its opaque usage limits for Claude customers by reducing the power of the services it delivers during times of peak demand, in an effort to balance demand with its capacity to deliver service.
In a social media post, Thariq Shihipar, a member of Anthropic's technical team, wrote: "To manage growing demand for Claude we're adjusting our five hour session limits for free/Pro/Max subs during peak hours. Your weekly limits remain unchanged."
The change means that during peak hours - 05:00 - 11:00 PT or 13:00 - 19:00 GMT - Claude users could burn five hours' worth of usage time in under five hours. At other times of day, a five-hour access allowance will allow five hours of access. That odd definition of timed use is possible because Anthropic ties hourly use to token consumption - without revealing exactly how many tokens it ties to timed use.
According to Shihipar, "~7 percent of users will hit session limits they wouldn't have before, particularly for pro tiers. If you run token-intensive background jobs, shifting them to off-peak hours will stretch your session limits further."
Anthropic has expanded capacity during other times of day when demand is lower, so there's no net loss in terms of usage limits.
"Overall weekly limits stay the same, just how they're distributed across the week is changing," Shihipar explained. "I know this was frustrating. We're continuing to invest in scaling efficiently. I'll keep you posted on progress."


	Oracle: AI agents can reason, decide and act - liability question remains


	AI supply chain attacks don't even require malware...just post poisoned documentation


	GitHub hits CTRL-Z, decides it will train its AI with user data after all


	Using AI to code does not mean your code is more secure


Anthropic sells its AI services in two forms: an API and subscriptions. API customers pay a published rate for various forms of token usage - Base Input Tokens, 5m Cache Writes, 1h Cache Writes, Cache Hits & Refreshes, and Output Tokens.
Subscription customers - Free, Pro ($20/month), Max 5x ($100/month), and Max 20x ($200/month ) - can use Claude subject to unpublished usage limits.
Anthropic does not specify exactly how it calculates those limits and users don't have any way to plan for token usage.
"Your usage is affected by several factors, including the length and complexity of your conversations, the features you use, and which Claude model you're chatting with," the company explains Anthropic's documentation. "Different subscription plans (Pro, Max, Team, etc.) have different usage allowances, with paid plans offering higher limits."
Claude customers can access a dashboard that shows their progress towards consuming their five-hour daily session limits, and weekly usage limits. If users exceed limits, Claude locks them out ... unless they pay for extra usage.
Under this new token allocation regime, developers can expect to get more done during off hours and less at other times. Although, really, what kind of Californian is awake and pounding code at 5 a.m. anyway? (r)
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    AI companies lick their chops as FCC proposes forcing call center onshoring

    
You actually thing companies are going to pay Americans to take customer service calls in the AI age?    


    
        By 
Brandon Vigliarolo        
    

    
        Posted in AI + ML,
        
            26th March 2026 22:11 GMT
        
    


    
Uncle Sam is trying to make American call centers great again. The question is whether they will be great because they're filled with local workers or whether this will provide yet another excuse for companies to turn customer service jobs over to AI.
The Federal Communications Commission (FCC) voted unanimously (or as unanimously as a body missing two of its five members can decide) Thursday to proceed with drafting rules that would require companies under its purview to begin onshoring customer service call center operations - at least to a degree. 
"We propose to limit the percentage of customer service calls that providers may make from or answer at foreign call centers to a specified percentage," the Commission wrote in the draft [PDF] notice of proposed rulemaking (the voted-on version has not been published as of writing). "We believe that such a cap would encourage movement of call center operations back to the U.S."
The FCC Is hoping the public will weigh in on that percentage should be, and whether it could be reduced over time to further force onshoring. 
The FCC justified the proposal by citing not only privacy and security concerns that have recently been raised surrounding overseas customer service call centers, but also by admitting what everyone already knows: Customer service in the industries it regulates plain sucks. 
"Communications providers regulated by the FCC," the Commish explained, are part of "an industry that consistently ranks amongst the lowest in customer satisfaction surveys."
That's true, at least anecdotally: Do a quick online search for worst customer service, and ISPs, cellular carriers, cable companies, and others that fall under the FCC's purview are usually right up there at the top (or bottom).
In addition to requiring a certain percentage of calls to be handled by US call centers, the FCC also proposed in the rule to require informing callers if the agent answering their call is located overseas, requiring transfer to a US-based agent upon request, and limiting transactions involving sensitive customer data to US call center agents only.
Additionally, the measure takes steps to address call center spam by using financial tools (fees and bonds) to ensure they don't moonlight as scam outfits. It also proposes increased English proficiency requirements for foreign call center agents in instances where they're still used. 
All this, naturally, begs the question of whether any company operating an overseas call center would opt to pay an American agent American wages for the same role. The FCC understands that. 
"We recognize...that those changes could come with costs to communications service providers," the FCC noted in the proposal, noting the need to "strike a balance between achieving our goals while not imposing undue costs on these companies." 
Why deal with costs, though, when you could just automate your call center entirely? 
Rick Ruth, director of carrier relations and regulatory affairs at call center automation outfit CTM, seems to be ready and waiting for the added business courtesy of the FCC.
"Organizations may well expand the use of AI-driven classification, routing, and automation for initial customer interactions rather than absorb the cost of a fully domestic workforce," Ruth told The Register in an email. He explained that he believes the most likely scenario is for AI to manage triage and intake, with humans reserved for complicated or sensitive issues. 
That said, there are plenty of reasons why automating call centers might not be the best idea. It hasn't worked well, for one, with around half the companies who try it giving up completely. In cases where AI agents are called upon as assistants for human employees, bots haven't fared much better, with many call center agents having trouble making their AI assistants useful.
Either way, it'll take some time for this proposal to wind its way through the FCC's systems - first comes a comment period, then drafting actual rules based on that feedback. By then, who knows how good AI customer service agents will be. (r)
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    AWS would prefer to forget March ever happened in its UAE region

    
Cloud giant waives an entire month of charges, then erases the billing data. There is literally nothing to see here.    


    
        By 
Corey Quinn, special to El Reg        
    

    
        Posted in PaaS + IaaS,
        
            26th March 2026 21:39 GMT
        
    


    
I received an email / billing notification from AWS this week that may be the most diplomatically crafted communication in the history of cloud computing. Here it is, stripped of the usual boilerplate around it:
"AWS is waiving all usage-related charges in the ME-CENTRAL-1 Region for March 2026. This waiver applies automatically to your account(s), and no action is required from you."
No explanation. No mention of the Iranian drone strikes that physically destroyed two of three availability zones in the region on March 1st. No reference to the 109 services that went down, nor the customers who spent weeks unable to terminate EC2 instances via the console because the control plane was as dead as the hardware underneath it. No acknowledgment that an entire month of cloud infrastructure effectively ceased to exist. Not even a link to their remarkably short (presumably because it wasn't insulting the Financial Times' reporting) corporate blog post explaining that you probably shouldn't expect that region to be working reliably again any time soon.
Just: we're waiving the charges. You're welcome. Move along.
I want to be clear: I have no problem with this. It's a tough situation, and it's not AWS' fault, given that there is not yet an Amazon standing military force.
But here's the part that caught my attention. The email continues: "You will not see any March 2026 usage for the ME-CENTRAL-1 Region in your Cost and Usage Report or Cost Explorer once processing is complete."
They're not just waiving customer charges for a month; they're erasing the billing and inventory data!
The bill is the only inventory you've got
For most organizations, the AWS bill isn't just an invoice. It's the canonical record of what infrastructure exists, where it's running, and how long it's been there. The Cost and Usage Report (CUR) is the closest thing many companies have to a single source of truth that accurately describes their cloud footprint. Even the relatively-recently-launched AWS Resource Explorer, which purports to be an inventory service, is missing some key resource types. The one thing that lists everything remains the AWS bill; a single source of truth around what the hell's living in your cloud environment.
Compliance teams rely on it. Auditors request it. FinOps teams build their entire practice on it. When your security team wants to know if you had resources running in the Middle East in March beyond what CloudTrail says, they'll check the CUR. And as of March 31st, when they ask Amazon's answer will be: No. You didn't. Nothing was there. A clean, empty month.
The infrastructure existed, kinda. It ran, or at least it sure tried to. Customers were billed for resources they couldn't turn off because the API was unreachable, because nothing works properly when you have two of three availability zones non-responsive or flat out destroyed. And now the record of all of that is being zeroed out.
In fairness, nobody plans for this
Before anyone starts composing their "AWS should have been prepared for this" hot take: No. Stop.
AWS engineers availability zones for certain classes of failure. Hardware dies, power goes out, a fiber gets cut by its natural predator "The Mighty Backhoe," a cooling system fails, or the like? AZs handle these. They're designed so that a problem in one zone doesn't cascade to another. That model works. It's been tested repeatedly. It's the backbone of every well-architected deployment on AWS. Know it or not, virtually every AWS customer's data recovery strategy depends upon this being true.
AZs are not designed for a state actor deciding the data center shouldn't exist anymore.
Nobody's fault-tree analysis includes "building hit by military drone." No disaster recovery runbook in the world has a section titled "Regional Armed Conflict."
And honestly? It shouldn't. Try putting that into your company data recovery plan, and you'll get uninvited from business continuity planning faster than I was at investment firm BlackRock when I pointed out that if both San Francisco and us-east-1 were unavailable, absolutely nobody was going to care about our roboadvisor for the foreseeable future, if ever. (I can't imagine why I was let go from that job.) The entire premise of cloud infrastructure is that you're renting capacity from someone who handles the physical concerns so you can focus on your software. That contract didn't account for the data center becoming a military target, and it's hard to blame anyone this side of the Pentagon for not having that particular item on the risk register.
So why erase the data?
I can think of two explanations, and they're not mutually exclusive.
First, the data might not exist to provide. When multiple AZs go offline because the physical hardware is melted and TLS now terminates "on the floor," the metering and billing infrastructure goes with it. You can't generate a usage report for resources running on servers that no longer have power, or physical cohesion. AWS may genuinely not have reliable telemetry for what was running, what stopped, and when. You can't charge for what you can't measure - and you can't report what you didn't record.
Second, pragmatism. Customers couldn't terminate resources with the AWS console because termination commands require acknowledgement; they're not hurled over the fence like a dead dog for your neighbor to worry about. EC2 instances were stuck in stopped states for weeks. Elastic IPs were trapped on dead hardware. If AWS had tried to bill normally and then process refunds, it would have meant thousands upon thousands of individual support tickets, each one a paper trail documenting precisely what failed and when. Life would have become absolute hell for the hardworking folks at AWS Support. A blanket waiver with a clean data slate is operationally simpler and diplomatically tidier in a single move.
I suspect it's both.
The precedent is the point
Whatever the underlying reason, AWS made the right call. Customers shouldn't pay for resources they couldn't control in a region that was physically destroyed by military action. The waiver is the correct outcome.
But.
The mechanism now exists, and it's been exercised. AWS can zero out an entire month of usage data across a region, and the result is indistinguishable from that month never happening. The bill, the one canonical source of truth, simply won't show it.
Today the reason is a war, and it's a good reason. But precedents don't come with permanent context attached. The next time a month of data goes missing from CUR, will there be an email? Will there be an explanation? Will there be a *reason* you'd accept?
I don't know. AWS isn't saying. They probably can't say much. And after March 31st, the data won't be saying anything either.
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    AMD's new desktop CPU oozes cache out of all 16 cores

    
Turns out massive caches are good for more than games. House of Zen boasts 5-13% perf boost over prior-gen part    


    
        By 
Tobias Mann        
    

    
        Posted in Personal Tech,
        
            26th March 2026 21:12 GMT
        
    


    
AMD aims to extend its lead in desktop gaming with a new CPU, dubbed the Ryzen 9 9950X3D2 Dual Edition. This top-of-the-line part has 16 cores fed by an absolutely massive 208 MB pool of cache, with memory spread across both CCDs.
The hotly anticipated processor chip is essentially a modified version of the 9950X3D announced in 2025, only both of the chip's two compute dies are now equipped with a 64 MB SRAM tile, boosting the L3 cache from 128 MB to 192 MB.
Larger caches benefit data heavy workloads, in particular PC games, by keeping more of the working memory closer to the cores. Since the launch of the Ryzen 7 5800X3D in 2022, AMD has used advanced packing to expand its chips' L3 cache without needing to design a larger die. This technology helped AMD to overtake long-time rival Intel in gaming CPU performance. 

  Youtube Video






	Processor
	Cores / Threads
	Base Clock
	Boost Clock
	L2 Cache
	L3 Cache
	TDP
	Launch MSRP




	9950X3D2

	16/32

	4.3 GHz

	5.6 GHz

	16 MB

	192

	200 W

	?




	9950X3D
	16/32
	4.3 GHz
	5.7 GHz
	16 MB
	128
	170 W
	$699 USD




	9950X

	16/32

	4.3 GHz

	5.7 GHz

	16 MB

	64

	170 W

	$649 USD






While 3D V-Cache's most obvious benefits accrue to gamers, the additional cache also benefits a lot of high-powered production workloads, like 3D rendering, code compilation, AI, and data science because frequently accessed data can stay resident on the CPU for longer. (This is one of the reasons why caches of server CPUs have increased so dramatically over the past few years.)
According to AMD, customers can expect to see a between 5 and 13 percent boost in production workloads compared to the single V-Cache die equipped 9900X3D.
[image: According to AMD customers can expect a roughly 5-13 percent increase in performance from the 9950X3D2 versus the 9950X3D with a single V-Cache die.]
According to AMD customers can expect a roughly 5-13 percent increase in performance from the 9950X3D2 versus the 9950X3D with a single V-Cache die. - Click to enlarge


According to Jack Huynh, SVP of AMD's computing and graphics group, with the 9950X3D2, customers "no longer have to choose between a gaming or creator CPU."
However, this technology involves some compromises. Until now, only one of the two core complex dies (CCDs) on AMD's 12-and-16 core parts were ever equipped with an SRAM tile. Because of this, AMD implemented a core-parking feature where half of the chip's cores were essentially disabled during certain workloads to prevent them from being scheduled on the V-Cacheless dies.
Even with V-cache on both CCDs, we're told this core parking functionality is still necessary on the Ryzen 9 9950X3D2 in order to limit cross die communications which would otherwise hurt performance in applications like games.
Historically, one limitation to V-Cache-equipped CCDs is that they usually don't clock as high. This is for a variety of reasons, including thermal. AMD largely addressed this issue by moving the SRAM tile from the top of the chip to the bottom side in its 9000-series products, but the dies do still tend to clock lower.
In the case of the 9950X3D2, the base clock is 4.3 GHz while the max boost clock tops out at 5.6 GHz, a full 100 MHz lower than the 9950X3D with its single SRAM tile. Having said that, AMD often underestimates the actual cores clocks of its chips, so it wouldn't be surprising to see it hit 5.65 GHz or even 5.7 GHz depending on what you end up getting in the silicon lottery.
The 9950X3D2 is slated to hit store shelves on April 22. Pricing for the new part hasn't been released just yet, though with the 9950X3D currently retailing for north of $649, we don't expect it to be cheap.


	Alibaba delivers RISC-V server chip optimized to run China's top AI models


	Arm rolls its own 136-core AGI CPU to chase AI hype train


	We tested Intel's new chips for cash-strapped hardcore PC users and they're impressive


	Nvidia powers further into the CPU market with new rack systems packing 256 Vera processors


This may make it tough to sell to gamers at a time when the memory, storage, and GPU prices are at an all-time high. AMD's decision to launch a new flagship in the current climate comes in stark contrast to Intel's newly-launched Core Ultra 200S Plus series processors, which we reviewed earlier this week, which promise 18 to 24 cores at a price ranging from $200-$300. 
While AMD's X3D chips still hold the advantage in gaming, Intel's latest parts may see wider adoption because they're cheap and also perform exceptionally well in production workloads. (r)
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    'Empathetic' Salesforce bots to help those fired by uncaring humans

    
I'm sorry, Dave. I can't give you your job back, but here's the form you fill out to collect benefits    


    
        By 
O'Ryan Johnson        
    

    
        Posted in Public Sector,
        
            26th March 2026 20:41 GMT
        
    


    
There's a joke in Boston that goes: the people in Southie will steal your wallet and help you look for it.
And now, the thousands of workers ostensibly replaced by bots will now have a bot to help them get unemployment benefits, thanks a new Department of Labor deal to use Salesforce's Agentforce to triage applications at its national call center. The SaaS giant ays that its agent will "respond empathetically" to queries.
The Department of Labor Agent (DOLA) is built on top of Salesforce Government Cloud's FedRAMP infrastructure, and it uses Data 360 to merge the structured and unstructured data from third-party systems and a library of more than 2,900 department of labor knowledge articles into a "holistic citizen view," Salesforce said in its press release.
Neither the Department of Labor nor Salesforce provided a dollar figure for the deal. The DoL did not reply to emails from The Register seeking comment. Salesforce declined to comment beyond what was stated in the announcement.
When people call for help, Agentforce for Public Sector and Agentforce Marketing will handle questions across all 28 Department of Labor programs, including Unemployment Insurance, the Occupational Safety and Health Administration, Veterans' Employment and Training Service, Mine Health and Safety Administration, and Job Corps.
The agents will collect intake information; open cases; and can text, email, and call customers using Salesforce Voice.
The DoL handles about 2.8 million cases on behalf of workers who need help. The new system will also take over the task of processing of 236,000 OSHA logs and 41,000 Job Corps applications, "significantly reducing manual entry errors," the release states.
With the agents in place, humans inside the Department of Labor will be retrained to handle more complex tasks, the announcement stated.
Meanwhile, on the back end, Salesforce Tableau Next will give the US government real-time analytics and mission dashboards to monitor contact center performance and customer satisfaction.
"If a citizen asks to speak with a person or if a query requires a deeper empathetic touch, DOLA automatically transfers the conversation to a human staff member," the press release states. "And by integrating AI agents directly into its service fabric, the DOL can now triage citizen needs with what the DOL has called 'hospital-like precision' -- helping to ensure that resources are always directed toward the most critical worker needs."
The purpose of the deal is similar to the one Salesforce struck with the Department of Transportation in December, which used Salesforce Agentforce to provide around-the-clock support for common tasks like complaints, accessing services, and analyzing complex datasets -- such as weather, traffic trends, and historical incident data -- to create alerts that help USDOT reduce accidents and injuries. (r)
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    Using AI to code does not mean your code is more secure

    
Use of AI coding assistants has surged, but so has the number of vulnerabilities in AI-generated code    
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            26th March 2026 19:38 GMT
        
    


    
As more people use AI tools to write code, the tools themselves are introducing more vulnerabilities.
Researchers affiliated with Georgia Tech SSLab have been tracking CVEs attributable to flaws in AI-generated code. 
Last August, they found just two CVEs that could be definitively linked to Claude Code - CVE-2025-55526, a 9.1 severity directory traversal vulnerability in n8n-workflows, and GHSA-3j63-5h8p-gf7c, an improper input handling bug in the x402 SDK.
In March, they identified 35 CVEs - 27 of which were authored by Claude Code, 4 by GitHub Copilot, 2 by Devin, and 1 each by Aether and Cursor.
Claude Code's overrepresentation appears to follow from its recent surge in popularity. In the past 90 days, Claude Code has added more than 30.7 billion lines of code to public repositories, according to Claude's Code, an analytics website created by software engineer Jodan Alberts.
The Georgia Tech researchers started their measurements on May 1, 2025, and as of March 20, 2026, the CVE scorecard reads: 

	49 for Claude Code (11 critical)


	15 for GitHub Copilot (2 critical)


	2 for Aether


	2 for Google Jules (1 critical)


	2 for Devin


	2 for Cursor


	1 for Atlassian Rovo


	1 for Roo Code


That's 74 CVEs attributable to AI-authored code out of 43,849 advisories analyzed.


	Staff too scared of the AI axe to pick it up, Forrester finds


	GitHub hits CTRL-Z, decides it will train its AI with user data after all


	AI bug reports went from junk to legit overnight, says Linux kernel czar


	AI supply chain attacks don't even require malware...just post poisoned documentation


Hanqing Zhao, a researcher with the Georgia Tech SSLab, told The Register in an email that those AI CVEs could be viewed as a lower bound and not as a ratio.
"Those 74 cases are confirmed instances where we found clear evidence that AI-generated code contributed to the vulnerability," he said. "That does not mean the other ~50,000 cases were human-written. It means we could not detect AI involvement in those cases.
"Take OpenClaw as an example. It has more than 300 security advisories and appears to have been heavily vibe-coded, but most AI traces have been stripped away. We can only confidently confirm around 20 cases with clear AI signals. Based on projects like that, we estimate the real number is likely 5 to 10 times higher than what we currently detect."
Zhao said the CVE count should not be read as a sign that AI code tools deliver more secure code just because it's low.
"Claude Code alone now appears in more than 4 percent of public commits on GitHub," he explained. "If AI were truly responsible for only 74 out of 50,000 public vulnerabilities, that would imply AI-generated code is orders of magnitude safer than human-written code. We do not think that is credible."
The low number, he said, "reflects detection blind spots, not superior AI code quality."
The Georgia Tech findings amplify research published in November 2024 by Georgetown University's Center for Security and Emerging Technology.
Based on tests of GPT-3.5-turbo, GPT-4, Code Llama 7B Instruct, WizardCoder 7B, and Mistral 7B Instruct, the Georgetown researchers found, "Across all five models, approximately 48 percent of all generated code snippets were compilable but contained a bug that was flagged by ESBMC [the Efficient SMT-based Context-Bounded Model Checker], which we define as insecure code."
About 30 percent of the generated code snippets passed ESMBC verification and were deemed secure.
Zhao said the amount of AI-generated code being committed is surging. "End-to-end coding agents are taking off right now," he explained. "Claude Code alone has over 15 million total commits on GitHub, accounting for more than 4 percent of all public commits.
"Partly that reflects more people using AI tools. But it's not only volume. The way people use these tools is changing. A year ago most developers used AI for autocomplete. Now people are vibe coding entire projects, shipping code they've barely read. That's a different risk profile." (r)
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    Apple signs meaningless deal to make some less-important parts in America

    
Maybe that's why Tim didn't get an invitation to the President's tech bro club?    
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Apple's American Manufacturing Program (AMP) is expanding, with new suppliers signed on to produce iPhone components - though those parts will still be shipped overseas for final assembly. Tim Apple may continue avoiding tariffs but he probably won't win a lot of brownie points with President Trump.
The iBiz confirmed on Thursday that Bosch, fabless chip firm Cirrus Logic, TDK, and component maker Qnity Electronics have all committed to make parts for Apple devices in US facilities. Apple intends to pay the new AMP members out of a $400 million pot through 2030.
The AMP program is part of a broader pledge to spend $600 billion on US manufacturing by the end of the decade, in a bid to appease the Trump administration and avoid tariffs on iPhones and other devices manufactured overseas. Apple has so far announced plans to produce servers, chips, and Mac Minis in the US. 
iPhones, which Trump signaled he wants made in the US, remain conspicuously absent from today's announcement, as was the case in prior US manufacturing plans published in recent months. Apple has long maintained that it is unlikely to manufacture iPhones on US soil as it is impractical due to costs, supply chain complexity, and workforce requirements training. 
The new AMP members will make iPhone parts that are then shipped to factories in India and China for final assembly.
Specifically, TDK will soon begin making sensors in the US for iPhone cameras "shipped all over the world," said Apple. TSMC will begin manufacturing integrated circuits used in Apple sensors for things like crash detection, activity tracking, and elevation at its Washington state facility on behalf of Bosch. And Cirrus Logic will work with initial AMP member GlobalFoundries to establish new semiconductor process tech for use in manufacturing integrated circuits for Face ID hardware. 


	Trump says he has a problem if Apple builds iThings in India


	Loser Trump's last financial disclosure docs reveal Tim Cook gave him $5,999 Mac Pro, the 'first' made in Texas


	Trump can bluster and bluff all he wants, but iPhone manufacturing isn't coming to the US


	Apple's Creator Studio creates a subscription where free apps used to live


Qnity Electronics, for its part, will supply "materials and technologies essential for semiconductor manufacturing and advanced electronics," Apple said. 
Apple claimed its initial AMP partners, including Broadcom, Corning, Samsung, and others, have already made progress expanding their US manufacturing base for Apple products, though it didn't detail how. 
None of this amounts to a US-made iPhone, which might explain why Apple boss Tim Cook, criticized of late for his attempt to cultivate a relationship with the White House, was absent from the list of Silicon Valley leaders picked for the President's Council of Advisors on Science and Technology. 
Apple didn't respond to a request for comment. (r)
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    Staff too scared of the AI axe to pick it up, Forrester finds

    
Your AI rollout isn't failing - your employees just hate it    
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If your company isn't seeing great returns from its investment in AI, you might want to look at the humans tasked with deploying it and how you can motivate them. Right now, many employees fear AI-driven job losses and aren't well trained to use the tech, according to Forrester.
The research and advisory biz says in its latest report that low employee readiness is the main thing holding back business success with workforce AI programs.
According to its own data, Forrester believes 68 percent of organizations are using generative AI in deployed production applications, which sounds somewhat on the optimistic side to us.
It claims that, among decision-makers, 81 percent say AI copilots are important for assisting employees. Workers must therefore adapt, it declares. This isn't happening.
Using its own metric, the AI quotient (AIQ), to measure the readiness of individuals, teams, and organizations for AI, Forrester says employees in the US, UK, Germany, France, and Australia failed to progress meaningfully over the past year.
There are two reasons put forward for why businesses aren't advancing as measured by Forrester's AIQ yardstick: One is that most organizations fail to effectively train their staff in the use of AI tools. The proportion of firms that say they offer internal AI training to non-technical employees grew slightly last year, from 47 percent in 2024 to 51 percent.
Prompt engineering - a key skill for using generative AI tools - fared even worse, with just 23 percent of organizations saying they offered training for this.
The second reason is that employee fears are stunting adoption. While few jobs were lost to AI in 2025 and future job losses are not expected to constitute a job apocalypse, worker anxiety regarding this is pervasive, Forrester says.
There could be a good reason for this: public statements by CEOs saying that axing jobs is exactly what they want to do.
A survey last year found that just over half of UK business leaders (51 percent) saw AI as a way to cut investment in staff. Another report found that 43 percent of business leaders expect to reduce entry-level roles (including both cutting existing roles and not hiring new staff) over the next year in favor of AI, while 50 percent "specifically" said AI is helping them reduce headcount. 
Forrester's own data found 43 percent of employees are concerned that many people will lose their jobs to automation over the next five years, while a quarter suspect it will impact their own job during that period.
This creates an ambient environment of anxiety and mistrust that hinders progress, it states. The report cites one business leader as saying: "Some of our employees fear job loss, and it turns them away from AI altogether."
The solution is for organizations to frame workforce AI as an opportunity builder for employees and articulate the benefits from an employee perspective. Those that fail to do so will see job loss worries magnify, the report claims.
Businesses need to invest in learning and engagement programs to raise their staff's AIQ. This can demystify AI tools and reduce panic about job loss, Forrester reasons. After all, why would a firm replace employees with AI if it is investing to help them use it?
Forrester has obviously never heard of companies that force employees to train their own replacements before showing them the door.


	AI spurs employees to work harder, faster, and with fewer breaks, study finds


	'AI brain fry' affects employees managing too many agents


	AI adoption at work flatlined in Q4, says Gallup


	Many employees are using AI to create 'workslop,' Stanford study says


Formal learning "plays a surprisingly small role in raising AIQ," we're told, and organizations that instead get social learning right tend to succeed with workforce AI.
"The organizations that treat AI literacy as a strategic priority, not a box-ticking exercise, will be the ones that unlock meaningful productivity gains and long-term competitive advantage," claimed Forrester VP principal analyst JP Gownder.
This is the same JP Gownder who told The Register in January that he "remains unconvinced that AI will revolutionize productivity."
At the same time, a report from professional services biz PwC found that more than half of CEOs had seen neither increased revenue nor decreased costs from using AI, despite their investments in the technology. (r)
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    Linear moves sideways to agentic AI as CEO declares issue tracking dead

    
Agent will capture issues and eventually debug code    
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The Linear cloudy issue tracker and project manager has introduced an AI agent and plans to add AI coding assistance, with CEO and co-founder Karri Saarinen declaring that "issue tracking is dead."
Now in beta, the Linear Agent works in the online, mobile, or desktop app, and as a plug-in for products including Slack, Teams, and Zendesk. It has a chat user interface and examples of usage are things like "make issues based on the discussion here and assign them to me," according to the introductory post.
The agent also supports skills and automations, which require a business ($16 per user/month) or enterprise plan. Skills are workflows saved for future use to automate common tasks. Automations are workflows triggered automatically when issues are created.
Future features will include a coding agent to write code and fix bugs, as well as the ability to answer questions about a codebase and to present code diffs (changes made to a block of code).
Pricing is unchanged during the beta, but the post suggests that automations and coding features will move to usage-based pricing "beyond a certain threshold."
Saarinen said that "issue tracking is dead," arguing that agents "make software development a lot simpler" as they do more of the procedural work. He said that coding agents are already installed in 75 percent of Linear enterprise workspaces, and that the volume of work done by agents has increased five times in the last three months.
A diagram in his post shows Linear as a tool for capturing context while agents do most of the engineering work. Despite his post, issues will remain as the core items in Linear.
In the company's Slack channel, customers were positive about the announcement, but asked for model context protocol (MCP) support. An employee responded that "we're working on MCP support."


	JetBrains shifts to agentic dev with Central, retires pair programming


	Mozilla introduces cq, describing it as 'Stack Overflow for agents'


	Avalonia bolts Linux and WebAssembly onto .NET MAUI


	Fixing Claude with Claude: Anthropic reports on AI site reliability engineering


One thing not mentioned in any of the posts or agent documentation is security, other than that "Linear Agent operates within your existing permissions." Generative AI systems can be vulnerable to malicious prompt injection and other errors. This will become a bigger concern as the capabilities of the agent increase, for example, when it is able to write code and interact with MCP servers.
[image: The Linear Agent is on by default but can be disabled]
The Linear Agent is on by default but can be disabled


Users will get the new agent by default, but it can be disabled in the settings.
Views on AI's value in software development vary, but it is shaking every aspect of the profession regardless. The problem for services such as Linear is that if coding continues to travel towards more agentic workflows, customers may shift away toward tools designed specifically for agent management.
Basecamp from 37signals, another project management tool, is also planning to reposition itself as "agent first, agent native" with access from any AI agent via a command line interface and the promise of becoming "an agent-driven assistant."
These products all aim to place themselves at the center of an agent-driven future, but they cannot all be in that position. (r)
    






        





This article was downloaded by calibre from https://go.theregister.com/feed/www.theregister.com/2026/03/26/linear_agent/



	Previous
	Articles
	Sections
	Next





	Previous
	Articles
	Sections
	Next







    
        Original URL: https://www.theregister.com/2026/03/26/greg_kroahhartman_ai_kernel/
    

    AI bug reports went from junk to legit overnight, says Linux kernel czar

    
Greg Kroah-Hartman can't explain the inflection point, but it's not slowing down or going away    
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Interview I was at a press luncheon at KubeCon Europe this week when, to my surprise, who should sit down next to me but long-term Linux kernel maintainer Greg Kroah-Hartman. Greg, who lives in the Netherlands these days, was there to briefly comment on AI, Linux, and security. We spoke about how, over the last month, AI-driven activity around Linux security and code review has "really jumped" in a way no one in the open source world saw coming.
"Months ago, we were getting what we called 'AI slop,' AI-generated security reports that were obviously wrong or low quality," he said. "It was kind of funny. It didn't really worry us." Of course, there are many Linux kernel maintainers, so for them, AI slop isn't as burdensome as it is for, say, Daniel Stenberg, founder and lead developer of cURL, where AI slop reports caused the cURL team to stop paying bug bounties.
[image: Linus Torvalds]
Linus Torvalds and friends tell The Reg how Linux solo act became a global jam session

READ MORE
Things have changed, Kroah-Hartman said. "Something happened a month ago, and the world switched. Now we have real reports." It's not just Linux, he continued. "All open source projects have real reports that are made with AI, but they're good, and they're real." Security teams across major open source projects talk informally and frequently, he noted, and everyone is seeing the same shift. "All open source security teams are hitting this right now."
No one is quite sure what's behind it. Asked what changed, Kroah-Hartman was blunt: "We don't know. Nobody seems to know why. Either a lot more tools got a lot better, or people started going, 'Hey, let's start looking at this.' It seems like lots of different groups, different companies." What is clear is the scale. "For the kernel, we can handle it," he said.
"We're a much larger team, very distributed, and our increase is real - and it's not slowing down. These are tiny things, they're not major things, but we need help on this for all the open source projects." Smaller projects, he implied, have far less capacity to absorb a sudden flood of plausible AI-generated bug reports and security findings - at least now they're real bugs and not garbage ones.
Behind the scenes, security teams are comparing notes. "We get together informally and talk a lot, because we all have the same problems," he said. "There must have been some inflection point somewhere with the tools. Did the local tools get better? Did people figure out something? I honestly don't know."
For now, AI is showing up more as a reviewer and assistant than as a full author of Linux kernel code, but that line is starting to blur. Kroah-Hartman has already done his own experiments with AI-generated patches.
"I did a really stupid prompt," he recounted. "I said, 'Give me this,' and it spit out 60: 'Here's 60 problems I found, and here's the fixes for them.' About one-third were wrong, but they still pointed out a relatively real problem, and two-thirds of the patches were right." Mind you, those working patches still needed human cleanup, better changelogs, and integration work, but they were far from useless. "The tools are good," he said. "We can't ignore this stuff. It's coming up, and it's getting better."
Developers are starting to acknowledge AI's role in actual submissions. "We're seeing some patches being generated," Kroah-Hartman said. "You have a little co-develop tag for that now. We're seeing some things for some new features, but we're seeing AI mostly being used in the review."
Asked whether he could imagine a near-future where most of the work on simple changes comes from AI, he said that for "simple little error conditions, properly detecting error conditions," AI could already generate dozens of usable patches today.
The sudden increase in AI-generated reports and AI-assisted work has also spurred a parallel push to build AI into the kernel's own review infrastructure. A key piece of that is Sashiko, a tool originally developed at Google and now donated to the Linux Foundation.


	Nanny state discovers Linux, demands it check kids' IDs before booting


	Open source devs consider making hogs pay for every download


	Workaholic open source developers need to take breaks


	OK, so Anthropic's AI built a C compiler. That don't impress me much


"We need to be able to have an easy way to review some of these patches that come in ways that cut down on our load." The tool is "out there, running on almost all kernel patches," he said. "You can see it publicly. We're integrating it into our review tools. It's available for anybody to use."
That work builds on earlier efforts inside specific subsystems. "The networking and the BPF people have been doing LLM-generated reviews for a while," said Kroah-Hartman. "The Direct Rendering Manager (DRM) people and now Google's tool are pulling all those into one common interface," he explained. "Different subsystems are adding better skills or prompts - for storage, here are the things you need to look for; for graphics, here are the things you need to look for. People are contributing in a public place for that, which is how it should be. This is very good."
Kroah-Hartman credited longtime kernel developer Chris Mason, now at Meta, with pioneering AI-based review workflows. Mason has been running AI review for eBPF and networking for some time. The systemd project is also using the same class of tools for its all-C codebase.
AI reviewers, he stressed, are additive rather than authoritative. "On the review side, it's generating some good reviews. It doesn't get you everything. Some things are still wrong. But it does point out a lot of the obvious things," he said.
One of the biggest immediate wins is turnaround time. When an AI reviewer flags obvious problems, submitters get feedback long before a human maintainer would realistically read the patch. "If I see it respond to something, it gives feedback to the submitter faster than the maintainer had a chance to, which is nice," Kroah-Hartman said. "We have a number of bots that run on patches as it is. If I see those fail, I just know I don't even need to look at that as a maintainer. And it gives the developer, 'Oh, I can go do another version tomorrow,' which helps increase the feedback a little better."
Still, as AI-generated reports and patches grow, so does the review burden. "It's more reviews; it's more stuff we have to review for the kernel," he said. That's why efforts with the OpenSSF and its Alpha-Omega program matter. "We're working to try and create tools to help make it easier for maintainers to handle this incoming feed and deal with it."
A recurring theme for Kroah-Hartman is equity of access. Until recently, only well-resourced subsystems could afford to run heavy AI tooling at scale. Turning Google's review system into a Linux Foundation project is meant to change that.
"That's this one tool that we have for the review," he said. "It's one tool as an example of how now, as an LF project, we're giving access to everybody. Before, it was just the subsystems that had the resources to run it on the back end. Right now, we're giving it to everyone." Work is already underway to make it usable beyond the kernel's own infrastructure.
That matters because, as Kroah-Hartman keeps emphasizing, the AI wave is not just a kernel problem. "All open source projects have real reports that are made with AI," he said. "Our increase is real, and it's not slowing down. These aren't major things, but we need help on this for all the open source projects."
For Linux, the relationship with AI is already evolving past theory and into practice. It's a mixed blessing. AI is simultaneously a new source of real vulnerabilities that strains human reviewers who must deal with them, while also helping to manage that strain.
The trick for Kroah-Hartman and his peers will be to keep AI as a force multiplier, without drowning the open source maintainers. (r)
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    Three more charged over alleged Nvidia GPU smuggling scheme to China

    
Prosecutors say trio used Thai front companies to reroute high-end AI servers    
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The US has collared three more people for allegedly attempting to smuggle Nvidia GPUs to China, days after a Supermicro co-founder faced similar accusations.
The Department of Justice charged Chinese national Stanley Yi Zheng of Hong Kong alongside US citizens Matthew Kelly and Tommy Shad English with conspiracy to violate export controls and smuggling laws.
[image: China]
Supermicro co-founder arrested, charged over $2.5B Nvidia GPU sales to China

READ MORE
They are accused of trying to buy GPUs worth millions from "a California-based computer hardware company" for illegal shipment to China via businesses in Thailand.
While the DOJ does not explicitly name the computer hardware biz, a purchase order disclosed in the court documents lists a model number for a GPU server "SYS-821GE-TNHR." This corresponds to a Supermicro 8U system that supports Nvidia H100 or H200 GPUs.
In this case, it appears Supermicro and Nvidia became suspicious about the intended destination of the hardware on order.
According to the DOJ, the conspiracy began as early as May 2023. English allegedly ordered 750 servers for approximately $170 million from Company-1 (Supermicro) in October that year, claiming to act on behalf of a Thai client. Of those servers, 600 contained GPUs on the US Commerce Department's control list and required a license for export to China. In doing so, English signed a form certifying the servers were not destined for any country on the control list.


	Supermicro co-founder arrested, charged over $2.5B Nvidia GPU sales to China


	Nvidia's on-again off-again H200 sales in China are now on again


	Washington reportedly moves to tighten leash on AI chip exports


	Nvidia hasn't made a cent in China lately - and might not need to given $120B profit


When English asked Supermicro to add Zheng and Kelly to an email thread regarding the order, the tech giant noted Zheng's company was based in China, while no one from the purported Thai customer was included, the DoJ claims.
"The California-based manufacturer of the computer chips" (Nvidia) reviewed the order, but it couldn't verify the ultimate buyer for its products in Thailand and the purchase was not completed.
Another alleged attempt by English to obtain 500 GPU servers while claiming to act on behalf of a different Thailand-based company was also unsuccessful.
The DOJ says text messages between the three, obtained as part of the investigation, discussed the market value of Nvidia's products in China, indicating they were aware it was the intended destination.
The trio are in custody, and Zheng has already appeared before a judge in the Northern District of California. However, the DOJ stresses that charges are merely accusations at this point, and the defendants are presumed innocent unless a court case determines otherwise. (r)
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    Brit lawmaker targeted by AI deepfake fails to get answers from US Big Tech

    
Appearing before Parliament, Meta, Google and X struggle to explain how fake political video circulated for so long    
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A member of the UK Parliament's lower house who was the victim of a deepfake AI campaign this week had a rare chance to confront the Big Tech executives who helped spread it. Their answers disappointed.
Representatives from Meta, Google, and X stumbled, offered platitudes, and explained their respective policies, but did little to compensate for spreading the potentially ruinous AI fake, or commit to ensuring it could not happen again after Conservative MP George Freeman confronted them.
Last autumn, Freeman was the subject of an AI-created fake that falsely claimed he had defected to a rival party, Reform. This was plausible enough, given several genuine Conservative defections in recent months, but entirely fabricated
Not only was it damaging to his reputation, but allowing political misinformation to continue to spread unchecked could end the democratic process in the UK, he argued. Freeman said platforms spreading the content are failing to respond. "There's no redress. There was no statement or principle that it was a problem," he said in Parliament yesterday, labeling the event a "serious disruption to democratic representation."
Step forward Google, which owns YouTube.
"We have policies about election ads which are aimed at ensuring that people are allowed to participate in free and fair elections just during election time," Zoe Darme, director for trust, knowledge and information products, told the House of Commons Science, Innovation and Technology Committee.
For videos that are "violative" under Google's definition, it might be picked up by a "classifier" or if not, "reported and reviewed against community guidelines and removed."
However, Darme was unable to say whether something so demonstrably false would in itself be "violative."
Next up, Wifredo Fernandez, director of global government affairs at X (formerly known as Twitter), said: "We have our deceptive identities policy so that deals with impersonation, and we have our synthetic and manipulated media policy, which maybe would apply in this case," he said.
He outlined a three-part test under the platform's synthetic media policy, but noted it applied to confusion across X generally, not within Freeman's specific constituency. The possible outcome: a community note. Asked what action X had actually taken, Fernandez said he'd "have to check with the teams." Freeman confirmed X had taken none.
Also among the US giants was Meta, owner of social media megaliths Facebook and Instagram.
Rebecca Stimson, UK public policy director, told Freeman, "It was labeled by our fact checkers, and it was down-ranked. And down rank does have a very significant impact. It can mean up to 80 to 90 percent less engagement."


	UK to rethink tech buying after Palantir contracts


	US appears open to reversing some China tech bans


	UK's 'world-first' deepfake detection framework unlikely to stop the fakes, says expert


	EU looking into Elon Musk's X after Grok produces deepfake sex images


She said Meta didn't always remove misinformation. Instead, it took a tiered approach, considering whether it was occurring during an election period, for example. She said Meta would never able to find and remove every instance of misinformation across every platform. But people could see it labeled with the correct information.
Addressing these responses, Freeman said: "It feels to me as though the platforms are taking the approach that 'they've got a policy' and not policing actively. It falls to us as Parliamentarians to police it. My instinct is to pass a very simple law that somebody's identity belongs to them and cannot be stolen, used, misappropriated, whatever the purpose... You should go to bed a night not fearing that in the morning, you find a deeply damaging, disruptive and dangerous misrepresentation of you." (r)
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    Digital euro goes full sovereignty mode, US cloud giants not on guest list

    
Central bank turns to homegrown providers to underpin virtual cash push    
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Europe is taking a small step toward breaking its reliance on US Big Tech by hiring only cloud operators headquartered in the EU to work on the backbone of the digital euro project.
French businesses OVHcloud and Scaleway are providing a sovereign European cloud infrastructure to support the digital currency, a European Central Bank scheme to enable electronic payments in shops, online, and person-to-person.
[image: Plane. Image via shutterstock]
Europe's cloud challenge: Building an Airbus for the digital age

READ MORE
The project's driving motivation is independence from American-owned payment networks. European payments are dominated by US companies like Visa and Mastercard, according to Finance Watch, which says that more than two-thirds of card transactions in the euro area were settled through international payment schemes in the second half of 2023.
At the same time, Europe is also highly dependent on US tech giants for cloud compute services. Data from Synergy Research last year showed that local cloud providers make up just 15 percent of the European cloud market, while the three global giants - Amazon, Microsoft, and Google - take about 70 percent between them.
That dependence carries real risk: as a Microsoft executive admitted under oath last year, the US CLOUD Act may compel providers to hand over any data stored on its systems to the American authorities, regardless of where in the world that data is held.
To address this, the ECB restricted eligibility to EU-based providers only. In a statement sent to The Register, spokesperson told us:


In October 2025, following a call for applications launched in 2024, the ECB selected providers for five digital euro components and related services and signed framework agreements with several suppliers. Senacor, selected provider for the SEPI (Secure Exchange of Payment Information) component, has submitted two cloud companies as its subcontractors: OVH and Scaleway. Only providers based in the EU were eligible to apply, in order to ensure the European autonomy of the project.


The SEPI system handles secure exchange of payment information between the organizations involved in the digital euro system.
Experts The Reg spoke to approved of the move.


	Europe's cloud minnows tell Brussels to stop big tech 'sovereignty-washing'


	Office EU waves sovereignty flag with a familiar stack under the bonnet


	UK still doodling digital pound while Brussels frets over payment sovereignty


	Europe preps Digital Euro to enter circulation in 2029


"The ECB restricting eligibility to EU-based providers is sovereignty written into procurement policy, and that's the right call. Europe is actively choosing to invest in its own tech sector while protecting citizens' financial data from foreign jurisdiction. That matters," Informa Fellow and Canapii co-founder Steve Brazier told The Register.
"If the EU is the first major market to launch a sovereign digital currency then it could spur all sorts of financial innovation and provide a much-needed economic boost to its companies and citizens," he said, but added: "OVHcloud's Canadian court battle shows that EU incorporation alone isn't a complete shield against foreign interference and Europe's legal frameworks need to keep pace too."
So is this a tentative first step toward digital sovereignty for the EU?
"Yes, I think this is Europe beginning to get their act together, but I do think it may be too little too late as the cloud boat has sailed," said Omdia Chief Analyst Roy Illsley.
"However, the AI boat is still in the harbor and this may be a step towards building an AI-enabled payment system based on European technology complying with EU rules and regulations."
[image: Zurich panorama, Switzerland]
Switzerland built a secure alternative to BGP. The rest of the world hasn't noticed yet

READ MORE
Gartner VP analyst Nader Henein told us the ECB and other European institutions are going to have to lead by example if the EU wants digital sovereignty.
"The digital euro project is one of the ECB's primary initiatives and the ECB has long been a strong advocate for digital sovereignty, so it's very difficult not to draw a straight line to the choice of two sovereign cloud platforms as a foundation for Europe's digital currency," he said.
The digital euro is not a done deal yet. The ECB will only take a decision to issue the digital euro once the relevant regulation is approved by the European Parliament and Council of the European Union. If this happens during 2026, then the digital euro could be issued sometime in 2029. (r)
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    Welsh government used Copilot for review to justify closing organization

    
Microsoft's Clippy for 21st century deployed to evaluate returns? Industry Wales chair brands it just 'wrong'    
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The Welsh government used Microsoft's Copilot to help write a review of an industry liaison body that it then scrapped, its chairman has told a Senedd committee.
The government set up Industry Wales as a state-owned company to run sector forums for aerospace, automotive, and technology in 2013, adding a fourth for net zero-focused businesses in 2022.
[image: Yawning at work]
Gartner suggests Friday afternoon Copilot ban because tired users may be too lazy to check its mistakes

READ MORE
In January 2025, officials told Industry Wales it would be subject to a review. In August, it said it would be closed based on that review's conclusions as of March 31, 2026. The decision was publicly announced last October, with the government saying it had provided the company with a grant of PS837,000 for 2025-26.
Industry Wales chair Professor Keith Ridgway saw a copy of the unpublished review on January 9 to find it was based on 28 interviews with people from unnamed organizations, processed by Microsoft Copilot.
"I was alarmed and made a point to the board that the review refers to Microsoft Copilot as being used to evaluate the returns," he told the Senedd's Public Accounts and Public Administration Committee on March 4. "I don't think you can rely on artificial intelligence to do that. It's just wrong."
Ridgway said evidence in the review supported some trimming of Industry Wales's scope but included views backing a Wales-specific organization in the role rather than UK-wide industry bodies, which was not reflected in the conclusion.
"I think it would have been very sensible to have brought the findings back to the board for validation and triangulation, not to use Microsoft Copilot in whatever use," he added.


	GitHub infuriates students by removing some models from free Copilot plan


	Critical Microsoft Excel bug weaponizes Copilot Agent for zero-click information disclosure attack


	Microsoft Copilot to hijack your browser... for your own convenience


	Microsoft 365 confirms new premium tier, stuffed with AI and few discounts


The Welsh government confirmed that its staff made some use of Microsoft's AI tool in producing the review. "The use of Copilot during the review of Industry Wales was limited to producing full, accurate and unbiased transcripts of interviews, analyzing and grouping comments into common themes," it said in a statement.
"Detailed analysis of the evidence, assessment of the options and preparation of the review was carried out by Welsh government officials."

West Midlands Police earn red card over Copilot's imaginary football match

READ MORE
Tom Gifford, a member of the Senedd Public Accounts and Public Administration Committee, described the Welsh government's use of AI in deciding the fate of an organization it owned as "bonkers" when interviewed for political journalist Will Hayward's Substack newsletter.
As part of Industry Wales's closure, its associated tech forum company, Technology Connected, said in February that it too will cease trading on March 31.
The company ran the annual Wales Tech Week industry event, which in 2025 attracted more than 4,000 visitors. Ridgway told the committee the Welsh Automotive Forum is also closing after more than two decades in operation. (r)
    






        





This article was downloaded by calibre from https://go.theregister.com/feed/www.theregister.com/2026/03/26/wales_government_copilot/



	Previous
	Articles
	Sections
	Next





	Previous
	Articles
	Sections
	Next







    
        Original URL: https://www.theregister.com/2026/03/26/uk_social_media_ban_trial/
    

    UK wants to know if banning under-16s from social media does anything useful

    
300 families undergo 6-week trial to test impact on sleep, school, and home life    
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The UK government will trial different levels of restrictions on social media for under-16s with the help of 300 families, alongside a public consultation that has already gathered nearly 30,000 responses.
The Department for Science, Innovation and Technology (DSIT) will recruit families from across the UK and split them into four groups. Parents in the first group will be shown how to disable social media apps using parental controls to block their teenagers from using them at home. Parents in the second group will cap social media use at one hour a day. Those in the third group will prevent their offspring from using the services between 9pm and 7am. Those in the control group will carry on as before.
Researchers will interview parents and children at the start of the six-week pilot and again at the end to see how the restrictions have affected family life, sleep, and schoolwork. They will also ask about practical challenges such as parents' abilities to set controls and how effective they were.
DSIT officials and academics will assess data from the pilots alongside responses to the department's consultation on whether to restrict access for under-16s to social media, gaming, and AI sites, which runs until May 26.
The government announced the consultation in January after pressure from backbenchers, opposition parties, and members of the House of Lords to follow Australia in blocking under-16s from social media. It used this to convince MPs to vote 307 to 173 on March 9 to remove a Lords amendment that would have introduced such a ban.
As well as the small-scale pilot, DSIT said the Wellcome Trust research charity is funding a study of around 4,000 students aged 12-15 at ten schools in Bradford, West Yorkshire.


	Starmer's digital ID reboot raises same old questions as its Blair-era ancestor


	BBC World Service digital switch backfires as online audience drops


	US state laws push age checks into the operating system


	UK data watchdog fines Reddit PS14.47M for letting kids slip past the gate


"Large randomised controlled trials, like the one in Bradford, will allow us to both better understand the impact of social media and select interventions that work for young people as well as their families," said psychologist and Cambridge University research professor Amy Orben, who is co-leading the study, which starts later this year.
Some researchers have already concluded that social media is harming teenage mental health. "The preponderance of the evidence points to this conclusion: social media is not safe for adolescents," wrote Jonathan Haidt and Zachary Rausch of New York University's Stern School of Business in a section of the UN, Oxford University, and Gallup 2026 World Happiness Report.
DSIT's announcement comes in the same week that Apple said it would introduce age checks for its accounts in the UK, with users having to show they are over 18 to use some services and features.
They will do so either by providing credit card details if these aren't already on file or a scan of ID such as a driving licence.
Regulator Ofcom welcomed the move, saying: "Apple's decision that the UK will be one of the first countries in the world to receive new child safety protections on devices is a real win for children and families." (r)
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    Go for a walk, man: Sony's drive to create a car parked by partner Honda

    
CarStation/PlayMobile won't hit the road after pile-up of tax and competition issues in China and the USA    
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Sony and Honda have broken up, meaning their joint vision to deliver a revolutionary electric vehicle won't happen.
The two Japanese giants decided to build a car together in 2022 and formed a company called "Sony Honda Mobility" (SHM) to make it happen. A year later the pair showed off their plans in a prototype called "Afeela" to which Honda provided automotive expertise, and Sony supplied imaging and sensing technology, telecommunications, networks, and the in-car entertainment experience.
Afeela proposed a software-defined car that allowed drivers to customize the many interior displays with their preferred themes or apps created by third-party developers. SHM tossed around terms like Afeela becoming the "center of the mobility experience."
Your correspondent has recently test-driven several electric vehicles and can report that designs similar to those SHM showed off in a 2023 video have made it into production in cars from other manufacturers. Sony and Honda therefore weren't wildly outlandish outliers.
But efforts to create Afeela weren't rolling along happily, because yesterday SHM parked the car before it made it into production.
"SHM today announced that it has decided to discontinue the development and launch of its first model, Afeela 1, and its second model of Afeela vehicles that had been under development," according to a company statement.


	Sony no longer home of the Bravia as it plans TV biz spin-out to China's TCL


	Toys can tell us a lot about how tech will change our lives


	Ford rolls into the Xen Project as hypervisor gears up for autos


	Japan set to join the re-usable rocket club after Honda sticks a landing


A change of heart by Honda was the main reason for the decision, because earlier this month decided to cancel three EVs it planned to sell in the USA.
Honda blamed tariffs charged by the USA and the Trump administration's decision to reduce incentives to buy electric cars for its decision to shift into reverse.
The Japanese company also pointed to emerging Chinese EV-makers that it said are delivering better cars than Honda can make and gets them off the drawing board and onto the road faster.
"In such a difficult competitive environment, Honda was unable to deliver products that offer value for money better than that of newer EV manufacturers, resulting in a decline in competitiveness," the company admitted.
Honda's decision means "SHM will not be able to utilize certain technologies and assets that were originally planned to be provided by Honda at the time of SHM's initial business planning."
SHM therefore decided that it "does not have a viable path forward to bring the [Afeela] Models to market as originally planned."
That decision means Honda felt that even with Sony's extensive consumer tech experience, the auto-maker couldn't make a competitive EV.
It also means The Register can give up our dreams of SHM finding a better name than "Afeela" - CarStation or PlayMobile seemed obvious choices. We're sure you'll do better in the comments. (r)
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    Indian government probes CCTV espionage operation linked to Pakistan

    
Police found cameras pointing at infrastructure    
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Indian authorities have reportedly ordered an audit of the nation's CCTV cameras, after police uncovered what they claim was a Pakistan-backed surveillance operation.
This story begins on March 14th, when police in Ghaziabad - a city adjacent to India's capital Delhi - announced they had arrested suspects after finding CCTV cameras aimed at railway stations and other infrastructure. The solar-powered cameras streamed video over cellular networks - perhaps using accounts tied to stolen SIM cards - to viewers in Pakistan.
Indian authorities investigated further and found multiple cameras in other locations, all located near important infrastructure. It's alleged that Pakistan-backed operatives recruited Indian citizens to install the cameras.
India and Pakistan fought a brief war last year, and tensions between the two nations have been high for decades. The two nuclear-armed nations accuse each other of sponsoring terrorism.
The allegation that Pakistan found a way to install and operate cameras in India is therefore politically hot because it suggests Delhi's defenses against its greatest foe may have holes. The incident also shows that Indian laws requiring registration of all SIM cards used to connect devices to cellular networks have their limits.
Indian media now report that the nation's Ministry of Home Affairs has ordered an audit of all CCTV cameras across the nation, to check operators have secured them properly.


	Stop Pakistani content at the border, India tells media, tech biz


	Days after half a billion Asians went to the polls, Big Tech promises to counter 2024 election misinformation


	Indian politicians say Apple warned them of state-sponsored attacks


	Microsoft leaves Pakistan but promises customers won't notice the change


The need for such an audit suggests Indian authorities fear widespread compromise of CCTV cameras, a reasonable theory given the devices are notorious for running vulnerable versions of Linux and being co-opted into botnets like Mirai.
After reports of the camera audit emerged, India's government issued a statement reminding citizens that it has set standards for CCTV cameras sold, including checking for vulnerabilities that allow for unauthorized remote access. India has certified 507 cameras for sale within its borders, and government entities must use only those devices.
Spies remain free to acquire and deploy whatever cameras they choose. (r)
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    Datacenter batteries are selling years in advance, because AI, says Panasonic

    
Shifting production from automotive to compute and working on supercapacitors as another way to protect workloads    
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Major memory makers have already sold all the kit they can make this year, creating shortages and price increases. Datacenter infrastructure buyers may soon face the same issues when trying to get their hands on backup batteries.
Japanese giant Panasonic on Wednesday outlined its plans to triple production capacity for lithium-ion cells at its Japanese factories by expanding existing facilities and adapting some of its automotive manufacturing facilities to make batteries. The company is also considering adapting its Kansas plant to make more datacenter batteries.
The reason for this push is AI, which Panasonic notes is stoking demand for servers and therefore also for sources of backup power. The Japanese company therefore thinks that by 2029 it can sell Y=800 billion (US$5 billion) of batteries in its 2029 financial year, roughly quadrupling its current sales.
Panasonic claims customers have already agreed to buy around 80 percent of the products it will need to reach that target, and to enjoy 80 percent market share.
That leaves buyers who aren't already Panasonic customers bidding for a fifth of its output - assuming it can scale production as planned - even as they scale AI infrastructure.
Panasonic puts its batteries into rack-mounted units designed to sit among servers and other compute infrastructure and keep them operating for a few minutes - so they're basically uninterruptible power supplies. The company's kit can also be used to store energy and release it when energy prices spike, to help reduce power bills.


	Brilliant backups that kept data alive for ages landed web developer in big trouble


	Datacenters are hoarding grid power just in case, says Uptime Institute


	Google Cloud's so-called uninterruptible power supplies caused a six-hour interruption


	Digital Realty wants to turn Irish datacenters into grid-stabilizing power jugglers


The company is also working on supercapacitors as a source of backup energy.
Designers of electronic products use conventional capacitors as a reservoir of energy that's needed ASAP. Camera flashes are the classic use for a capacitor, and the devices suit that role because they store a little energy and discharge it rapidly.
Supercapacitors can store more energy and deliver it more slowly. They're also a denser energy storage medium than batteries.
Panasonic says it will use supercapacitors "to absorb fluctuations in power load" and will start to send them out of factories during its 2027 financial year.
Hopefully in sufficient quantities that they improve Panasonic's overall supply of energy storage kit before hyperscalers buy it all. (r)
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