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      Biting the hand that feeds IT -- Enterprise Technology News and Analysis


      
        Microsoft veteran says some 'broken by update' PCs were already doomed
        Richard Speed

        Patch Tuesday often gets blamed when a reboot merely exposes damage already done, according to Chen It's not me, it's you. Five words that signify the end of a relationship with a toxic partner, or an ill-timed riposte to users tired of broken Microsoft updates....

      

      
        Want to be the IT Crowd for the BBC? An PS800M contract beckons
        SA Mathieson

        Supplier will need to look after networks, email, tech support, tools and more - plus find cost savings The BBC is looking for a supplier to provide IT for all its workforce and help automate parts of the corporation through a contract apparently named after a dog....

      

      
        AI search is atomizing our information, warns government digital designer
        SA Mathieson

        We must design expecting much of what we publish will be reinterpreted by 'systems we don't control' Those who rely on artificial intelligence to summarize official material may get a misleadingly narrow or incomplete version of it, a senior designer for the UK government has warned....

      

      
        Artemis II blasts off on first crewed lunar mission since Apollo
        Richard Speed

        And of course the Orion toilet malfunctioned Toilet trouble, telemetry problems, and an issue with the flight termination system have not marred the Artemis II mission to the Moon, which launched yesterday.... 

      

      
        SystemRescue 13 lands with Linux 6.18 and bcachefs support
        Liam Proven

        And other handy tools that could save your data in a crisis The latest update to the handy SystemRescue is here with a new kernel. There's also a new GParted Live, and some other handy utilities....

      

      
        The company's biggest security hole lived in the breakroom
        Avram Piltch

        Connected devices can leave an otherwise secure network vulnerable Pwned  Welcome to Pwned, The Register's new column, where we highlight the worst infosec own goals so you can, hopefully, protect against them. Caffeine is an essential tool for most IT defenders, so, on balance, we're sure it has protected against a lot more exploits than it has caused. But in this case, the desire for everyone's favorite stimulant led to a massive breach....

      

      
        AI recruiting biz Mercor says it was 'one of thousands' hit in LiteLLM supply-chain attack
        Jessica Lyons

        First public downstream victim, but won't be the last AI hiring startup Mercor confirmed it was "one of thousands of companies" affected by the LiteLLM supply-chain attack as the fallout from the Trivy compromise continues to spread....

      

      
        Google's TurboQuant saves memory, but won't save us from DRAM-pricing hell
        Tobias Mann

        Chocolate Factory's compression tech clears the way to cheaper AI inference, not more affordable memory When Google unveiled TurboQuant, an AI data compression technology that promises to slash the amount of memory required to serve models, many hoped it would help with a memory shortage that has seen prices triple since last year. Not so much....

      

      
        'Uncle Larry's biggest fan' cut by email in early morning Oracle layoff spree
        O'Ryan Johnson

        WARN filings in two states show 1,000+ layoffs, but wider cuts remain unconfirmed By his third failed attempt to log into Oracle's VPN on Tuesday morning, a decades-long employee of the company started to get a bad feeling.... 

      

      
        Live and Let AI: Former CIA officer says human spies matter more in the LLM age
        Brandon Vigliarolo

        AI is eroding trust in digital communications and data, giving old-school spycraft fresh relevance for modern agents The bots won't be coming for 007's job anytime soon. According to a former CIA officer, AI may help create false documents, but this fakery will give old-fashioned human intelligence fresh relevance....

      

      
        Claude Code bypasses safety rule if given too many commands
        Thomas Claburn

        A hard-coded limit on deny rules drops automatic enforcement for concatenated commands Claude Code will ignore its deny rules, used to block risky actions, if burdened with a sufficiently long chain of subcommands. This vuln leaves the bot open to prompt injection attacks....

      

      
        Amazon security boss: AI makes pentesting 40% more efficient
        Jessica Lyons

        Plus: how to train your human AI interview  Amazon has seen a 40 percent efficiency gain by using AI tools to pentest its products before and after launch, according to security chief CJ Moses....

      

      
        Japanese shipper MOL wants a floating datacenter, and Hitachi just climbed aboard
        Dan Robinson

        Second-hand ship, seawater cooling, with operations eyed for 2027 Japan is getting more serious about floating datacenters, as Mitsui OSK Lines (MOL) has agreed to a deal with Hitachi to develop one with operations targeted for 2027 or later....

      

      
        Renewables reached nearly 50% of global electricity capacity last year
        Brandon Vigliarolo

        Cool, but fossil-fuel additions and AI-era power demand still muddy the climate math It was a strong year for renewable power expansion in 2025, with solar installations helping push renewables to nearly half of global electricity capacity, but that does not mean the world is yet on pace to meet its renewable energy commitments.... 

      

      
        OpenAI gets $122B to 'just build things' as the world blows them up
        Lindsay Clark

        War, oil shocks, and market nerves could yet knock the AI boom off course Opinion  OpenAI has secured an additional $122 billion in capital from a diverse group of investors and reached a nominal $852 billion valuation, the highest of any pre-IPO tech company....

      

      
        Ruby Central report reopens wounds over RubyGems repo takeover
        Tim Anderson

        Board-backed account of maintainer ouster is unlikely to settle row over governance, control, and trust Ruby Central, a nonprofit that supports the Ruby programming language ecosystem, just published an incident report regarding what it calls the September 2025 RubyGems fracture, when ownership of the GitHub code repository behind the RubyGems package manager was wrested from existing maintainers....

      

      
        'People's Panel' to check if UK wants controversial Digital ID will cost PS630K
        SA Mathieson

        We could tell you no for free The UK government will spend about PS630,000 running a discussion panel on its digital identity card plans, which minister James Frith said will "consider different perspectives and debate trade-offs" alongside a formal consultation....

      

      
        Virgin Galactic reopens ticket sales with out-of-this-world price hikes
        Richard Speed

        Flights to resume in 2026 before space tourism biz runs out of cash Virgin Galactic has reopened suborbital ticket sales with a price rise and a promise for commercial spaceflight operations in Q4 2026.... 

      

      
        Claude Code source leak reveals how much info Anthropic can hoover up about you and your system
        Thomas Claburn

        If you loved the data retention of Microsoft Recall, you'll be thrilled with Claude Code Anthropic's Claude Code lacks the persistent kernel access of a rootkit. But an analysis of its code shows that the agent can exercise far more control over people's computers than even the most clear-eyed reader of contractual terms might suspect. It retains lots of your data and is even willing to hide its authorship from open-source projects that reject AI.... 

      

      
        Don't open that WhatsApp message, Microsoft warns
        Jessica Lyons

        How to avoid social engineering attacks? Employee training tops the list Be careful what you click on. Miscreants are abusing WhatsApp messages in a multi-stage attack that delivers malicious Microsoft Installer (MSI) packages, allowing criminals to control victims' machines and access all of their data....
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    Microsoft veteran says some 'broken by update' PCs were already doomed

    
Patch Tuesday often gets blamed when a reboot merely exposes damage already done, according to Chen    


    
        By 
Richard Speed        
    

    
        Posted in OSes,
        
            2nd April 2026 13:32 GMT
        
    


    
It's not me, it's you. Five words that signify the end of a relationship with a toxic partner, or an ill-timed riposte to users tired of broken Microsoft updates.
According to veteran Microsoft engineer Raymond Chen, updates from the company aren't always to blame for borked customer devices. Sometimes those devices were already broken, but customers hadn't noticed until a Patch Tuesday restart attempt left them with an unbootable system.
Chen wrote: "My colleagues over in enterprise product support often get corporate customers who report that 'Your latest update broke our system'." It seems a reasonable complaint - the computer was working fine until an update.
However, a thorough investigation of log files, dumps, and traces can reveal that the culprit was not the update. In fact, rolling back the update doesn't fix things. Restarting a system that hasn't had the update applied yet results in another unbootable device.
According to Chen, what is really happening is that a few weeks prior, somebody did something to the device. Perhaps it was a new driver. Maybe a new group policy that did something a little suspect with the registry. Something that left the device unbootable but it wasn't noticed until the Patch Tuesday restart.


	Windows 95 let installers trash its files then fixed the mess behind their backs


	Once upon a time, saving your bits meant punching holes in floppies


	How Microsoft's legal eagles wrangled Happy Days for Windows 95


	Microsoft veteran explains the one weird trick that made Windows 95 restart faster


"And then," writes Chen, "Patch Tuesday comes around, the update installs, and the system reboots, and now the new software or the new driver or the sketchy configuration settings kick in to make their lives miserable."
"It wasn't the update that broke their system. It was the fact that the system rebooted."
It's a cute story, until one considers that Chen comes from an earlier era of Windows when Microsoft thoroughly tested code before shipping it. More recently, the company has churned out a succession of updates that left customer computers in varying states of distress.
At the end of March, Microsoft released an out-of-band update to deal with a preview patch that didn't even manage to install, let alone render a customer's device unbootable.
Uncontrolled tinkering with devices might be a factor in unbootable computers, but a larger factor these days is that many Microsoft updates have proved just as flaky as administrators suspect, if not more so. (r)
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    Want to be the IT Crowd for the BBC? An PS800M contract beckons

    
Supplier will need to look after networks, email, tech support, tools and more - plus find cost savings    


    
        By 
SA Mathieson        
    

    
        Posted in Public Sector,
        
            2nd April 2026 11:48 GMT
        
    


    
The BBC is looking for a supplier to provide IT for all its workforce and help automate parts of the corporation through a contract apparently named after a dog.
[image:  peter capaldi as the Doctor and jenna coleman as the assistant in front of the Tardis - from bbc kids fantasy series Doctor Who]
No, BBC 'detector vans' cannot really spy on your home Wi-Fi

FROM THE ARCHIVES
The UK's main public sector broadcaster published a tender for Project Petra, covering enterprise end-user IT and infrastructure for more than 30,000 workers in more than 200 locations worldwide on March 26. The contract will run from February 22, 2027, to October 1, 2032, with the option to extend for three further years, with a total estimated value of PS793 million ($1 billion), including VAT.
Project Petra covers email, collaboration tools, support for users and their devices, as well as servers, networks, and application management, but the winning supplier stands to earn much of the contract's value through transformation work intended to cut costs. The BBC is renegotiating its royal charter with the government, under which it collects a license fee from most households, which provides the majority of its funding, making this a particularly good time to be seen seeking efficiency savings. 
"The successful supplier is expected to play a key role in projects to consolidate technology and to drive automation across the BBC, delivering long-term savings, and the estimated contract value reflects this potential scope," says the tender notice. "The cost of delivering our day-to-day services is expected to be a small proportion of the total potential contract value."
The BBC plans to invite five or six suppliers to tender for Project Petra and will judge their bids 60 percent on cost and 40 percent on quality. It plans to award the contract around February 8 next year.
The contract appears to be named after Blue Peter dog Petra, who appeared in the long-running BBC children's TV program from 1962 to 1977 and is remembered by a statue in the show's garden outside its studios in Salford, Greater Manchester.
Many decades later, the TV show's former editor, Biddy Baxter, revealed that Petra was actually the second Blue Peter dog because a puppy that appeared in one episode died two days later. She and producer Edward Barnes drove around London in a Mini to find a replacement, eventually finding Petra in a Lewisham shop. "Not a single viewer spotted the swap," she wrote in a book published in 2008.


	Google is to journalism what Vikings were to monks. Now their man will run the BBC


	UK government admits Capita pension portal was crapita at launch


	BBC World Service digital switch backfires as online audience drops


	Repopulate! Repopulate! Two lost Doctor Who episodes turn up in private collection


In 2015, Blue Peter used Project Petra as the name for a competition that selected three young viewers to tour MI5's Thames House headquarters with a TV crew, the first time a broadcaster had been allowed inside the building.

  Youtube Video



'BBC workers' set up Syncopatipad, SyncopatiCal, and SyncopatiPrint in the comedy show W1A:


"I wouldn't necessarily want anyone else to see this [printout]"


"Yeah no cool yeah. We just set up Syncopati-Print. OK done. Cool."


"So where's it printing?"


"Yeah, no, cos er.. say again?"


"Which printer is it printing at?"


"Yeah no, it doesn't tell you that."


"It doesn't tell you?"


"No, like, it could literally be any printer, anywhere in the building."


"Right."


"Yeah no, it's pretty cool."


"Yes."


In W1A, a three-series BBC comedy shown in the 2010s about the foibles of the corporation's fictional management, staff struggle to use a software suite called Syncopatico. This fails to tell users which printer it will use for documents, swaps people's calendar events, and gets names wrong when generating live subtitling, all with hilarious results. But even W1A's writers didn't think to name it after a Blue Peter dog. (r)
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        Original URL: https://www.theregister.com/2026/04/02/ai_search_is_atomising_content/
    

    AI search is atomizing our information, warns government digital designer

    
We must design expecting much of what we publish will be reinterpreted by 'systems we don't control'    


    
        By 
SA Mathieson        
    

    
        Posted in Networks,
        
            2nd April 2026 10:53 GMT
        
    


    
Those who rely on artificial intelligence to summarize official material may get a misleadingly narrow or incomplete version of it, a senior designer for the UK government has warned.
The country's Department for Education's digital services are seeing more traffic from AI-mediated search and fewer actual page visits, according to head of design Mark Edwards. "At first, this felt like progress; faster access to information is not something to resist," he writes in a blogpost on the GOV.UK website. "But as we looked closer, a more complicated picture emerged."


If AI-mediated agents or answers become the dominant entry point, we need to be sure that people who lack confidence or familiarity are not disadvantaged further...


One problem is that AI tools only answer the question they are asked: "They meet users where they already are, which can limit discovery and reinforce gaps in understanding," Edwards writes. For example, a teenager leaving school may not know to search specifically for information on options such as apprenticeships, T-levels or vocational pathways.
Things may not be as bad for a clueless school-leaver as Edwards fears. An AI overview generated by Google in response to a search on the question "What are my options leaving school?" from a UK IP address included all three of the options he mentioned as well as A-levels, university and getting a job. It drew on sources including a GOV.UK blogpost designed to answer this question, as well as graduate careers sites and advice pages on websites run by charities, a local authority and an individual school, all of which appeared fairly reliable.
But even if AI tools can provide detailed answers to broad questions, those writing official websites will need to do so in future partly for people who never visit.


	Perplexity: Everything is Computer, everything is AI, Computer is everything, AI is us


	Malware-laced OpenClaw installers get Bing AI search boost


	Recycling biz reckons AI features are destroying smartphone resale values


	Cloudflare turns websites into faster food for AI agents


"We now need to design with the expectation that much of what we publish will be read indirectly, atomised, summarised or reinterpreted by systems we don't control," writes Edwards.
This makes qualities including clear, well-structured content in plain English even more important, but also means thinking about whether a paragraph lifted out of context is safe and accurate. Edwards adds that is also likely to mean testing what material looks like after it has gone through AI tools and designing it to be interpreted by both machines and people. "If AI-mediated agents or answers become the dominant entry point, we need to be sure that people who lack confidence or familiarity are not disadvantaged further," he says.
The Government Digital Service is piloting its own AI-driven chatbot, which only uses material from GOV.UK, and reckons this is now accurate in 90 percent of its answers. Users find its 10.7 second average response time is too slow, however, so the service is considering breaking up answers to provide an initial reply more quickly. (r)
    






        





This article was downloaded by calibre from https://go.theregister.com/feed/www.theregister.com/2026/04/02/ai_search_is_atomising_content/



	Previous
	Articles
	Sections
	Next





	Previous
	Articles
	Sections
	Next
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    Artemis II blasts off on first crewed lunar mission since Apollo

    
And of course the Orion toilet malfunctioned    


    
        By 
Richard Speed        
    

    
        Posted in Science,
        
            2nd April 2026 10:19 GMT
        
    


    
Toilet trouble, telemetry problems, and an issue with the flight termination system have not marred the Artemis II mission to the Moon, which launched yesterday.
The four-person crew, consisting of NASA astronauts Reid Wiseman, Victor Glover, and Christina Koch, and the Canadian Space Agency's Jeremy Hansen, was sent into orbit during the first launch opportunity on April 1.
[image: Artemis II rocket launch (pic: NASA/Michael DeMocker)]
Artemis II launch (pic: NASA/Michael DeMocker)


The crew was packed into the Orion capsule, dubbed Integrity, a few hours before launch. Liftoff took place at 22:35:12 UTC after a number of snags during an otherwise trouble-free count. While the leaks that vexed an early Wet Dress Rehearsal did not reappear, several last-minute glitches cropped up, including a problem with the Flight Termination System and a battery temperature warning on the Launch Abort System.
In the closing minutes of the countdown, controllers reported a brief telemetry dropout, but the duration was within allowable limits.
The glitches continued once the spacecraft reached orbit. Communication from the ground to the capsule was briefly lost and the toilet aboard Orion malfunctioned, requiring crew intervention to resolve the issue.
While a bathroom issue would have been very unlikely to halt the mission - backup plans exist for such an eventuality - troublesome toilets have long been a feature of human spaceflight. Orion joins a long list of spacecraft, including the Space Shuttle and International Space Station, that have suffered breakdowns.
Still, there's always the Apollo-era Fecal Containment Device.


	Artemis II countdown begins as NASA prepares for crewed Moon flyby


	Goodbye, Lunar Gateway: NASA ditches Moon station for Moon base


	Starship may chauffeur Orion to the Moon, as NASA mulls ditching SLS after Artemis V


	Artemis II takes a rain check on return to launch pad as NASA fixes loose wire


The Artemis II crew is currently orbiting Earth ahead of a burn intended to send the spacecraft around the Moon. Where Apollo-era missions performed the Trans-Lunar Injection burn soon after launch, controllers will take more time to ensure the Orion spacecraft checks out before using the European Service Module to send the vehicle on a free-return trajectory, looping around the Moon then heading back to Earth.
If all goes well, the lunar flyby should happen on April 6.
Splashdown is planned for April 11, after which focus will turn to Artemis III and the lunar landing mission, Artemis IV. The gap between Artemis I and II was more than three years. NASA administrator Jared Isaacman said that Artemis III, which will test lunar landing technology, will go ahead in 2027, and the Artemis IV landing is planned for 2028.
The timeline is ambitious considering that it depends on third parties, namely SpaceX and Blue Origin. SpaceX has some way to go until its lander, which depends on the company's Starship rocket, is ready for crew. While Artemis II is headed to the Moon, a flight test of SpaceX's latest rocket has yet to take place.
Regardless of how distant a lunar landing remains, Artemis II is a major achievement, and the prospect of humans looping around the Moon for the first time in more than half a century is historic.
Controllers will keep the Champagne on ice until the crew is safely back on Earth. It will be a long ten days for engineers monitoring the spacecraft on its voyage to the Moon and back. (r)
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    SystemRescue 13 lands with Linux 6.18 and bcachefs support

    
And other handy tools that could save your data in a crisis    


    
        By 
Liam Proven        
    

    
        Posted in OSes,
        
            2nd April 2026 09:02 GMT
        
    


    
The latest update to the handy SystemRescue is here with a new kernel. There's also a new GParted Live, and some other handy utilities.
Another year, another new version of the very handy SystemRescue. Earlier this week, version 13.0 appeared, with better support for HiDPI screens, and more.
SystemRescue 13 uses Linux kernel 6.18 from early December last year, which within days was made the latest LTS kernel. This time last year, we looked at SystemRescue 12, which had kernel 6.12 - its first version with the new bcachefs filesystem built in. (Bcachefs first debuted with kernel 6.7 and was ejected again 10 versions later.)
[image: SystemRescue 13 has a bunch of handy tools - and a full manual built right in]
SystemRescue 13 has a bunch of handy tools - and a full manual built right in


SystemRescue is avoiding the drama as best it can. Although bcachefs is no longer being developed inside the kernel, it is still in active development - albeit with an LLM coding assistant. The radical new filesystem is now available as a kernel module, which can be built and loaded with DKMS, and the SystemRescue change log says:


Updated bcachefs tools and kernel module to version 1.37.3


This version also has GParted version 1.8.1, which was released earlier this March, and tweaked font handling, which should improve its readability on HiDPI screens. A new addition is FATSort, which can sort the filenames on all variants of the FAT filesystem.
Back in the 1980s, this vulture used a tool called Norton Directory Sort to do this. Then we got MS-DOS 5, which you could set the DIRCMD environment variable, which made the DIR command sort its output. (We used SET DIRCMD=/OEN back then.) Now there's no need. FATSort can do it for you, even on FAT32 with long filenames!


	Leaked memo suggests Red Hat's chugging the AI Kool-Aid


	Ubuntu 26.04 beta arrives packing GNOME 50, which no longer supports Google Drive


	Android keyboard ditches keys entirely, predicts what you mean


	Apple's last tower topples... and the others will follow


GParted Live
SystemRescue has other tricks up its sleeve, but GParted is one of its more useful tools. If that's all you need, it has its own bootable live medium, and there's also a new version of that. GParted Live 1.8.1 appeared about a week before SystemRescue 13, and it has kernel 6.19. It doesn't do as much, but then again, it is half the size: SystemRescue 13 is about 1.3 GB, while GParted Live is under 650 MB - it's CD-sized.
[image: The latest GParted Live is smaller and has an even newer kernel than SystemRescue.]
The latest GParted Live is smaller and has an even newer kernel than SystemRescue


Grml
For hardcore Linux sysadmins who scorn point-and-click and want proper command-line tools, there's also Grml. The latest Grml 2025.12 appeared at the end of last year, so it's not quite so current. According to the project's FAQ, "grml" is a word. Apparently, it's pronounced "greml" and it is something akin to "aargh" or "grrr" in English.
[image: Grml is nowhere near as pretty, but you do get Fluxbox if you need it.]
Grml is nowhere near as pretty, but you do get Fluxbox if you need it


We are not that hardcore, to be honest, but we are intrigued by a possibility the Arch Wiki describes: keeping a copy of Grml in the ESP. The small edition of Grml is a half-gigabyte download and if you have a large UEFI System Partition, you can keep the Grml squashfs directly in your ESP and boot it from there, without any removable media, root partition, or anything else. It puts us in mind of the OneFileLinux project but using an off-the-shelf emergency recovery toolkit, which is inspired. We have not tried this yet, but it sounds potentially very useful in an emergency. (r)
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    The company's biggest security hole lived in the breakroom

    
Connected devices can leave an otherwise secure network vulnerable    


    
        By 
Avram Piltch        
    

    
        Posted in Security,
        
            2nd April 2026 08:01 GMT
        
    


    
Pwned Welcome to Pwned, The Register's new column, where we highlight the worst infosec own goals so you can, hopefully, protect against them. Caffeine is an essential tool for most IT defenders, so, on balance, we're sure it has protected against a lot more exploits than it has caused. But in this case, the desire for everyone's favorite stimulant led to a massive breach.
Our story comes to us courtesy of a reader we'll Regomize as TR, a digital forensics investigator with almost two decades of experience.
He describes a situation where a corporate client called because they thought that their server room had been invaded by a rival after suffering a data breach. Rather than jump to that conclusion, TR and his company spent several days looking for malware and other vulnerabilities on the network. What they found was rather surprising.
It turned out that the leak came not from malicious software, but from an internet-connected coffee machine that was on the client's secure network. This device could output espresso, but it also came with a default password, an ancient OS, and no firewall.
Threat actors discovered the coffee machine and used it to get around all of the client's security measures. Every time someone brewed a cup, the machine was sending packets outside the country to malicious actors.
"We needed to explain to the room that was full of vibrant executives that they had highly sensitive data that was compromised by a cappuccino," TR said. "Even the most expensive firewall that the world has to offer will not be able to secure you when even your kitchen appliances are chatting with the enemy."


	To BSOD or not to BSOD? Only Microsoft knows the answer


	Windows pays tribute to Britain's creaking rail network with a BSOD


	Lloyds Banking Group apps play mix-and-match with customer transactions


	Hotel's rotary switchboard so retro it predates the concept of crashing


Sound far-fetched? Merritt Maxim, VP and research director at Forrester Research, said that this incident reminded him of one from 2017, when hackers used a connected fish tank to pwn a North American casino [PDF]. The tank used a VPN to separate its data from the rest of the network. However, attackers still managed to exfiltrate 10 GB of data and send it all the way to Finland, according to Darktrace.
"Forrester data shows that connected devices are increasingly involved in data breaches," Maxim said, "because they often have default passwords, lack monitoring of traditional desktops, and are often assumed to be benign."
So be careful what devices you allow onto your network. And make sure you always change the default passwords.
Have a story about someone leaving a gaping hole in their network? Share it with us at pwned@sitpub.com. Anonymity available upon request. (r)
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    AI recruiting biz Mercor says it was 'one of thousands' hit in LiteLLM supply-chain attack

    
First public downstream victim, but won't be the last    


    
        By 
Jessica Lyons        
    

    
        Posted in Cyber-crime,
        
            2nd April 2026 00:02 GMT
        
    


    
AI hiring startup Mercor confirmed it was "one of thousands of companies" affected by the LiteLLM supply-chain attack as the fallout from the Trivy compromise continues to spread.
"We recently identified that we were one of thousands of companies impacted by a supply chain attack involving LiteLLM," Mercor said on social media in a Tuesday post.
"Our security team moved promptly to contain and remediate the incident," the statement continued, adding that it's conducting a "thorough investigation" with the help of third-party forensics experts, and will "devote the resources necessary to resolving the matter as soon as possible."
The company's admission follows claims by extortion crew Lapsus$, later shared on social media by researcher Dominic Alvieri, that it stole 4 TB, including 939 GB of Mercor source code, plus other data, from the AI recruiting firm, and offered to sell the purloined files to the highest bidder.
While Mercor's statement didn't say how Lapsus$ gained access to its company data following the LiteLLM compromise, last week Wiz security researchers told The Register that "high-profile extortion groups like Lapsus$" were now working with the TeamPCP, the crew believed to be responsible for the Trivy, LiteLLM, and other popular open source project supply chain attacks.
Mercor did not immediately respond to our inquiries.
Following a report that TeamPCP also breached Cisco's internal development environment and stole source code from credentials swiped via the Trivy attack, Cisco told The Register that it is "aware of the Trivy supply-chain issue that is affecting the industry."


	1K+ cloud environments infected following Trivy supply chain attack


	LiteLLM loses game of Trivy pursuit, gets compromised


	Telnyx joins LiteLLM in latest PyPI package poisoning tied to Trivy breach


	Supply chain blast: Top npm package backdoored to drop dirty RAT on dev machines


"We promptly launched an assessment and based on our investigation to date, we have not seen any evidence of impact on our customers, products, or services," a spokesperson told us. "We continue to investigate and closely monitor this situation and will follow our well-established procedures for addressing these types of issues and communicating with our customers as appropriate."
Cisco twice declined to answer this question: Were any of Cisco's systems accessed by the attackers?
How it started...
TeamPCP compromised Trivy, an open source vulnerability scanner maintained by Aqua Security in late February, and, a month later, injected credential-stealing malware into the scanner. 
Later in March, the same crew injected the same malware into open source static analysis tool KICS maintained by Checkmarx, and also published malicious versions of LiteLLM and Telnyx to the Python Package Index (PyPI).
After all of these attacks, Google-owned cloud security shop Wiz said its researchers "saw indications in Cloud, Code, and Runtime evidence that the credentials and secrets stolen in the supply chain compromises were quickly validated and used to explore victim environments and exfiltrate additional data." 
So while Mercor is the first downstream company to publicly confirm it was a victim of the compromises, it won't be the last. 
How it's going
Threat hunters at vx-underground estimate the data thieves have exfiltrated data and secrets from 500,000 machines, and last week at RSA Conference, Mandiant Consulting CTO Charles Carmakal told reporters that the Google-owned incident response biz knew of "over 1,000 impacted SaaS environments" that were "actively" dealing with the cascading effect of the TeamPCP supply chain attacks.
"That 1,000-plus downstream victims will probably expand into another 500, another 1,000, maybe another 10,000," Carmakal said. "And we know that these actors are collaborating with a number of other actors right now." 
In addition to Lapsus$, TeamPCP is also partnering with ransomware gangs CipherForce and Vect to leak data and extort victims, according to Palo Alto Networks' Unit 42. (r)
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Chocolate Factory's compression tech clears the way to cheaper AI inference, not more affordable memory    
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When Google unveiled TurboQuant, an AI data compression technology that promises to slash the amount of memory required to serve models, many hoped it would help with a memory shortage that has seen prices triple since last year. Not so much.
TurboQuant isn't the savior you might be hoping for. Having said that, the underlying technology is still worth a closer look as it has major implications for model devs and inference providers.
What the heck is TurboQuant
Detailed by Google researchers in a recent blog post, TurboQuant is essentially a method of compressing data used in generative AI from higher to lower precisions, an approach commonly referred to as quantization.
According to researchers, TurboQuant has the potential to cut memory consumption during inference by at least 6x, a bold claim at a time when DRAM and NAND prices are at record highs.
However, unlike most quantization methods, TurboQuant doesn't shrink the model. Instead it aims to reduce the amount of memory required to store the key value (KV) caches used to maintain context during LLM inference.
In a nutshell, the KV cache is a bit like the model's short-term memory. During a chat session, for example, the KV cache is how the model keeps track of your conversation.
Where things get tricky is that these KV caches can pile up quite quickly, often consuming more memory than the model itself.
Usually, these KV caches are stored at 16-bit precision, so if you can shrink the number of bits used to store them to eight or even four bits, you can reduce the memory required by a factor of 2x to 4x.
While TurboQuant has certainly brought attention to KV cache quantization, the overarching idea isn't new. In fact, it's quite common for inference engines to store KV caches at FP8 for these reasons.
However, this kind of quantization isn't free. Lower precision means fewer bits to store key values and therefore less memory. These quantization methods also tend to introduce their own performance overheads.
This is really where TurboQuant's innovations lie. Google claims that it can achieve quality similar to BF16 using just 3.5 bits, while also mitigating those pesky overheads. At 4 bits, they claim as much as an 8x speedup on H100s when computing attention logits used to decide what in the context is or isn't important to the request. 
And the researchers didn't stop there. In testing, they found they could crush the KV caches to 2.5 bits with minimal quality loss, which is where the claimed 6x memory reduction appears to have come from.
How does it work
TurboQuant is able to achieve this feat by combining two mathematical approaches: Quantized Johnson-Lindenstrauss (QJL) and PolarQuant.
PolarQuant works by mapping KV-cache vectors, which are just high-dimensional mathematical expressions of magnitude and direction, onto a circular grid that uses polar rather than Cartesian coordinates.
"This is comparable to replacing 'Go 3 blocks east, 4 blocks north' with 'go 5 blocks total at a 37-degree angle,'" Google's blog post explains.
Using this approach, the vector's magnitude and direction are now represented by its radius and angle, which the search giant explains eliminates the memory overhead associated with data normalization as each vector now shares a common reference point.
In addition to PolarQuant, Google also employs QJL to correct any errors introduced during the first phase and preserve the accuracy of the attention score used by the model to determine what information is or isn't important to serving a request.
The result is that these vectors can be stored using a fraction of memory. And this tech isn't limited to KV caches either. According to Google, the technology also has implications for vector databases used by search engines.


	OpenAI gets $122B to 'just build things' as the world blows them up


	Raspberry Pi leans into semiconductors as sales climb - especially in US and China


	Arm says agentic AI needs a new kind of CPU. Intel's DC chief isn't buying it


	Memory-makers' shares are down. Some RAM prices have eased. Blaming Google is not a good idea


Why TurboQuant won't deliver us from memory mayhem
With a claimed compression ratio of 6:1, it's not surprising that many on Wall Street tied memory makers' downward spirals to the introduction of TurboQuant.
But while the tech is likely to make AI inference clusters more efficient and therefore less expensive to operate, it's unlikely to curb demand for the NAND flash and DRAM memory used to store those KV-caches.
A year ago, open weights models like DeepSeek R1 offered context windows ranging from 64,000 to 256,000 tokens. Today, it's not uncommon to find open models sporting context windows exceeding one million tokens.
TurboQuant could allow an inference provider to make do with less memory, or let them serve up models with larger context windows. With code assistants and agentic frameworks like OpenClaw driving demand for larger context windows, the latter strikes us as the more likely of the two.
It seems that the industry watchers at TrendForce would agree. In a report published earlier this week, they predicted that TurboQuant will spark demand for long-context applications that drive demand for more memory rather than curb it. (r)
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    'Uncle Larry's biggest fan' cut by email in early morning Oracle layoff spree

    
WARN filings in two states show 1,000+ layoffs, but wider cuts remain unconfirmed    
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By his third failed attempt to log into Oracle's VPN on Tuesday morning, a decades-long employee of the company started to get a bad feeling.
When Slack stopped responding too, the feeling got worse. Then he checked his email and discovered that he was one of the estimated thousands of Oracle employees who had received a message saying that their services were no longer required.
"Basically it said 'Thank you. Go (expletive) yourself,'" he told The Register.
The Register is not identifying the employee since he fears that publicly discussing his termination could adversely affect a separation package that he has not yet received any information about.
Oracle has not commented on the number of workers it laid off on Tuesday. It declined to comment to The Register on Tuesday and Wednesday.
It was AI, the decades-long Oracle employee said, that took his job and it will take more jobs. But he said AI's ability to replace humans is limited to the companies that can incorporate it into workflows, which he only sees happening at large enterprises.
"It's not coming for the entire American economy," he said. "It will come for the big guys. You need to have solid orchestration and automation in place and, in the end, you still need to tell it what to do, for now."
Oracle cut at least 491 jobs in Washington, according to a WARN notice filed in that state, which said all laid off workers would be separated by June 1. In a 31-page attachment, it listed the jobs cut. Many were software developers and project managers.
In Missouri, 539 Oracle workers were cut in Kansas City, according to a WARN notice filed there. Those layoffs accounted for more than half of the state's 1,021 jobs lost so far this year.
The cuts appear to be part of Oracle's fiscal 2026 restructuring plan, first valued at up to $1.6 billion in September 2025 and later raised to $2.1 billion in March. Oracle recorded $415 million in restructuring expense in the same quarter Bloomberg reported layoffs in its cloud division.
It is not clear how many workers were affected on Tuesday, though a screenshot and Reddit posts purporting to show internal Slack user counts suggested a drop of about 10,000 overnight. The cuts echo a TD Cowen forecast earlier this year, when the investment bank questioned how Oracle would finance its expanding AI datacenter buildout and suggested headcount reductions could reach 20,000 to 30,000.
"I'm not surprised. It's corporate America," the longtime Oracle worker told The Register. "I wasn't lured in by the high salaries or the great benefits. The benefits were great. But I'm someone who carries my laptop with me all the time and, if there is a problem that I'm working on, I don't care if it is the weekend or Christmas, I'm going to work on that problem until it's solved."


	Oracle tops up restructuring fund for FY26 by $500M


	As Oracle loses interest in MySQL, devs mull future options


	Bank of England's Oracle cloud migration bill triples as project grinds on


	Two heads better than one? Oracle gives the co-CEO model another shot


That initiative had carried him through his decades at Oracle as he saw the company grow exponentially from its roots in the database to embrace cloud and now become an important piece of the AI fabric that is taking over technology.
He said as Oracle grew, he watched his own fortunes grow with it.
"I've been Uncle Larry's biggest fan," he said, referring to Oracle cofounder, chairman, and CTO Larry Ellison. "I've seen stories about toxic work culture, but I never experienced it."
He said he wasn't upset that he didn't get a phone call to deliver the bad news.
"When you are cutting that many people, it sort of makes sense," he said. "I'm glad I'm near the end of my career and I don't have kids to worry about." (r)
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    Live and Let AI: Former CIA officer says human spies matter more in the LLM age

    
AI is eroding trust in digital communications and data, giving old-school spycraft fresh relevance for modern agents    
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The bots won't be coming for 007's job anytime soon. According to a former CIA officer, AI may help create false documents, but this fakery will give old-fashioned human intelligence fresh relevance.
Former CIA case officer (case officers recruit and handle foreign agents overseas) and RAND Corporation researcher Thomas Mulligan explained in the March edition of the CIA's Studies in Intelligence journal that, rather than render human intelligence work obsolete, AI may make human operators and analysts even more important to the intelligence community.
Humans won't just be necessary for intelligence work, Mulligan said. He lays out a case that AI will make human intelligence officers essential as truth becomes harder to distinguish from computer-generated fiction in the coming years. AI, Mulligan said, will be fantastic for counterintelligence operations, with intelligence gatherers, analysts, and case officers like him becoming ripe targets in the coming years. 
"Agents may already be using AI to fabricate information," Mulligan explained, adding that AI only makes the disinformation game easier to engage in. 
Sources could use an LLM to generate convincing false intelligence before meeting a gullible American handler, or an AI could even be used to dream up a convincing backstory for a counterintelligence agent seeking to plant false facts. 
"Widely available generative AI models put this capability into every fabricator's hands," Mulligan said. "Methods for detecting deepfakes exist and are improving, but so are the countermeasures."
Beyond that, he explained that AI has the potential to become the ultimate tool for the detection of intelligence operatives, with AI crawling camera feeds and being trained to spot every last little detail that could give away a spy. 
AI can have uses for the modern intelligence operative, Mulligan explained, with the tool being useful for identifying strategies for manipulating people, or for combing through mountains of intelligence for particular items. Case officers and other intelligence officials should be trained to use them, Mulligan argues, but also that AI will make the lives of field agents more difficult.
Welcome back to the age of spycraft
"It is tempting to think that, in an AI-saturated world, HUMINT [human intelligence] will be a relic," Mulligan posits in the paper. "The opposite is likely true." 
With AI-crafted misinformation threatening to overwhelm digital environments, AI undermining the trustworthiness of electronic communications, and technical intelligence cheap in the modern age, it's human-to-human spycraft tricks that are likely to become the standard for intel operatives, again. 


	CIA exposed to potential intelligence interception due to X's URL bug


	Chinese spies told Claude to break into about 30 critical orgs. Some attacks succeeded


	Attackers abuse Gemini AI to develop 'Thinking Robot' malware and data processing agent for spying purposes


	MI6, CIA using generative AI to combat tech-driven enemies


Instead of a call or an email, face-to-face meetings will be preferred. Dead drops of physical items are likely to remain in a spy's arsenal, as will brush passes of items in crowded areas.
In other words, AI is important in the world of spies, but it won't get rid of human spies. If that sounds like a familiar line of reasoning that people in the thick of an industry tend to say about their human employees, that's fair, but Mulligan told The Register that the world of spycraft isn't like other industries. 
"People believe it's just a matter of time before AI will be able to replace humans in the relevant work," Mulligan told us of other industries. "In the context I consider--HUMINT ops--there will be an enduring, robust role for human beings ... in some ways the human element will become even more important in light of AI."
Keep an eye on those park benches, in other words: Even in the AI age, spycraft is still likely afoot. (r)
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A hard-coded limit on deny rules drops automatic enforcement for concatenated commands    
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Claude Code will ignore its deny rules, used to block risky actions, if burdened with a sufficiently long chain of subcommands. This vuln leaves the bot open to prompt injection attacks.
Adversa, a security firm based in Tel Aviv, Israel, spotted the issue following the leak of Claude Code's source.
Claude Code implements various mechanisms for allowing and denying access to specific tools. Some of these, like curl, which enables network requests from the command line, might pose a security risk if invoked by an over-permissive AI model.
One way the coding agent tries to defend against unwanted behavior is through deny rules that disallow specific commands. For example, to prevent Claude from using curl via ~/.claude/settings.json, you'd add something like { "deny": ["Bash(curl:*)"] }.
But deny rules have limits. The source code file bashPermissions.ts contains a comment that references an internal Anthropic issue designated CC-643. The associated note explains that there's a hard cap of 50 on security subcommands, set by the variable MAX_SUBCOMMANDS_FOR_SECURITY_CHECK = 50. After 50, the agent falls back on asking permission from the user. The comment explains that 50 is a generous allowance for legitimate usage.
"The assumption was correct for human-authored commands," the Adversa AI Red Team said in a writeup provided to The Register. "But it didn't account for AI-generated commands from prompt injection - where a malicious CLAUDE.md file instructs the AI to generate a 50+ subcommand pipeline that looks like a legitimate build process."
The Adversa team's proof-of-concept attack was simple. They created a bash command that combined 50 no-op "true" subcommands and a curl subcommand. Claude asked for authorization to proceed instead of denying curl access outright.


	Claude Code source leak reveals how much info Anthropic can hoover up about you and your system


	Don't open that WhatsApp message, Microsoft warns


	Ruby Central report reopens wounds over RubyGems repo takeover


	One in seven Americans are ready for an AI boss, but they might not trust it


In scenarios where an individual developer is watching and approving coding agent actions, this rule bypass might be caught. But often developers grant automatic approval to agents (--dangerously-skip-permissions mode) or just click through reflexively during long sessions. The risk is similar in CI/CD pipelines that run Claude Code in non-interactive mode.
Ironically, Anthropic has developed a fix - a parser referred to as "tree-sitter" that's also evident in its source code and is available internally but not in public builds.
Adversa argues that this is a bug in the security policy enforcement code, one that has regulatory and compliance implications if not addressed.
A fix would be easy. Anthropic already has "tree-sitter" working internally and a simple one line change, switching the "behavior" key from "ask" to "deny" in the bashPermissions.ts file at line 2174, would address this particular vulnerability.
Anthropic did not immediately respond to a request for comment. (r)
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interview Amazon has seen a 40 percent efficiency gain by using AI tools to pentest its products before and after launch, according to security chief CJ Moses.
"And I don't think we've hit the hockey stick of efficiency," Moses, the chief information security officer of Amazon Integrated Security, told The Register during an interview at the RSA Conference. "Every year we launch more things, every year the teams needed to be bigger to do the pentesting, and we were in a battle where we couldn't get enough pentesters to do all the work." 
Historically, this has been a very human- and resource-intensive endeavor, costing the cloud and online retail giant "millions and millions of dollars in humans" - both AWS employees and contractors - to proactively find and exploit bugs in products, services, and applications during the development process and before customers used them.
"With the advent of putting AI into play, we've actually become over 40 percent more efficient," Moses said, noting that this efficiency gain comes from human and operating expenses related to pentesting. 
Amazon isn't firing security staff and replacing them with robots, we're told. Instead, it's holding hiring flat while adding more cloud services, features, and lines of code, and also maintaining the same level of security, but at a much higher velocity, according to Moses.
Another benefit of AI pentesters, he noted, is that they can continually test for vulnerabilities, even after the products have been released. 


No longer is pentesting at a point in time. It continues to test, looking for next-level access, which is immeasurable


"The idea being that no longer is pentesting at a point in time," Moses said. "It's not even 365 days a year that you're getting one test. It continues to test, looking for next-level access, which is immeasurable from the standpoint of identifying issues, vulnerabilities, daisy chaining of potential vulnerabilities in an automated way, and then presents that as an alert to a human, for them to respond to and make a decision."
Plus, as former NSA cyber boss Rob Joyce told RSAC attendees during his panel, criminals are using AI to find flaws and misconfigurations in your organization, whether or not you are proactively doing this.
"You are going to be red-teamed whether you pay for it or not," Joyce said during a Monday panel. "The only difference is, you know who gets the results delivered to them."
And yes, humans are still very much in the loop. The AI performs the more mundane, data intensive tasks like vulnerability identification and analysis, and then hands off the decision making to a human, he explained.
"An example being that if a pentesting AI is pentesting an application, and it finds a vulnerability that will provide further access, you want the AI to ask a human whether it exploits that access," Moses said. "AI is very good at doing things, especially when you have large amounts of data and need that big view. But from a decision-making capability, it isn't something that we're ready to rely on."


	AWS says more than 600 FortiGate firewalls hit in AI-augmented campaign


	Claude attacks were 'Rorschach test' for infosec community, scaring former NSA boss


	Amazon security boss: Hostile countries use cyber targeting for physical military strikes


	Jen Easterly, cybersecurity's 'relentless optimist,' hopes feds come back to RSAC next year


According to Moses and his fellow chief information security officers and security firm CEOs, AI is about equal to a 7-year-old in its decision-making skills. "So if you're willing to let your 7-year-old make a decision as to whether they should jump to the next level of pentesting in your company, OK. But you may not want the AI doing that without someone much more experienced and older."
How to train your AI
CISO discussions during and around the annual cybersecurity conference often have to do with pain points facing company and government security leads, and this year, "it's an AI discussion," Moses said. More specifically, it's about how to secure AI systems and agents, he noted. 
"If you're used to securing humans, you're better able to secure AI," Moses said. "What are the two non-deterministic things that we must secure these days? Humans and AI. Look at your AI the way that you look at securing your humans. How do you secure humans? Training." 
Both need to be trained on what to do - or not to do - when someone calls the IT support desk claiming to be an employee locked out of a SaaS account. However, just like humans, AIs don't always behave in the same way despite security training, and that is why identity and access become vital.
Just as a human employee's key card and credentials should only allow them to access the physical spaces and IT environments needed to do their job, AI agents and systems should also be limited in what they can do. This means creating and managing agentic identities, training the underlying models with the right data to be able to complete the given tasks, and also restricting access to only the systems and data needed to perform specific tasks.
"You tell them what you want them to know, not anything more," Moses said. "If you tell them something that they don't need to know, they will act on it, they will use it, they will share it with their friends - and AI has friends." (r)
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Second-hand ship, seawater cooling, with operations eyed for 2027    
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Japan is getting more serious about floating datacenters, as Mitsui OSK Lines (MOL) has agreed to a deal with Hitachi to develop one with operations targeted for 2027 or later.
The shipping company announced plans last year to kit out a vessel as a floating server farm, which would allow it to use seawater or river water for cooling purposes.
Now, it has signed a memorandum of understanding (MoU) with multinational conglomerate Hitachi and its subsidiary Hitachi Systems for the development, operation, and commercialization of a "Floating Data Center (FDC) converted from a second-hand vessel."
Based on this agreement, the companies will carry out feasibility studies for commercial operation of a floating bit barge, with a view to commencing operations in 2027 or later. And reading between the lines, it looks like they expect this to be just the first.
Hitachi and Hitachi Systems already have experience owning and operating conventional land-based datacenters in Japan, as well as installing containerized data facilities and providing datacenter services in Malaysia and the US.
The pair will take the lead on the IT infrastructure design, installation, and operation, as well as winning customers and clarifying their requirements.
As a shipping line, MOL will be responsible for planning vessel conversions, leading discussions with port authorities and other stakeholders, and taking care of maritime operational requirements such as mooring and maintenance.


	Senators want datacenters to come clean on power consumption


	AI server farms heat up the neighborhood for miles around, paper finds


	AI mania to swell datacenter capex to $1.6T by 2030 - if the bubble doesn't pop first


	Move over bit barns, here come Japan's floating bit barges


As many Reg readers will know, demand for server farms has accelerated recently, partly because of the generative AI fad. This has created a need for a diverse range of facilities to address factors such as location, availability of water resources for power generation and cooling, surrounding infrastructure, and disaster risks, according to MOL.
The firm says that using converted ships for datacenters eliminates the need to secure large plots of land to build on, as well as shortening the construction time to as little as one year. Japan, like many developed nations, has a shortage of available land, and most of the country's existing data campuses are concentrated around Tokyo and Osaka.
[image: Mitsui / Hitachi's conceptual rendering of their floating datacenter]
Mitsui / Hitachi's conceptual illustration of their floating datacenter - Click to enlarge


When this concept was first floated (sorry), MOL said it expected to use an unidentified 120-meter, 9,731-ton ship for the conversion, with the work scheduled to happen sometime this year. Now, however, it talks of examining a car carrier, which could mean a roll-on, roll-off cargo carrier or ferry. Finding one with a cargo area of approximately 54,000 m2 (580,000 square feet) would rival one of Japan's largest existing datacenters in terms of total floor space, it states.
Last year, the shipping company also signed an MoU with a Turkish firm that operates powerships - vessels that function as electric power generators - with an eye to delivering energy for its floating bit barge this way. Now it is looking to use existing onboard systems, such as air conditioning, water intake, and power generation, in order to reduce the initial investment required.
We asked MOL for further details on its floating datacenter scheme, and will update if we get answers. (r)
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    Renewables reached nearly 50% of global electricity capacity last year

    
Cool, but fossil-fuel additions and AI-era power demand still muddy the climate math    
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It was a strong year for renewable power expansion in 2025, with solar installations helping push renewables to nearly half of global electricity capacity, but that does not mean the world is yet on pace to meet its renewable energy commitments.
The International Renewable Energy Agency's (IRENA) 2026 Renewable Capacity Statistics report, published on Wednesday, found that renewables dominated new power additions last year, accounting for 85.6 percent of global capacity expansion. Solar, in turn, was the dominant renewable technology, accounting for nearly three-quarters of last year's renewable capacity additions.
Those additions totaled 692 GW in 2025, lifting installed renewable capacity by a record 15.5 percent year over year, IRENA noted. By the end of last year, renewables accounted for 49.4 percent of global installed electricity capacity, while variable renewable sources such as solar and wind represented roughly 35 percent of total capacity. 
For reference, it was only in 2023 that renewable energy sources crossed the threshold of generating 30 percent of the world's electricity.
As IRENA notes in a press release, renewable energy is back in the spotlight amid the US conflict in Iran causing a spike in fuel prices and energy (i.e., oil) instability. According to IRENA Director General Francesco La Camera, conflicts like the Iranian mess are a perfect reason to push for more renewable adoption. 
"A more decentralised energy system, with a growing share of renewables and more market players, is structurally more resilient," La Camera said in a statement. "Countries that invested in the energy transition are weathering this crisis with less economic damage, as they boost energy security, resilience and competitiveness."
Accelerating adoption is all well and good, but IRENA itself still isn't convinced last year's gains will be enough: Yes, the overall trend in renewable deployment shows renewables outpacing fossil fuel expansion, but not entirely. 
Per IRENA's data, that aforementioned 85.6 percent share of new power capacity additions was actually a decrease from 2024, when renewables were about 92 percent of global capacity additions. Yes, the share of total installed power capacity in 2025 rose again, but non-renewable capacity additions also rebounded sharply last year.
"At the global level, 2025 also saw a sharp rebound in non-renewable additions, which nearly doubled compared to 2024," IRENA noted. China led that drive, with 100 GW of non-renewable capacity added last year, most of which was coal.


	Renewables blow past nuclear when it comes to cheap datacenter juice


	Trump may hate renewables, but AI datacenters still fancy cheap solar


	US cities are going to struggle to green up their act by 2050


	Senators want datacenters to come clean on power consumption


If you've been watching the datacenter and AI space, it's no surprise that non-renewable energy projects have been popular. Natural gas energy projects nearly tripled in the US last year, putting America ahead of China when it comes to total gas power projects, while coal has been seeing a resurgence too. In both cases, you can thank AI datacenter projects for much of that growth, along with the US government's policy of promoting AI development over sustainability. 
World leaders pledged at COP28 in 2023 to triple installed renewable energy capacity to more than 11 TW by 2030. As of the end of 2025, the world is at 5.15 TW of renewables; along with the push to expand fossil fuels in recent years, IRENA is worried that goal won't be reached. 
"Significant acceleration will be required to meet the goal adopted at COP28 to triple installed renewable power capacity to more than 11 TW by 2030," the agency concluded. (r)
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    OpenAI gets $122B to 'just build things' as the world blows them up

    
War, oil shocks, and market nerves could yet knock the AI boom off course    


    
        By 
Lindsay Clark        
    

    
        Posted in AI + ML,
        
            1st April 2026 16:26 GMT
        
    


    
Opinion OpenAI has secured an additional $122 billion in capital from a diverse group of investors and reached a nominal $852 billion valuation, the highest of any pre-IPO tech company.
The poster child of the LLM era argues it needs the money to help the world "just build things," it said in an online missive.
Backers include its regular partners Amazon, Nvidia, SoftBank, and Microsoft, as well as an all-star cast of venture capitalists.
Curiously for a company that is yet to go public, it is also getting public money. Through "bank channels," it is raising more than $3 billion from individual investors and will be included in "several exchange-traded funds managed by ARK Invest, further broadening ownership and giving more people the opportunity to share in the upside economics of OpenAI and the AI era."
OpenAI's revolving credit has grown to around $4.7 billion supported by a global syndicate including some of the biggest names in the banking sector.
OpenAI has hit 900 million weekly active users and over 50 million subscribers among consumers, but OpenAI thinks half of its revenue will come from enterprise offerings by the end of the year. Business users will be expected to pull their weight to help these ravenous investors get their handsome gains.
OpenAI's business APIs process more than 15 billion tokens per minute while its Codex developer tool now serves over 2 million weekly users, up five times in the past three months, the company said.
To meet that demand for its software and LLMs, OpenAI is working with an "infrastructure portfolio across multiple cloud partners and multiple chip platforms."
OpenAI's infrastructure partners include Microsoft, Oracle, AWS, CoreWeave, and Google Cloud, while its chip suppliers include Nvidia, AMD, AWS again with Trainium, Cerebras, and Broadcom. Its datacenter partners are Oracle, SBE, and SoftBank.
Commentators have been quick to point out that the list has significant crossover with its investors. OpenAI will build datacenters with Nvidia's chips, but Nvidia is also an investor in OpenAI. Microsoft invests in OpenAI, but OpenAI also spends heavily on Azure.
Other linked companies are borrowing heavily. Oracle has increased its borrowing by $50 billion to help build datacenters for OpenAI in a $300 billion cloud deal.
How will all this debt and investment be paid back? "A unified AI superapp" is part of the answer.
"Users do not want disconnected tools," OpenAI said. "They want a single system that can understand intent, take action, and operate across applications, data, and workflows. Our superapp will bring together ChatGPT, Codex, browsing, and our broader agentic capabilities into one agent-first experience."


	OpenAI patches ChatGPT flaw that smuggled data over DNS


	Microsoft takes up residence next to OpenAI, Oracle at Crusoe's 900 MW Texas datacenter expansion


	OpenAI now gets to decide which type of product assassin it will become


	HP stuffs OpenAI LLM into new laptops in bid for small biz


Perhaps OpenAI is hoping its superapp also has superpowers, because it might need them.
As things stand, some observers predict OpenAI will not make a profit until 2030. While the latest funding round is a statement of investor confidence, it's worth considering whether the AI boom belongs in the first half of the decade. A lot might happen in the next few years. The second half of the decade, as determined by the US president, seems more characterized by the Iran conflict and the oil price. Whatever the messy conclusion and whenever it comes, the aftermath will be with us for a while.
S&P Global is already predicting a hit to the AI boom. Tech giants have so far not shown any signs of reducing the staggering capital investments - possibly $1.6 trillion on datacenters to largely meet AI demand by 2030, according to Omdia - but they might.
If the Iran conflict creates a more permanently high oil price, it could see those companies cut spending in the next two quarters as energy costs rise, producing a "really meaningful correction in all equity markets," Melissa Otto, head of research at S&P Global Visible Alpha, told Reuters.
Before the conflict, jitters already abounded. Despite announcing surging profits, Microsoft saw its share price drop 6 percent as investors voiced concerns about the rampant capex growth it needs to support AI demand.
The world doesn't just want to build things. It demonstrably also wants to blow them up. OpenAI's long list of investors and cloud providers might now wonder if they are standing in the blast zone. (r)
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    Ruby Central report reopens wounds over RubyGems repo takeover

    
Board-backed account of maintainer ouster is unlikely to settle row over governance, control, and trust    
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Ruby Central, a nonprofit that supports the Ruby programming language ecosystem, just published an incident report regarding what it calls the September 2025 RubyGems fracture, when ownership of the GitHub code repository behind the RubyGems package manager was wrested from existing maintainers.
According to a post from the Ruby Central board, the purpose of the report is to explain who was involved and how decisions were made. The board also promises further steps to "strengthen governance, improve transparency, and expand community participation in the stewardship of RubyGems."
The report is by Richard Schneeman, a principal engineer at Salesforce who maintains the Heroku Ruby Buildpack and joined the Ruby Central board a month after the RubyGems incident. The matter, Schneeman said, is "deeply subjective" and the document follows "multiple failed attempts... as a result of aiming for objectivity."
The report was approved by the board, so it is not fully independent. Nevertheless, Schneeman has given many details of what happened, based on interviews and other interactions. According to Schneeman, the key trigger was that Andre Arko, formerly a RubyGems maintainer, an advisor to Ruby Central, and was also paid by Ruby Central for on-call engineering, had launched the rv Ruby management tool and set up the Spinel organization without consulting Ruby Central. Arko's partner is Samuel Giddins, security engineer at Ruby Central.
Arko had previously created the RubyTogether organization, which merged with Ruby Central in 2022, and Spinel Cooperative Corporation appeared to have a similar structure. Schneeman quotes a Slack message from Marty Haught, director of open source at Ruby Central, in which Haught wrote of "accelerating removing Andre," presumably because he was now seen as a competitor. Giddins left Ruby Central of his own accord in early September.
What happened later in September is a tangle of confusion and lack of communication between Ruby Central and the RubyGems maintainers. As we reported at the time, the RubyGems GitHub organization was renamed to Ruby Central, Haught became the maintainer of RubyGems, and all other maintainers were removed. "The forceful removal of those who maintained RubyGems and Bundler for over a decade is inherently a hostile action," said Ellen Dash, one of the maintainers affected. Bundler is a Ruby dependency manager. The changes were made possible by Ruby Core member Hiroshi Shibata, who had the requisite permissions and acted on instructions from Ruby Central.
The outcome was that, after some complicated back-and-forth and considerable ill feeling, Ruby Central remained in control of the RubyGems GitHub repository, and several of the former maintainers forked RubyGems to create Gem Cooperative. In October, Ruby creator Yukihiro Matsumoto (Matz) said that RubyGems repository ownership would transition to the Ruby Core team while continuing to be managed by Ruby Central.


	Ruby Central tries to make peace after 'hostile takeover'


	Kicked from RubyGems, maintainers forge new home at Gem Cooperative


	Open source to closed doors: RubyGems control fight erupts


	RubyGems maintainer quits after Ruby Central takes control of project


Schneeman's report ends on September 24. In his conclusion, he acknowledges Ruby Central's shortcomings by stating that "these are our mistakes, collectively." He hopes to "provide some closure to the community" and promises a further process of structural change.
Josef Simanek, one of the former RubyGems maintainers, reacted to the report on Reddit. What should have happened, he said, was for Ruby Central "to trust and communicate with all maintainers to resolve any project issues." Simanek said there was no need for Ruby Central to own the code repository to operate the RubyGems service. He says he remains unhappy that "RC decided to throw overboard almost whole original RubyGems/Bundler/RubyGems.org (code) and RubyGems.org (service) team and put all the service in real danger (the service was in the meantime for few days, maybe weeks without on-call rotation and anyone able to respond to incidents)."
Schneeman's response is that part of the problem was that maintainers left. "With the other side walking away... it leaves Ruby Central holding (and owning) the mess," he said.
Mike McQuaid, who leads the Homebrew project and unsuccessfully attempted to mediate an amicable solution at the time, spoke about the incident at FOSDEM in January. He noted that RubyGems is "not some niche tool... we're talking about critical infrastructure on the internet." McQuaid mentioned that "both sides have talked about how they've engaged in legal action with the other," which he sees as fatal to chances of reconciliation.
Rather than reiterate who did and said what in detail, McQuaid focuses on the lessons for open source. Sustainability, which plays a part in the RubyGems fracture because of paid roles and other commercial interests, is part of it, and governance another part. "If your project hasn't argued about governance or money yet, it probably will one day. Be prepared and try to do this stuff before it becomes a problem," he said.
McQuaid told The Register: "This retrospective is a net positive in that it shows Ruby Central learning lessons and publishing more specific information than was previously public. I still do not think Ruby Central got, or is getting, everything right, but I am glad to see more accountability and reflection than we had before." (r)
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    'People's Panel' to check if UK wants controversial Digital ID will cost PS630K

    
We could tell you no for free    


    
        By 
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        Posted in Public Sector,
        
            1st April 2026 14:23 GMT
        
    


    
The UK government will spend about PS630,000 running a discussion panel on its digital identity card plans, which minister James Frith said will "consider different perspectives and debate trade-offs" alongside a formal consultation.
[image: parliament buildings with buses going by ]
Legacy systems blamed as ministers promise no repeat of Afghan breach

READ MORE
Frith has revealed further details of how the "People's Panel for Digital ID," announced as part of the consultation on the scheme on March 10, will work in response to a volley of Parliamentary written questions from Conservative MP Alex Burghart and independent MP James McMurdock.
Thousands of households will be invited to take part through what Frith calls "a random postcode lottery," with between 100 and 120 people aged 18 or above selected to make up a "broadly representative sample" of the UK adult population. "No individual can buy their way in or simply turn up at the event," he added.
Recruitment will be run by the Sortition Foundation, a UK-based social enterprise that promotes citizen assemblies, which appear to be the model for the panel. These are groups of people chosen through sortition, a process similar to jury selection but without compulsion, to debate an issue. The Sortition Foundation argues that they can "make trusted decisions that include minority voices while reflecting majority interests and advancing social justice".
The panel's meetings will be run by facilitators from pollster Ipsos, the primary supplier under a PS4 million Government Communications Service contract awarded in 2024.
"The People's Panel will debate how a digital ID can work for everyone. As part of this process, participants will engage with what a digital ID might look like to meet the guiding principles of trusted, useful and inclusive," Frith said.


	Starmer's digital ID reboot raises same old questions as its Blair-era ancestor


	Whitehall can't cost digital ID until it decides how to build it


	Cabinet Office probes digital ID minister over think tank's journalist investigation


	UK digital ID goes in-house, government swears it isn't an ID card


He added that participants will be paid "in line with industry standards" so that a wide range of people can attend, with payment based on the number of meetings attended.
Meetings will start in May and conclude by June 21, with the output "weighed alongside the broader consultation feedback to inform the design and delivery of the voluntary digital ID system."
Meanwhile, former Labour minister Margaret Hodge, now in the House of Lords, has said that the scheme could allow museums to charge international visitors while continuing to let Brits in for free. "Should the recently announced introduction of ID cards achieve universal coverage, it would present a valuable opportunity to revisit the policy of free entry for international visitors to national museums and galleries," Baroness Hodge of Barking wrote in a review of Arts Council England for the Department for Culture, Media and Sport published on March 26.
Unlike Hodge, ministers have been at pains to avoid using the phrase "ID cards" when discussing their digital ID plans. (r)
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    Virgin Galactic reopens ticket sales with out-of-this-world price hikes

    
Flights to resume in 2026 before space tourism biz runs out of cash    
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Virgin Galactic has reopened suborbital ticket sales with a price rise and a promise for commercial spaceflight operations in Q4 2026.
Tickets for a ride in Virgin Galactic's spacecraft now run to $750,000 per seat, up from the $600,000 per seat the company was charging in 2023. In August 2021, after Sir Richard Branson's test flight, the base price was $450,000.
Virgin Galactic's VSS Unity flew its final flight (or so it said) in 2024, with commercial operations on hiatus until the less costly Delta Class ships enter service. According to the company, the flight-test phase of the first new SpaceShip is scheduled for Q3 2026, followed later by commercial operations.
During an earnings call earlier this week, CEO Michael Colglazier noted that it has "approximately 650 future astronauts with tickets at various prices." However, he also said: "We will offer a limited number of tickets at a higher price to fly on the earlier flights."
The plan is to get to ten or more flights per month by this time next year. The company intends to sell only 50 tickets at $750,000 each and expects to raise the price for the next batch.
Branson unveiled the company in 2004, envisaging a scaled-up version of Burt Rutan's SpaceShipOne taking paying customers on a suborbital lob for a mere $100,000 a seat. In 2023, he announced that he would not pour any further cash into the enterprise, telling the Financial Times: "Virgin Galactic has got $1 billion, or nearly. It should, I believe, have sufficient funds to do its job on its own."
As of December 31, 2025, the company's cash position was $338 million. Its net loss for the year was $279 million, down from $347 million in 2024. The figures highlight the urgency for the company to resume revenue-earning flights.


	Virgin Galactic celebrates flight hiatus with a reverse stock split


	Virgin Galactic's VSS Unity bows out to make way for Delta Class successor


	Boeing and subsidiary file trade secrets lawsuit against Virgin Galactic


	Branson's wallet snaps shut for Virgin Galactic


Colglazier explained that the company's pilots will begin flying the original SpaceShip, VSS Unity, on a series of glide flights over Spaceport America in May. The flight tests of the new vehicle will begin in Q3, with a series of glide and rocket-powered test flights before entering commercial service.
The company is also flying its launch vehicle, Eve, as part of pilot proficiency training. Colglazier said the aircraft had been improved to support 12-15 space flights per month, and the company expects its service life to extend to 2032 or beyond. Deployment of new launch vehicles is expected in 2030.
2026 and 2027 are shaping up to be crunch years for Virgin Galactic. In its 10-K filing, the company warned that it might struggle to remain a going concern. During the earnings call, CFO Doug Ahrens noted that the assessment did not include future cash flow from space flights or the $138 million remaining in the company's existing At The Market (ATM) stock program.
Despite brave words from Virgin Galactic's management, the situation could become precarious. Revenue-earning flights must begin soon, and the forecast demand must materialize before funds run out. (r)
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    Claude Code source leak reveals how much info Anthropic can hoover up about you and your system

    
If you loved the data retention of Microsoft Recall, you'll be thrilled with Claude Code    
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Anthropic's Claude Code lacks the persistent kernel access of a rootkit. But an analysis of its code shows that the agent can exercise far more control over people's computers than even the most clear-eyed reader of contractual terms might suspect. It retains lots of your data and is even willing to hide its authorship from open-source projects that reject AI.
The leak of the company's client source code - details of which have been circulating for many months among those who reverse-engineered the binary - reveals that Claude Code pretty much has the run of any device where it's installed.
Concerns about that came up in court recently in Anthropic's lawsuit against the US Defense Department (Anthropic PBC v. U.S. Department of War et al) for banning the company's AI services following the company's refusal to compromise model safeguards.
As part of its justification for declaring Anthropic a supply chain threat, the US government argued [PDF], there was "substantial risk that Anthropic could attempt to disable its technology or preemptively and surreptitiously alter the behavior of the model in advance or in the middle of ongoing warfighting operations..."
Anthropic disputed that claim in a court filing. "That assertion is unmoored from technical reality: 'Anthropic does not have the access required to disable [its] technology or alter [its] model's behavior before or during ongoing operations,' it wrote, quoting Thiyagu Ramasamy, head of public sector at Anthropic, in a deposition. "Once deployed in classified environments, Anthropic has no access to (or control over) the model."
In a classified environment, that's credible under certain conditions. For everyone else, Claude has vast powers.
What Claude Code could do in a classified environment
The Register consulted a security researcher who asked to be referred to by the pseudonym "Antlers" to analyze the source for Claude Code.
It appears a government agency like the Defense Department could prevent Claude Code from phoning home or taking remote action by making sure all of the following are true:

	Ensure inference transits flow via Amazon Bedrock GovCloud or Google AI for Public Sector (Vertex).


	Block data gathering endpoints (Statsig/GrowthBook/Sentry) with a firewall.


	Block system prompt fingerprinting (via Bedrock, etc).


	Prevent automatic updates via version pinning and blocking update endpoints.


	Disable autoDream, an unreleased background agent being tested that's capable of reading all session transcripts.


Anthropic says that's not an issue because it designs for privacy and security from the ground up and that Claude Code itself is SOC2 compliant.
"When using third party inference (AWS, Vertex, Azure), we disable all traffic except calls to those inference providers automatically. We also offer a 1-setting switch for anyone to do the same, also clearly documented here," the company said.
Settings that limit remote communication include:

	CLAUDE_CODE_DISABLE_AUTO_MEMORY=1, which disables all memory and telemetry write operations.                                                                                                 


	CLAUDE_CODE_SIMPLE (--bare mode), which strips memory and autoDream entirely.                                                                                                    


	ANTHROPIC_BASE_URL can be used to reroute API calls to a private endpoint                                                                                                       


	ANTHROPIC_UNIX_SOCKET routes authentication through a forwarded socket (the ssh tunnel mode).                                                                                       


	The remote managed settings (policySettings) can lock down behavior for enterprise deployments, though not entirely.


According to Ramasamy, Anthropic hands off model administration to a government customer like the Defense Department. Model updates, with new or removed capabilities, would have to be negotiated. 
"Anthropic personnel cannot, for example, log into a DoW system to modify or disable the models during an operation; the technology simply does not function that way," he said in a March 20, 2026 declaration. "In these deployments, only the government and its authorized cloud provider have access to the running system. Anthropic's role is limited to providing the model itself and  delivering updates only if and when requested or approved by the customer."
Even so, Anthropic can exert some degree of control based on the usage terms in the applicable contract.
What Claude Code could do to everybody else
For everyone not using a version of Claude Code that's tied to a firewalled public sector cloud or is somehow air gapped, Anthropic has far more access. 


	Anthropic admits Claude Code users hitting usage limits 'way faster than expected'


	Anthropic goes nude, exposes Claude Code source by accident


	Leaked memo suggests Red Hat's chugging the AI Kool-Aid


	UK watchdog targets Microsoft licensing in cloud competition probe


Just as a starting point, Claude users should know that Anthropic receives user prompts and responses that pass through its API, conversations that can reveal not only what was said but file contents and system details. 
Yet there are many more ways that the company can potentially receive or collect information, based on the Claude Code source. These include:

	KAIROS (src/bootstrap/state.ts:72), a daemon (background process) set by the kairosActive flag. It appears to be an unreleased headless "assistant mode" for when the user is not watching the terminal user interface (TUI). It gets rid of the status bar (StatusLine.tsx:33), disables planning mode, silently suppresses the AskUserQuestion tool (AskUserQuestionTool.tsx:141). It auto-backgrounds long-running bash commands without notice (BashTool.tsx:976).



	CHICAGO, is the codename for computer use and desktop control. Users must opt in to activate the service. It enables the Claude agent to carry out mouse clicks, perform keyboard input, access the clipboard, and capture screenshots. It's publicly launched and available to Pro/Max subscribers and Anthropic employees (designated by the "ant" flag). There's also a separate publicly-launched Claude in Chrome service that supports browser automation and all the system access that entails.



	Persistent telemetry. Initially this was done via Statsig, which was acquired by rival OpenAI last September, presumably triggering the switch to GrowthBook, a platform that supports A/B testing and analytics. When Claude is launched, the analytics service (firstPartyEventLoggingExporter.ts) phones home with the following data, or saves it to ~/.claude/telemetry/ if the network is down: user ID, session ID, app version, platform, terminal type, Organization UUID, account UUID, email address if defined, and which feature gates are currently enabled. Telemetry is enabled by default under the Claude API and disabled by default with third-party providers (Bedrock, Vertex, Foundry).



	Remotely managed settings (remoteManagedSettings/index.ts), which opt-in for organizations. For enterprise customers, Anthropic maintains a server that can push a policySettings object that can: override other items in the merge chain; is polled hourly without user interaction; can set .env variables (e.g. ANTHROPIC_BASE_URL, LD_PRELOAD, PATH); and these settings take effect immediately via hot reload (settingsChangeDetector.notifyChange). Users are prompted when there's a "dangerous setting change," but the definition of that term follows from Anthropic's code and thus could be revised. Routine changes (permissions, .env variables, feature flags appear to happen without notification).



	Auto-updater. The auto-updater (autoUpdater.ts:assertMinVersion()), runs every launch, pulls the configuration version from Statsig/GrowthBook. So Anthropic can remove or disable specific versions by choice.



	Error reporting. When there's an unhandled exception, the error reporting script (sentry.ts) captures the current working directory, potentially showing project names, paths, and other system information. It also reports feature gates active, user ID, email, session ID, and platform information. While Anthropic's website cites the use of Sentry, the company claims, "We do not currently use Sentry. When we used Sentry in the past, we did not send sensitive data like file path or PII, and approached the problem with defense-in-depth, using Sentry's server-side data scrubbing functionality. It was also automatically disabled for third party inference providers, and is something people could opt of when using Anthropic API."



	Payload Size Telemetry. The API call tengu_api_query transmits the messageLength, the JSON-serialized byte length of the system prompt, messages, and tool schemas.



	autoDream. Publicly discussed but not officially released, the autoDream service spawns a background subagent that searches (greps) through all JSONL session transcripts to consolidate memories (stored data Claude uses as context for queries). The agent runs in the same process as Claude (under the same API key, with the same network access) and its scan is local. But whatever it writes to MEMORY.md gets injected back into future system prompts and would thus be sent to the API. 



	Team Memory Sync, an unreleased internal project. There's a bidirectional sync service (src/services/teamMemorySync/index.ts) that connects local memory files to api.anthropic.com/api/claude_code/team_memory. It provides a way to share memories with other team members within an organization. The service includes a secret scanner (secretSanner.ts) that uses regex patterns for around 40 known token and API key patterns (AWS, Azure, GCP, etc). But sensitive data that doesn't match these regexes might be exposed to other team members through memory sync.



	Experimental Skill Search (src/tools/SkillTool/SkillTool.ts:108) is a feature flag available only to Anthropic employees. It provides a way to download skill definitions to a remote server (remoteSkillLoader.js); track which remote skills have been used in a session (remoteSkillState.js); execute remotely-downloaded skills (executeRemoteSkill() at line 969); and register skills so they persist after a compact operation. If enabled for non-employee accounts (via GrowthBook feature flag flip, for example), this would be a theoretical remote code execution pathway. Anthropic, or whoever controls the skill search backend, could serve arbitrary prompt injections or instruction overrides in the form of "skills" that get loaded and run in a session.


Other capabilities have been documented at ccleaks.com.
"I don't think people realize that every single file Claude looks at gets saved and uploaded to Anthropic," the researcher "Antlers" told us. "If it's seen a file on your device, Anthropic has a copy."
For Free/Pro/Max customers, Anthropic retains this data either for five years, if the user has chosen to share data for model training, or for 30 days if not. Commercial users (Team, Enterprise, and API) have a standard 30 day retention period and a zero-data retention option.
For those who recall the debate surrounding Microsoft Recall not long ago, Claude Code's capture of activity is similar. Every read tool call, every Bash tool call, every search (grep) result, and every edit/write of old and new content gets stored locally in plaintext as a JSONL file.
The Claude's autoDream agent, once officially released, will search through those and extract data to store in MEMORY.md, which then gets injected to future system prompts and thus hits the API.
One of the more curious details to emerge from the publication of Claude Code's source is that Anthropic tries to hide AI authorship from contributions to public code repositories - possibly a response to the open source projects that have disallowed AI code contributions. Prompt instructions in a file called undercover.ts state, "You are operating UNDERCOVER in a PUBLIC/OPEN-SOURCE repository. Your commit messages, PR titles, and PR bodies MUST NOT contain ANY Anthropic-internal information. Do not blow your cover."
Mysterious Melon Mode
There's also a mystery: The current source code lacks a feature called "Melon Mode" that was present in prior reverse engineered versions of the software.
This was behind an Anthropic employee feature flag and only ran internally, not on production builds. A comment attached to the associated code check read, "Enable melon mode for ants if --melon is passed."
"Antlers" speculated that "Melon Mode" might be the code name for a headless agent mode.
When asked specifically about the function of "Melon Mode," Anthropic only noted that the company regularly tests various prototype services, not all of which make it into production. (r)
Editor's note: This story has been corrected based on feedback from Anthropic.
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    Don't open that WhatsApp message, Microsoft warns

    
How to avoid social engineering attacks? Employee training tops the list    
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Be careful what you click on. Miscreants are abusing WhatsApp messages in a multi-stage attack that delivers malicious Microsoft Installer (MSI) packages, allowing criminals to control victims' machines and access all of their data.
The campaign began in late February, we're told, and the attack chain starts with a WhatsApp message that delivers malicious Visual Basic Script (VBS) files. We're not sure exactly how the social engineering part of the scam works - we've asked Redmond for additional details and will update this story if we receive any. 
But somehow the attacker tricks the message recipient into executing the malicious file on their system. They likely do this using a compromised WhatsApp session so that the message appears to come from one of the victim's existing contacts. Or they blast users with a lure that contains a sense of urgency, prompting the recipient to open the file in a rush.
Once it's executed, the malicious script creates hidden folders in C:\ProgramData and drops renamed versions of legitimate Windows utilities - for example, curl.exe renamed as netapi.dll and bitsadmin.exe as sc.exe.
Using legitimate Windows tools for evil purposes allows attackers to blend in with normal network activity - defenders call this "living off the land" - but the miscreants did make a mistake in renaming these binaries. 
"Notably, these renamed binaries retain their original PE (Portable Executable) metadata, including the OriginalFileName field which still identifies them as curl.exe and bitsadmin.exe," Microsoft's researchers wrote in a Tuesday blog. "This means Microsoft Defender and other security solutions can leverage this metadata discrepancy as a detection signal, flagging instances where a file's name does not match its embedded OriginalFileName."
The crims use the renamed binaries to download secondary VBS payloads (auxs.vbs, 2009.vbs) from trusted cloud services including AWS, Tencent Cloud, and Backblaze B2. Again, this makes it more difficult to distinguish between normal enterprise activity and malicious downloads.
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Then the malware alters the User Account Control (UAC) settings, attempting to launch cmd.exe with elevated privileges until it either succeeds, meaning the malware will survive a system reboot, or the process is forcibly terminated. 
Finally, the attackers deploy malicious MSI installers, and Microsoft says that these include Setup.msi, WinRAR.msi, LinkPoint.msi, and AnyDesk.msi. Once again, the baddies use real tools like AnyDesk - not custom malware - to hide in plain sight. 
However, none of the final payloads are signed, and this should be another indication to defenders that they are dealing with malware, not legit enterprise software.
These installers give the attackers remote access to victims' systems so they can steal data, deploy more malware - such as ransomware - on compromised systems, or use the infected machines as part of a larger network from which to launch other attacks.
While Microsoft's blog includes several recommendations directing people to use their security products to avoid this type of compromise, one vendor-neutral tip that we especially like involves educating users on how to spot social engineering campaigns. 
"Train employees to recognize suspicious WhatsApp attachments and unexpected messages, reinforcing that even familiar platforms can be exploited for malware delivery," Redmond advises.
A WhatsApp spokesperson declined to answer The Register's specific questions about this campaign. They did remind users of any messaging service to only click on links or open files from people they know and trust, and encourage users to block and report any suspicious messages.
Additionally, for users at higher-risk of targeted attacks, the messaging app has rolled out Strict Account Settings. It's a lockdown-like feature that users can turn on by  going to Settings > Privacy > Advanced. It automatically silences unknown calls, blocks attachments from unknown users, and prevents link previews. (r)
Updated on April 1 to include response from WhatsApp.
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