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      Biting the hand that feeds IT -- Enterprise Technology News and Analysis


      
        CPUID site hijacked to serve malware instead of HWMonitor downloads
        Carly Page

        Six-hour breach turned trusted links into a coin toss between legit tools and credential stealers Visitors to the CPUID website were briefly exposed to malware this week after attackers hijacked part of its backend, turning trusted download links into a delivery mechanism for something far less welcome....

      

      
        Amazon would rather shareholders did not look too closely at carbon footprint
        Dan Robinson

        Investors urged to reject proposal for more disclosure on whether AWS expansion risks climate goals Amazon's board of directors is urging shareholders to reject a proposal that would have the megacorp disclose more information on the impact of datacenters on its climate commitments....

      

      
        Suits won't quit AI spending, even if they can't prove it's working
        Lindsay Clark

        Forget about investment value! Call it a 'strategic enabler for enterprise-wide transformation,' says KPMG Most UK business leaders will keep AI at the top of their spending priorities, with 65 percent planning to maintain investment whether they see immediate measurable returns or not....

      

      
        Project Glasswing and open source software: The good, the bad, and the ugly
        Steven J. Vaughan-Nichols

        Just what FOSS developers need - a flood of AI-discovered vulnerabilities Opinion  Anthropic describes Project Glasswing as a coalition of tech giants committing $100 million in AI resources to hunt down and fix long-hidden vulnerabilities in critical open source software that it's finding with its new Mythos AI program. Or as The Reg put it, "an AI model that can generate zero-day vulnerabilities."... 

      

      
        Britain seeks views before it drops the hammer on signal jammers
        Connor Jones

        Four-week call for evidence intended to help shape laws aimed at devices linked to crime The UK government is seeking views on radiofrequency jammers as it prepares legislation to ban the controversial devices....

      

      
        Britain's biggest nuclear site skips competition, hands SAP PS33M to start ERP switch
        Lindsay Clark

        Sellafield says sticking with German giant is only way off legacy ECC before support runs dry The government-owned company that runs the UK's most important nuclear site has begun plans to replace its legacy SAP ERP - mainstream support for which ends in 2027 - via a PS33 million award to the German vendor, without competition....

      

      
        Fewer than 3 in 10 register for HMRC's Making Tax Digital shake-up
        Paul Kunert

        Most sole traders and landlords ignore marketing campaigns, though fines are coming Fewer than three-tenths of those required to sign up for quarterly software-based Making Tax Digital (MTD) reporting for the latest tax year that started this month have done so, according to HM Revenue & Customs....

      

      
        Tech support chap's boss got him out of jail so he could finish a job
        Simon Sharwood

        The right person for the job didn't have the right passport for the job On Call  Welcome to another edition of On Call, The Register's reader-contributed column that shares your stories of tech support incidents that crossed a line....

      

      
        AWS ponders selling its home-grown chips by the rack-load, has almost sold out AI capacity
        Simon Sharwood

        Annual CEO letter reveals two customers want all Graviton servers, huge drone rollout, a million robots, and more megalomania Amazon CEO Andy Jassy on Thursday delivered his annual letter to shareholders and it's full of interesting news about the cloud and e-tail giant....

      

      
        South Korea introduces universal basic mobile data access
        Simon Sharwood

        Everyone gets unlimited 400 Kbps access, oldies get expanded caps, and leaky telcos get their social license back Universal basic income is an idea that hasn't gained much traction, but South Korea on Thursday implemented a universal basic mobile data access scheme....

      

      
        Microsoft cuts cloudy desktop prices by 20 percent, warns they'll wake up slowly
        Simon Sharwood

        Just in time to get buyers thinking as physical PC prices rise Microsoft has told its channel partners to get ready for a 20 percent price cut for Windows 365 cloud PCs, effective May 1st....

      

      
        Chatbots are great at manipulating people to buy stuff, Princeton boffins find
        Thomas Claburn

        Urge restraints before AdLand does this without appropriate disclosures Large language models can be very persuasive, and researchers say that's a problem when they're used to create advertising.... 

      

      
        Anthropic will let your agents sleep on its couch
        Thomas Claburn

        Want to run your business on autopilot? For better or worse, Managed Agents might help with that If you need AI agents to do a lot of ongoing tasks for your business, Anthropic has a new answer for you. The Claude maker has introduced Managed Agents, a service to help organizations create and deploy cloud-hosted knowledge work automations....

      

      
        Google wants more Intel inside ... its datacenters, taps Chipzilla for more SmartNICs
        Tobias Mann

        Custom ASIC biz now running at a $1B annual pace for Intel Google will continue to work with Intel, buying SmartNICs for its public cloud rather than blazing its own trail as AWS has done with its Nitro NICs....

      

      
        Crypto? Huh. Good gawd y'all, what is it good for? $45M in this case
        Jessica Lyons

        Cops bust latest scam, return $12m to bilked victims US, UK, and Canadian law enforcement Thursday said that they disrupted a $45 million global cryptocurrency scam, freezing $12 million in stolen funds and identifying more than 20,000 cryptocurrency wallet addresses linked to fraud victims across 30 countries....

      

      
        World's smallest violin spotted at Amazon HQ as exec pay packets deflate
        Paul Kunert

        C-suite forced to take sandwiches into work, cycle home It's going to be hard holding back our tears. The C-suite lieutenants at Amazon didn't exactly get the bumper payday that many El Reg readers would expect, particularly compared with prior years....

      

      
        AWS: Agents shouldn't be secret, so we built a registry for them
        Thomas Claburn

        Your agent will be pushed, filed, stamped, indexed, briefed, debriefed, and numbered AI agents should not be secret agents, at least in corporate environments. But when companies deploy software automations, they don't always have visibility into what their roboscripts are actually doing.... 

      

      
        'Several dozen' high-value corporations hit by new extortion crew in helpdesk phishing spree
        Jessica Lyons

        Possible link to Mr. Raccoon's claimed Adobe break-in A new extortion crew has targeted "several dozen high-value" corporations through phishing and helpdesk social-engineering, according to Google....

      

      
        Deere oh Deere: Tractor repair row heads for $99M settlement
        Connor Jones

        FTC lawsuit lingers, while encouraging signs point to Iowa bill succeeding too Agriculture manufacturing giant John Deere has agreed to a proposed $99 million settlement following a class action lawsuit in Illinois....

      

      
        Spark creator bags computing gong for making big data a little bit smaller
        Lindsay Clark

        ACM salutes Databricks co-founder Matei Zaharia with $250K prize The Association for Computing Machinery (ACM) has awarded its annual Prize in Computing to Matei Zaharia for his work developing open source data and analytics software, including the widely used Apache Spark analytics engine....

      

      
        Nutanix to add KubeVirt support to run VMs on K8s at the edge
        Simon Sharwood

        Arm support is on the agenda, too, because AI is going to run on everything Exclusive  Nutanix plans to support KubeVirt to allow its customers to run both containers and VMs on the edge....

      

      
        Chevin pulls the handbrake on FleetWave software after security scare
        Carly Page

        UK and US customers stuck waiting after fleet management SaaS vendor took affected environments offline A cybersecurity incident has knocked FleetWave into a "major outage" across the UK and US after Chevin Fleet Solutions pulled parts of its SaaS platform offline and left customers scrambling for answers....

      

      
        OpenAI puts Stargate UK on ice, blames energy costs and red tape
        Dan Robinson

        Sam Altman's datacenter dreams hit a wall of watts and wonkery, cooling Britain's AI ambitions OpenAI is pausing its planned Stargate datacenter project in the UK just months after announcing it, citing the regulatory environment and cost of energy as reasons for putting it on hold....

      

      
        Months-old Adobe Reader zero-day uses PDFs to size up targets
        Carly Page

        Malicious PDFs abuse legit features to harvest system data and decide which victims get a 2nd-stage payload Hackers have been quietly exploiting what appears to be a zero-day in Adobe Acrobat Reader for months, using booby-trapped PDFs to profile targets and decide who's worth fully compromising....

      

      
        Microsoft locks out VeraCrypt and WireGuard devs, blames verification process
        Connor Jones

        No emails, no warnings, no humans - just bots, catch-22s, and a 60-day appeals queue Microsoft says that it will work on how it communicates with developers after two leading open source figures were suddenly locked out of their accounts, leaving them unable to sign updates.... 

      

      
        Amazon put a filesystem on S3; I showed up with a test suite and bad intentions
        Corey Quinn

        The core product is solid and priced fairly I've spent over a decade telling anyone who'd listen that S3 is not a filesystem, which in retrospect was a really weird way to start some conversations. So when AWS launched S3 Files on Tuesday - which lets you mount an S3 bucket as an NFS share - I did what any reasonable person would do: I spun up an EC2 instance and started trying to break it....

      

      
        Cryptographers place $5,000 bet whether quantum will matter
        Thomas Claburn

        The time is maybe Quantum computing exists in a sort of superposition with regard to cryptography - it's both a pending threat and a technology of no immediate consequence for decryption....
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    CPUID site hijacked to serve malware instead of HWMonitor downloads

    
Six-hour breach turned trusted links into a coin toss between legit tools and credential stealers    


    
        By 
Carly Page        
    

    
        Posted in Security,
        
            10th April 2026 12:53 GMT
        
    


    
Visitors to the CPUID website were briefly exposed to malware this week after attackers hijacked part of its backend, turning trusted download links into a delivery mechanism for something far less welcome.
The issue hit tools like HWMonitor and CPU-Z, with users on Reddit and elsewhere starting to notice something wasn't right when installers tripped antivirus alerts or showed up under odd names. One example that did the rounds had the HWMonitor 1.63 update pointing to a file called "HWiNFO_Monitor_Setup.exe," which is not what anyone went there to download, and a pretty clear sign that something upstream had been tampered with.
CPUID has since confirmed the breach, pinning it on a compromised backend component rather than tampering with its software builds.
"Investigations are still ongoing, but it appears that a secondary feature (basically a side API) was compromised for approximately six hours between April 9 and April 10, causing the main website to randomly display malicious links (our signed original files were not compromised)," one of the site's owners said in a post on X. "The breach was found and has since been fixed."
The files themselves appear to have been left alone and remain properly signed, so it doesn't seem like anyone got into the build process. Instead, the problem sat in front of that, in how downloads were being served. For anyone who hit the site during that stretch, though, that distinction offers little comfort. If the link you clicked had been swapped out, you were pulling whatever it pointed to, whether you realized it or not.


	Researchers didn't want to glamorize cybercrims. So they roasted them


	State snoops and spyware vendors planting info-stealing malware on iPhones, Google warns


	AI for software developers is in a 'dangerous state'


	Credential-stealing crew spoofs VPN clients from Cisco, Fortinet, and others


Analysis shared by vx-underground says the malicious installer appears to have targeted 64-bit HWMonitor users and included a fake CRYPTBASE.dll designed to blend in with legitimate Windows components. That DLL then reached out to a command-and-control server to pull down additional payloads.
From there, things escalate. Analysis suggests the malware tries to stay off disk as much as possible, leaning on PowerShell and running largely in memory. It also pulls down additional code and compiles a .NET payload on the victim machine before injecting it into other processes. There are also signs it's going after browser data. In testing, it was seen interacting with Google Chrome's IElevation COM interface, which can be used to access and decrypt stored credentials.
The same analysis suggests links to infrastructure used in earlier campaigns, including one targeting FileZilla users, hinting that this wasn't a one-off experiment but part of a broader playbook.
CPUID says the issue is now fixed, but there's still no detail on how that API was accessed or how many people actually pulled the bad downloads. Even so, it's another reminder that attackers don't need to touch the code itself to cause harm. (r)
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    Amazon would rather shareholders did not look too closely at carbon footprint

    
Investors urged to reject proposal for more disclosure on whether AWS expansion risks climate goals    


    
        By 
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            10th April 2026 12:33 GMT
        
    


    
Amazon's board of directors is urging shareholders to reject a proposal that would have the megacorp disclose more information on the impact of datacenters on its climate commitments.
The proposal is one of several shareholder suggestions in the online bazaar's proxy statement [PDF], sent to all shareholders ahead of its annual meeting next month.
It notes that Amazon has made high-profile climate commitments central to its corporate strategy, but also that the firm's cloud business aims to massively expand its infrastructure over the next several years. This calls into question whether the original commitment is realistic.
This proposal was submitted by Brian Kariger, represented by As You Sow, a nonprofit that advocates corporate responsibility, and Mercy Investment Services, the investor arm of the Sisters of Mercy of the Americas.
With its Climate Pledge, Amazon committed to "net-zero carbon emissions by 2040" and match 100 percent of its electricity use with renewable energy by 2030, the proposal says.
While Amazon claims to have met the latter commitment in 2023, the shareholders behind the proposal question whether the company will be able to maintain this in the coming years, given the huge datacenter expansion planned by its Amazon Web Services (AWS) cloud division.
Earlier this year, CEO Andy Jassy told investors that Amazon had added 3.9 gigawatts of compute capacity during 2025, and he expects to double that by the end of 2027, spending $200 billion on infrastructure during 2026. That's more than the entire gross domestic product of some mid-sized national economies, according to statistics available from the IMF.
All of that extra infrastructure needs power, and the proposal notes that utilities in states such as Virginia - the datacenter capital of the world - now have to build new gas-powered generator plants to meet the growing demand, or even keep coal-fired facilities online. All of this is pumping millions of tons of extra greenhouse gases into the atmosphere.
As a result, Amazon faces questions over how it intends to deliver on its climate promises. The company relies heavily on renewable energy credits (RECs), according to the proposal, which asks whether the volume purchased will increase and whether enough will be available. Amazon's investors would benefit from analysis that explains how the company will tackle those concerns, it states.


	Microsoft accused of 'greenwashing' as AI used in fossil fuel exploration


	So much for green Google ... Emissions up 48% since 2019


	Microsoft throws more cash at its carbon guilt by replanting Brazilian rainforest


	AWS wants to cook its datacenter chips with vegetable oil


As The Register has previously reported, hyperscalers are not being entirely transparent about their carbon footprint, and AWS was accused of being the worst offender.
Amazon's board of directors recommends that shareholders vote against the proposal for more detailed reporting on the impact of datacenters on the its climate commitments.
We asked Amazon why it is urging shareholders to reject the proposal and whether it believes existing disclosures are sufficient to reassure investors.
Instead, a spokesperson simply referred us to the board's response in the proxy statement, which essentially says Amazon believes the report requested in the proposal is unnecessary.
"We already provide regular, public updates on our progress, initiatives, and work in pursuit of our climate goals, including routinely reporting on our carbon intensity and on our efforts to reduce the carbon footprint of AI workloads and make our datacenters more sustainable and efficient," the text says.
"As a result, our current public reporting already addresses the specific challenges highlighted by this proposal and makes the report requested in the proposal unnecessary."
Last year, AWS was part of a body of datacenter operators that published a report critical of the EU's plans to introduce minimum performance standards for the sustainability of server farms. (r)
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    Suits won't quit AI spending, even if they can't prove it's working

    
Forget about investment value! Call it a 'strategic enabler for enterprise-wide transformation,' says KPMG    
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            10th April 2026 12:10 GMT
        
    


    
Most UK business leaders will keep AI at the top of their spending priorities, with 65 percent planning to maintain investment whether they see immediate measurable returns or not.
As debate rages about the need for proving return on investment (ROI) before tech departments open their wallets to buy AI platforms, agents, or enterprise software add-ons, research from KPMG shows the notion is sliding down the priority list for business leaders.
In a survey of 2,110 business leaders globally, the consultancy found 70 percent of UK business leaders think AI will remain high on their spending agendas even in the face of an economic downturn. Ninety-four percent plan to use AI agents in their businesses, but their experience varies.
The poll, conducted in February and March, found ROI is not a primary driver of AI investment for many organizations, although they can measure it in specific areas. Most said they could measure ROI in productivity (76 percent), quality and performance of work (71 percent), speed and accuracy of decision-making (67 percent), and profitability (64 percent).
However, just 14 percent were confident in measuring business value from improved analytics used by the C-suite for business decision-making.
Leanne Allen, head of AI at KPMG, said businesses are changing the way they see AI investment. "This shift in mindset from viewing AI as something that must deliver an immediate return to one that sees AI as a long-term investment, recognizing it as a strategic enabler for enterprise-wide transformation, is an important milestone."
Some techies running the department for their employer might be forgiven for thinking they are getting mixed messages.
Software vendors and cloud providers are currently bearing the burden of the expected increase in AI spending this year, with investment forecast to hit $2.52 trillion for 2026, according to Gartner. In the long run, however, enterprise customers and consumers will pay one way or the other.


	Accenture tells staffers: If you want a promotion, use AI at work


	KPMG partner in Oz turned to AI to pass an exam on... AI


	PwC will say goodbye to staff who aren't convinced about AI


	AWS CEO: It's funny when people ask me if AI is overhyped


At the enterprise level, John-David Lovelock, distinguished VP analyst at Gartner, told The Register in January that the conversation had gone from some board-appointed special group saying "get me something AI" to a more cautious approach.
"We're starting to see the end of the investment line. We had a thousand flowers blooming, now it's time to prune the garden. We are getting to the point where we go from 'that was a great idea' to 'where's my revenue?' That's a normal part of any new technology," he said.
KPMG's findings come against a backdrop of companies struggling to justify AI spending. In February, a survey of almost 6,000 corporate execs across the US, UK, Germany, and Australia found that more than 80 percent detect no discernible impact from AI on either employment or productivity, even though 69 percent of businesses currently use some form of AI.
A Gartner report last week found only 28 percent of use cases for AI in technology infrastructure fully succeed and offer ROI.
According to a Harris Poll study commissioned by Dataiku, 98 percent of tech leaders said they were coming under increasing pressure from the board to demonstrate ROI, while 71 percent of the CIOs surveyed believed their AI budget would likely face cuts or a freeze if targets were not met by the end of the first half of this year. (r)
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    Project Glasswing and open source software: The good, the bad, and the ugly

    
Just what FOSS developers need - a flood of AI-discovered vulnerabilities    


    
        By 
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        Posted in Security,
        
            10th April 2026 11:30 GMT
        
    


    
Opinion Anthropic describes Project Glasswing as a coalition of tech giants committing $100 million in AI resources to hunt down and fix long-hidden vulnerabilities in critical open source software that it's finding with its new Mythos AI program. Or as The Reg put it, "an AI model that can generate zero-day vulnerabilities."
Oh boy! Just what we needed. Not just AI security bug slop, but automated, dedicated AI security bug slop!
While Anthropic claims its Claude Opus 4.6 can barely find zero-days, Mythos Preview can pop up working exploits 72.4 percent of the time. It's a good thing Anthropic has limited its use for now; if it lives up to its hype, Mythos would crash the internet in a day.
Project Glasswing is generously offering free access to Mythos Preview, which Anthropic claims "surpasses all but the most skilled humans at finding and exploiting software vulnerabilities." Free with $100 million in usage credits for Mythos Preview and $4 million in direct donations to open source security organizations. Is that enough money to secure open source software, 97 percent of all working software? I doubt it.
Can we believe in Anthropic? The company claims it has found a 27-year-old bug in OpenBSD, a 16-year-old vulnerability in FFmpeg's video encoding code, and a new set of chained exploits in the Linux kernel that enable an attacker to escalate from ordinary user access to complete root control.
I'm not impressed by that. I got my start in programming by finding bugs myself, and I was never any great shakes as a developer. On the other hand, as long-term Linux kernel maintainer Greg Kroah-Hartman told us recently, AI security bug reports suddenly went from slop to useful.
OK, let's say that even in early beta, Mythos is that good at finding bugs. What will that mean? Well, next we need someone to fix those bugs. Who's going to bell that cat?
So I asked people who are a lot smarter than I am about software security and open source software, and this is what they told me.
First, I contacted Daniel Stenberg, founder and lead developer of cURL, where AI slop reports caused his team to stop paying bug bounties. He told The Register: "Yeah, this risk adds more load on countless open source maintainers already struggling." There's the rub.
Stenberg agreed that "AI reporting has gotten a lot better over the last few months. The frequency of old-style, really stupid AI slop reports has gone down significantly." However, lots of those are still not vulnerabilities but end up being "just bugs," and the reports tend not to come with fixes or solutions, so even if we like getting bugs reported, getting a lot of them as security reports adds a significant load.
So even if Mythos is "close to being as good as they claim in their marketing, I figure we will see the maintainer load go up even more soon. As I've pointed out time and again, there are never enough maintainers or financial support for open source projects."
Can't AI itself help? Sure. Dirk Hohndel, Verizon's senior director of open source, posted on LinkedIn that while AI coding tools aren't yet ready to maintain code, he believes they will be soon. "This is almost possible today. And at the rate of improvement these tools have seen over the last couple of quarters, I am convinced that it will be possible with acceptable results at some point this year."
However, Stenberg concluded that, so far, AIs typically aren't nearly as good at fixing the problems as they are at finding them, which also adds to the imbalance: several monster-sized companies and armies of users of their tools fill the inboxes of the far fewer and far less resourced open source projects. So even when those reports are good, this is a burden.
Dan Lorenc, CEO and co-founder of the security company Chainguard, agreed. He said: "I think Glasswing is exciting, and a careful rollout like this is a responsible way to get these capabilities into the hands of people trying to use them for good. At the same time, projects and enterprises using them probably aren't ready for the influx of real vulnerabilities and patches they're going to need to get out quickly."
Lorenc warned: "It's only a matter of time before others get similarly powerful models out, so everyone is going to have to prepare for an onslaught of work very soon. People can't keep pretending this isn't real or coming."
I then checked in with David Wheeler, director of Open Source Supply Chain Security at the Linux Foundation (LF). The LF, by the way, is one of the groups supporting Glasswing. Wheeler said: "Anthropic is pitching not just 'find' but 'scan and secure.' That is, they're using AI not only to find vulnerabilities, but also to create fixes for them. I think that's key; a good proposed fix makes the report much easier to act on, and it makes it much clearer what the purported vulnerability is."
We'll soon see how good Anthropic is at finding and fixing.
I'm also worried about another issue. Mythos is proprietary software. Oh sure, we all had a look at Anthropic's Claude code, but as Anthropic's lawyers will tell you in big red letters, their code is not open source. So even if Mythos turns out to be the greatest thing in programming since the compiler was invented, doesn't that mean open source software will be locked into a proprietary solution? The very idea gives me the creeps.
Wheeler replied: "Is there a risk of lock-in? Yes, that's always a risk. That said, I don't think the risk is as bad and we're working on ways to address this."


	Open source isn't a tip jar - it's time to charge for access


	Nanny state discovers Linux, demands it check kids' IDs before booting


	Altman said no to military AI abuses - then signed Pentagon deal anyway


	Open source devs consider making hogs pay for every download


"First: even if the tool is only available for a period of time, if the tool can help us find and eliminate vulnerabilities, that's still a good thing. Software is finite; it has a finite number of defects, and some security defects are more important than others. The more we can eliminate the vulnerabilities, the fewer that can be exploited, even if the service ends or becomes too expensive."
"That said, we do worry about the lock-in. We are also interested in solutions. After all, the new open source software cyber reasoning system (OSS-CRS) emerged from AIxCC and is a standard orchestration framework for building and running LLM-based autonomous bug-finding and bug-fixing systems."
In particular, "OSS-CRS defines a unified interface for CRS development. Build your CRS once by following the development guide, and run it across different environments (local, Azure...) without any modification. We're encouraging people building CRSs to use interfaces like this so they aren't as subject to lock-in. OSS-CRS also makes it easy to run an ensemble (a set of these tools). OSS-CRS does other things, but that hopefully shows that there are ways to mitigate the risk."
Well, we'll see. Personally, I'd be a lot happier if Mythos were open source software. Almost all AI software is, at its roots, based on open source.
That said, we're at an inflection point in AI and software development. Things are changing radically. I have to agree with LF CEO Jim Zemlin, who stated: "The urgency is real. We are in the most dangerous period, the transition, when attackers might gain a significant advantage as the technology ecosystem digests the impact of AI. We have already seen evidence of what smart cybersecurity crews can do when leveraging AI, and witnessed in-the-wild novel exploit kits written with AI assistance. Falling behind is not an option."
All true, but once more, and with feeling, I really, really wish the answer was written in open source code. (r)
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    Britain seeks views before it drops the hammer on signal jammers

    
Four-week call for evidence intended to help shape laws aimed at devices linked to crime    
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            10th April 2026 11:01 GMT
        
    


    
The UK government is seeking views on radiofrequency jammers as it prepares legislation to ban the controversial devices.
The Department for Science, Innovation and Technology (DSIT) announced Friday that the government is seeking a deeper understanding of how signal-jamming devices are being used across a range of criminal activities.
Previous communications regarding plans to ban the devices have largely focused on how they can facilitate car thefts.
Today's announcement signals the government's concerns extend well beyond that, citing threats to home security systems and critical public infrastructure, including cell towers that support mobile and emergency service networks.
More seriously, DSIT warned that signal jammers could disrupt positioning, navigation, and timing systems. This is a scenario that could threaten jobs, businesses, and livelihoods, and deal an estimated PS7.62 billion ($10.2 billion) blow to the economy.
"We are stepping up efforts to stop the illegal use of jamming devices, which are threatening not only our daily lives, but also our vital public services across the country," said telecoms minister Baroness Lloyd.
"This is an opportunity for the public and industry experts to have their say on how we safeguard our homes, businesses, transport networks, and more from those seeking to exploit these technologies.
"By gathering a broad range of informed opinions, we can make sure any future measures we introduce are rooted in evidence and address the real issues people are facing."
The Wireless Telegraphy Act 2006, the current legislation governing jammers, bans possession of illegal equipment, but DSIT said proving an individual used a jamming device to interfere with a signal can be difficult.
The upcoming Crime and Policing Bill, currently in the final stages of passing through Parliament, is the relevant lever lawmakers intend to pull when prosecuting car thefts facilitated by jammers.
However, the findings from today's call for evidence will inform any future legislation concerning jamming technology, DSIT said.


	UK.gov's top tech jobs pay more than prime minister earns


	UK's grand plan to fuel AI with public data faces uphill battle


	UK wants to know if banning under-16s from social media does anything useful


	When it comes to catastrophic space weather, the UK is holding a cocktail umbrella


Submissions open today and will run for four weeks.
Years in the making
The UK government has had its eye on radiofrequency jammers as a crime issue since at least 2020 and potentially over a decade, although it only announced its intention to ban them and keyless repeaters last year.
According to reports at the time, the devices were allegedly cobbled together by Bulgarian company SOS Autokeys and shoved into the housing of old Game Boy Colors before being sold for thousands to carjacking crews across Europe.
West Yorkshire Police arrested several suspects back in 2021, saying the devices were purchased for around PS20,000 ($30,000).
They came pre-loaded with the tools and software required to open up cars manufactured by the likes of Hyundai, Kia, Mitsubishi, Nissan, and Genesis in seconds.
The UK government believes that around 40 percent of all car thefts are carried out using this kind of technology.
DSIT said today that other types of jammers found in the UK and used in burglaries can be disguised as "everyday tech like digital watches."
The US Department of Homeland Security expressed concern last year about a surge in Chinese-made signal jammers being found across the country, reporting an 830 percent increase in device seizures. (r)
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Sellafield says sticking with German giant is only way off legacy ECC before support runs dry    
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The government-owned company that runs the UK's most important nuclear site has begun plans to replace its legacy SAP ERP - mainstream support for which ends in 2027 - via a PS33 million award to the German vendor, without competition.
In an official document published earlier this month, Sellafield Limited, which runs the site in West Cumbria, awarded the contract for SAP's "Core HR SaaS Licensing to include Recruitment Module" in the first step of what will become a much larger project.
Sellafield, formerly known as Windscale, has been the center of the UK's nuclear industry since the 1950s. While the site is home to a number of companies and the government's Nuclear Decommissioning Authority (NDA), Sellafield Limited is a British nuclear decommissioning Site Licence Company controlled by the NDA.
For financial management, planning, and HR, it relies on the ERP system, SAP BS7, which includes the ERP Central Component 6.0 (ECC). Mainstream support stops at the end of 2027, while extended support is available until the end of 2030 for a 2 percent premium. Customers signing up to a specific cloud migration package can get support until 2033.
Sellafield's PS33 million award to SAP for the HR SaaS licensing is the first of four planned deals for its migration from the legacy ERP platform and onto SAP S/4HANA, the currently supported system.
In the tender document, Sellafield said it also planned to make a direct award to SAP for cloud ERP, HR app Success Factors, and enterprise asset management (EAM), although it said it would sign that agreement in July next year and is yet to disclose details.
As part of the ERP migration, Sellafield also intends to sign up a specialist implementation and support partner for its core HR service in April 2027 and another partner for S/4HANA and EAM services in July 2027. Competition for service partners will come under a framework agreement, the nuclear site management company said.
UK procurement law sets out conditions under which buyers might avoid opening up tenders for competition and make a direct award. Sellafield said its award to SAP meets these conditions because the German vendor's software underpins all its core enterprise processes and is "deeply integrated with critical operational and regulatory systems."
"Replacing it with a different ERP would require wholesale process redesign across finance, procurement, warehousing, and HR, as well as extensive data, integration, and control rebuilds creating significant technical constraints, challenges, and risks. This would create a transformation lasting over five years - far exceeding the proportional effort of an in-family SAP upgrade and impossible to complete before existing support ends," it said.


	Britain's biggest nuclear site looks set to outlast SAP support again


	UK.gov's nuclear strategy is 'slow, inefficient, and costly'


	PS127M wasted on failed UK nuclear cleanup plan


	Nuclear center must replace roof on 70-year-old lab so it can process radioactive waste


By adopting the SAP upgrade path, Sellafield would "retain and extend substantial investments already made," including its SAP HANA database infrastructure, which supports existing applications.
A direct award to SAP "avoids the cost of retiring working solutions, rebuilding the integration landscape, or procuring extensive retraining and consultancy support required for a different ERP platform," Sellafield added.
Legacy SAP systems can be fiendishly difficult to migrate away from because of the number of customizations that go into their implementations. Sellafield also seems to have hit this challenge.
"The existing SAP landscape has a significant number of integrations with other internal and external systems. Moving to an alternative ERP solution would require all interfaces being re-architected, re-engineered, and tested for compliance, which significantly increases the technical complexity and risk that the migration would fail," it said.
It added that "for a site of Sellafield's scale and regulatory complexity, moving away from SAP would create disproportionate technical difficulty, heightened operational risk, and major transition costs."
Other UK government departments have used the same approach. His Majesty's Revenue & Customs, which handles more than PS800 billion in tax revenue and payments annually, awarded SAP a PS275 million ($370 million) contract without competition to move off ECC and onto S/4HANA.
Sellafield is also looking for a tech services company to support infrastructure and existing applications, including the legacy SAP system. The deal is set to be worth around PS90 million, with 118 applications under the arrangement. The tender notice is due to be published in May. (r)
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Fewer than three-tenths of those required to sign up for quarterly software-based Making Tax Digital (MTD) reporting for the latest tax year that started this month have done so, according to HM Revenue & Customs.
The UK tax collector told The Register that more than 219,000 people have signed up to MTD for income tax, up from more than 37,000 in mid-February with thousands joining each week.
[image: HMRC photo via Shutterstock]
HMRC spares 661 from Making Tax Digital as rollout nears

READ MORE
This is around 28 percent of the 780,000 sole traders and landlords required by the government to move from annual to quarterly tax reporting with approved software for the tax year starting April 6.
Those affected have until August 7 to submit their first quarterly report through the system. HMRC said it saw engagement accelerate rapidly in the run-up to the first reporting date when it introduced MTD for businesses paying value-added tax (VAT) in 2019.
It plans to write to those who miss the August 7 deadline but will not penalize late submissions in the 2026-27 tax year, after which it will fine people PS200 after four late submissions.
The government requires sole traders, who run businesses without a company structure, and landlords who made more than PS50,000 in 2024-25 to sign up to MTD this year.
"Making Tax Digital will make it easier for sole traders and landlords to get their tax right by providing a more real-time overview of their finances, freeing up their time to focus on growing their business," an HMRC spokesperson told The Register.
The spokesperson added that HMRC ran marketing and information campaigns about the changes, and around three-quarters of this year's group have agents such as accountants who have very high awareness of the requirements.


	HMRC hands PS473M Fujitsu migration deal to AWS after competition melts away


	UK tax collector plans PS2B tech binge as legacy systems refuse to die


	UK Digital Services Tax raises PS800M from global tech giants


	UK tax collector falls short on digital efficiency, watchdog says


In April 2027, the government will lower the MTD boundary to PS30,000, pulling in 970,000 more sole traders and landlords, and then to PS20,000 in April 2028, adding a further 975,000.
Those affected have to use HMRC-approved software, with some free options but many paid-for, rather than the free online system run by the tax collector through the GOV.UK website.
HMRC previously estimated the change would cost people about PS350 to adopt and then PS115 annually.
But why April 6? In the medieval era, the English New Year started on March 25, also known as Lady Day to mark the Annunciation of Our Lady. People used Lady Day and the other quarter days of Midsummer, Michaelmas, and Christmas to settle accounts such as rents.
In 1752, England dropped 11 days from September to catch up with Pope Gregory XIII's calendar changes, which were adopted by most of Europe in 1582. To avoid being short-changed by the shorter year, the Treasury pushed the start of the tax year back to April 5, with a further day added in 1800.
Now, through MTD, HMRC is arguably reintroducing the custom of quarter days. (r)
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On Call Welcome to another edition of On Call, The Register's reader-contributed column that shares your stories of tech support incidents that crossed a line.
This week, we have a story from a reader we'll Regomize as "Cooper" who told us the tale of a colleague we're going to call "Octavio."
Octavio hailed from a South American nation and therefore grew up speaking Spanish. He moved to the US for college, qualified for a green card allowing permanent residence stateside, then scored a job at a US tech company in a role that included tech support duties.
As Cooper tells the tale, Octavio's employer took advantage of his excellent Spanish by often dispatching him to help clients in Latin America.
On one such trip, Octavio finished a job in Argentina and prepared to return to the US. Head office had other ideas and sent him to another customer in Mexico.
"Americans traveling to Mexico did not need a visa, but travelers from Octavio's homeland did," Cooper explained.
The very large computer company did not know this, so when Octavio arrived in Mexico City he was greeted by local authorities, who arrested him.


	Contractor quaffed his way through Y2K compliance while the client scowled


	Engineer sabotaged hardware then complained when it didn't work


	While you're here, could you go out of your way to do an impossible job?


	Blustering Blackbeard's PC was all at sea, sysadmin got him shipshape in seconds


"Headquarters had to summon a lawyer to break him out," Cooper explained, but even that effort couldn't save Octavio from spending a few hours in detention and subsequent deportation.
Octavio made it onto US soil, where another company rep awaited carrying two things: a visa to enter Mexico and a plane ticket to send him there to finish the job.
"The next week he applied to become a US citizen," Cooper told On Call.
Has a tech support job got you in trouble at the border? If so, show your papers to On Call by clicking here to send us an email so we can clear your story to enter our pages on a future Friday. (r)
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Amazon CEO Andy Jassy on Thursday delivered his annual letter to shareholders and it's full of interesting news about the cloud and e-tail giant.
One detail that caught The Register's eye was Jassy's assertion that "If our chips business was a stand-alone business, and sold chips produced this year to AWS and other third parties (as other leading chips companies do), our annual run rate would be ~$50 billion."
"There's so much demand for our chips that it's quite possible we'll sell racks of them to third parties in the future," he added.
The CEO also revealed "two large AWS customers have already asked if they could buy *all* of our Graviton instance capacity in 2026," a reference to cloudy servers powered by Amazon's home-grown CPUs. Jassy says the company denied those requests, but added that Amazon earns $20 billion from services powered by its homegrown chips.
Plenty of that comes from its Trainium AI chips, which Jassy said are in such high demand that capacity for services running the Trainium3, which shipped early this year, "is nearly fully-subscribed." He said "A significant chunk" of services powered by Trainium4, which Amazon won't make broadly available for about 18 months, "has already been reserved."
Jassy also expects Trainium "will save us tens of billions of capex dollars per year, and provide several hundred basis points of operating margin advantage versus relying on others' chips for inference."
The CEO also pointed out that three years after opening its doors, AWS's revenue run rate was $58 billion. In the same amount of time, the cloud colossus has won a $15 billion book of AI revenue. He also noted that while AWS annual revenue is currently $142 billion, 85 percent of global IT spend remains on-premises.
"This will change," he wrote.


	World's smallest violin spotted at Amazon HQ as exec pay packets deflate


	Amazon put a filesystem on S3; I showed up with a test suite and bad intentions


	AWS CEO: It's funny when people ask me if AI is overhyped


	Amazon security boss: AI makes pentesting 40% more efficient


Jassy said AWS would grow even faster if it could get its hands on more electricity, having added 3.9 gigawatts of new capacity in 2025, and expects to double total power capacity by the end of 2027.
"And yet, we still have capacity constraints that yield unserved demand," he lamented.
Flying high
Jassy also discussed Amazon's aerial efforts, saying its satellite broadband service "is officially scheduled to launch in mid-2026" with around 200 satellites.
Prime Air, the company's drone delivery service, now has "a design that'll scale" and "plans to serve communities with 30 million customers by year-end, and expects to deliver half a billion packages by the end of this decade."
Jassy said Prime Air will fly from "Same Day Fulfillment Centers" that store Amazon's 90,000 best-selling products and deliver within 30 minutes. Another service, Amazon Now, will use "micro-fulfillment centers" that stock mere thousands of products and deliver in 20 minutes. Amazon already has more than 360 micro-fulfillment centers in India.
The Amazon in Chief also touched on robotics, revealing that the company has "over one million robots operating in fulfillment centers helping with stowing, picking, sorting, and intra-facility transport."
"We've done this while continuing to be one of the largest job creators in the country," he added, before foreshadowing further work "on form factors, use case diversity, agility, grasping, and intelligence."
Again, he hinted that Amazon might become a vendor.
"Wherever we can leverage our scale and real-time feedback loop from so many robots in our fulfillment network to build robotics solutions for other industrial and consumer customers, we'll explore doing so," he wrote.
The letter also contains lots of corporate guff that readers may find distressing, most of it on a theme of the best-laid business plans seldom proving correct and a willingness to change direction as a key value for success.
Jassy said learning how to use AI will follow the same pattern.
"It's not hard to imagine with the emergence of AI, that the interface with which customers want to interact with a retailer could be substantially different over time," he wrote. "It may take us a while to find experiences better than what we have now, and it may take consumers time to adopt these new experiences."
The CEO is, however, confident Amazon will get a bigger piece of everything it wants. (r)
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Universal basic income is an idea that hasn't gained much traction, but South Korea on Thursday implemented a universal basic mobile data access scheme.
The nation's Ministry of Science announced the plan yesterday with a statement and a rather more interesting giant infographic that both explain the scheme will provide over seven million subscribers with unlimited downloads at just 400 kbps after their data allowances expire. South Korea's dominant carriers, SK Telecom, KT, and LG Uplus, have agreed to the plan.
Deputy Prime Minister and Minister for Science and ICT Bae Kyunghoon said the scheme is needed because citizens can't do without access to online services, and also because South Korea's telcos need to re-earn their social licenses after recent security lapses that saw shoddy security practices at SK Telecom lead to a massive leak, a 3TB dark web data drama at LG Uplus, and woeful femtocell security at KT - which may also have distributed malware to its customers.
"We have now reached a critical juncture where we must move beyond mere pledges not to repeat past mistakes," the deputy PM said. "Instead, we must respond with a level of innovation and contribution - a complete transformation - that the public can tangibly perceive."
"It is crucial to contribute to public welfare - such as by guaranteeing basic telecommunications rights for all citizens - while actively investing to lead the way toward a future defined by an AI-driven society," he added.


	Korean cops charge teens over bike hire breach that exposed data on 4.62M riders


	South Korea enlists AI to spot pump and dump schemes on social media, or in Spam


	Korean telco failed at femtocell security, exposed customers to snooping and fraud


	Four arrested in South Korea over massive IP camera snooping spree


The universal basic data scheme is not the only act of contrition South Korea's telcos promised to perform.
They've also resolved to introduce low-priced 5G plans that cost W20,000 or less ($13.50), and to increase data and calling allowances for senior citizens. The government also extracted promises to upgrade Wi-Fi services on subways and long-distance trains.
Bae didn't just wield a stick: He also dangled a carrot in the form of a promise to support research on networks that will support AI applications. But he also urged the three telcos to invest more in the networks - not just datacenters - to make AI applications accessible to all. (r)
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Microsoft has told its channel partners to get ready for a 20 percent price cut for Windows 365 cloud PCs, effective May 1st.
The software giant told partners it will cut prices "to make Cloud PCs more cost-effective for small and medium businesses."
Microsoft has framed the price cuts as an "update" to the service that will change its performance in two ways:

	Cloud PCs stay powered on for one hour after sign-out/disconnect;


	Reconnects after more than an hour might take slightly longer as the Cloud PC resumes from hibernation (with the same performance once connected).


Microsoft calls the above behaviors "a new on-demand start experience" and says it "helps deliver a lower price point while preserving the full Windows 365 Business value and capabilities partners and customers expect."
Windows 365 for Business offers three cloudy PCs: a Basic $31/month machine with a pair of vCPUs and 4GB of memory, the $41/month Standard machine with 8GB of RAM, and a $66/month Premium product that offers four vCPUs and 16GB of RAM. All include 128GB of storage. Microsoft sells the same three cloudy PCs under its Enterprise plan. The only difference is that fleets of Business cloud PCs can't top 300 machines, while the Enterprise plan allows unlimited users.
The lower prices will kick in whenever existing users sign up for a new subscription, and also apply to new users.


	Enterprise PCs are unreliable, unpatched, and unloved compared to Macs


	Microsoft reveals new cloudy AI PC that's not a Copilot+ PC


	Omnissa brings VDI-style app packaging to physical PCs


	Citrix finds new use for virtualization: Avoiding PC price hikes caused by tariffs


Microsoft's price cuts come at a time when the price of physical PCs is set to rise, thanks to memory shortages and geopolitical issues caused by the USA's war of choice against Iran. PC buyers may also have spotted analyst firm Gartner's opinion that cloudy PCs now have lower total cost of ownership than laptop computers.
Virtual PCs have traditionally won favor from buyers in heavily regulated industries that have good reasons to frown on local data storage. Environments where shift workers share hardware, such as healthcare, are also big VDI users.
Gartner thinks more organizations are finding reasons to consider hosted desktops, and has predicted that by 2027, 20 percent of workers will use a cloudy PC as their main workspace, up from 10 percent in 2019.
Lowering the cost of Windows 365 therefore looks a lot like Microsoft trying to win more of the PC market at a time buyers have very good reasons to consider a move.
Microsoft offers two virtual PC products. Windows 365 is its simplified PC-as-a-service offering.
Azure Virtual Desktop (AVD) is Redmond's old-school VDI offering, pitched at power users. Microsoft believes some AVD users will get the best experience when their virtual PCs run on-prem, either on its own Azure Local hardware or on Nutanix hardware: the latter company this week proudly began to offer on-prem AVD as a way to extend its desktop virtualization (VDI) portfolio. (r)
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Urge restraints before AdLand does this without appropriate disclosures    
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Large language models can be very persuasive, and researchers say that's a problem when they're used to create advertising.
A trio of computer scientists from Princeton University set out to examine whether conversational AI agents can manipulate consumer choices during online shopping sessions. It turns out they can influence behavior - and most of the consumers being steered don't realize it.
In a preprint paper titled, "Commercial Persuasion in AI-Mediated Conversations," the three researchers tested the impact of AI-based promotions.
They did so because online commerce increasingly involves AI mediation. Between 30 and 45 percent of US consumers already use generative AI for product research and comparison, they say, with about 23 percent having made an AI-assisted purchase as of December 2025.
The experiments involved asking about 2,000 eBook readers to browse a catalog of titles available on the Kindle eReader, and select a book. The researchers designated a fifth of the eBooks as "sponsored" in the backend system but did not disclose that to participants.
In one test, the researchers used three scenarios: a Search-Placement condition similar to web search results; a Chat-Placement condition where participants engaged with an LLM that provided neutral descriptions of eBooks shown in a swipeable web carousel; and a Chat-Persuasion condition, where the interface was the same but the LLM was instructed to nudge participants toward sponsored products.
[image: Search interface (SP condition), from research paper. Participants entered natural-language queries into a search bar and browsed paginated results. Each results page displayed ten books; two of the ten were randomly designated as sponsored and upranked to the top positions.]
Search interface (SP condition), from research paper. Participants entered natural-language queries into a search bar and browsed paginated results. Each results page displayed ten books; two of the ten were randomly designated as sponsored and upranked to the top positions. - Click to enlarge


The second experiment involved a conversational chat interface in two scenarios: One explored a Chat-Persuasion, Explicit condition, in which participants were told sponsored books would be promoted by a chatbot; the other relied on a condition described as Chat-Persuasion, Subtle, in which the model was told to persuade participants to select sponsored items without letting them know about its goal.
The researchers randomly assigned GPT-5.2, Claude Opus 4.5, Gemini 3 Pro, DeepSeek v3.2, or Qwen3 235b to handle these conversations, to ensure their results didn't report the proclivities of a single model.
"When the agent was instructed to persuade, 61 percent of participants chose a sponsored product, nearly tripling the 22 percent rate under traditional search," said Manoel Horta Ribeiro, assistant professor of computer science at Princeton University and one of the co-authors, in an online post. "Simply chatting with an AI (without persuasion) performed no better than search: it's the persuasive intent that drives the effect."
Ribeiro added that transparency - revealing that a result was sponsored - didn't materially change things. With an explicit warning, 55.5 percent still chose the sponsored product.
And when the AI models were directed to hide their intent, detection of persuasion declined from 17.9 percent to just 9.5 percent, while the persuasion rate dipped only a bit, to 40.7 percent.
The sales rate - the rate at which participants chose to retain their eBooks even after being debriefed and offered $1 in lieu of the eBook - was 33.1 percent for traditional search placement.


	Microsoft locks out VeraCrypt and WireGuard devs, blames verification process


	Anthropic will let your agents sleep on its couch


	AWS: Agents shouldn't be secret, so we built a registry for them


	Spark creator bags computing gong for making big data a little bit smaller


The Chat-Placement condition - the chatbot making neutral recommendations in conjunction with a web-based carousel - was the only version of the experiment that underperformed traditional search in sales rate (30.3 percent).
The three other chatbot-oriented conditions - Chat-Persuasion; Chat-Persuasion, Explicit; and Chat-Persuasion, Subtle - had sales rates of 37.6 percent, 38.7 percent, and 38.2 percent respectively.
Francesco Salvi, a PhD student at Princeton and corresponding author, told The Register in an email that the key difference between AI-based promotion and traditional advertising is that traditional ads can be separated from the content around them.
"You can scroll past a sponsored result, install an ad blocker, or learn to recognize a promoted listing," Salvi explained. "In a conversational AI system, that separation disappears: the same model that answers your question is the one choosing which products to highlight and deciding how to describe them."
"This and the conversational format make it harder for the average person to detect and process AI-embedded advertising, and our results confirm this pattern: even with a model aggressively instructed to persuade, less than 1 in 5 people detected any bias from it."
Asked whether the experiments made an effort to distinguish between conversational manipulation and interface-based manipulation, Salvi said the Chat-Placement condition tried to isolate that effect.
"When participants interacted with the conversational interface, carousel, and layout, but the model used original catalog descriptions with no persuasive instructions, the sponsored selection rate increased to only 26.8 percent, indistinguishable from traditional search at 22.4 percent.
"When the model was instructed to persuade, instead, that rate tripled to 61.2 percent (!), while keeping the interface stable."
Even so, Salvi argued that there are "conversational dark patterns" - the equivalent to manipulative interface design.
"I would list things like sycophancy, anthropomorphism, and what we observed in our study, a kind of selection bias in which models selectively downplay less commercially valuable options while highlighting sponsored ones in a way that is tailored to users' preferences and profiles," he said. "This is substantially different from, and potentially far more effective than, any traditional static system."
Salvi said the experimental results show that disclosure is necessary but insufficient.
"Beyond disclosure, we think two structural interventions deserve serious consideration," he said. "First, architectural separation between the recommendation function and commercial objectives, so the model generating advice is not the same system optimizing for sponsored conversions.
"Second, independent auditing of system prompts and model behavior in commercial deployments, as output-level inspection alone cannot be trusted, given the capacity for concealment we documented."
Alejandro Cuevas is the third author of the paper. (r)
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    Anthropic will let your agents sleep on its couch

    
Want to run your business on autopilot? For better or worse, Managed Agents might help with that    
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If you need AI agents to do a lot of ongoing tasks for your business, Anthropic has a new answer for you. The Claude maker has introduced Managed Agents, a service to help organizations create and deploy cloud-hosted knowledge work automations.
Agents, for those who haven't been following along, consist of machine learning models given access to software tools in an iterative loop. Claude Code is a coding agent that can emit programming code with the assistance of models like Opus 4.6 and permitted command line tools like bash, yoked together through a client-side harness - an orchestration tool.
Those using Claude Code can create sub-agents that specialize in certain tasks, like frontend design. These are defined by Markdown files and YAML data - words that steer the underlying model toward training data related to functional interface patterns as opposed to code efficiency or some other goal.
"An agent is a reusable, versioned configuration that defines persona and capabilities," Anthropic explains in its documentation. "It bundles the model, system prompt, tools, MCP servers, and skills that shape how Claude behaves during a session."
Running an agent involves some degree of planning and configuration followed by monitoring and feedback - you give it a task, the agent attempts to comply, and it either asks further questions or proceeds to generate its interpretation of the desired response - until your token quota or your API budget has been exhausted.
Hence the appeal of Managed Agents: Anthropic is offering to make the agentic process a bit more hands-off and more scalable, which for organizations might have some appeal. 
"Shipping a production agent requires sandboxed code execution, checkpointing, credential management, scoped permissions, and end-to-end tracing," the company said in a blog post.
"Managed Agents handles the complexity. You define your agent's tasks, tools, and guardrails and we run it on our infrastructure. A built-in orchestration harness decides when to call tools, how to manage context, and how to recover from errors."


	Microsoft locks out VeraCrypt and WireGuard devs, blames verification process


	AWS: Agents shouldn't be secret, so we built a registry for them


	'Several dozen' high-value corporations hit by new extortion crew in helpdesk phishing spree


	OpenAI puts Stargate UK on ice, blames energy costs and red tape


Where personal agent usage (for coding at least) tends to be semi-autonomous - you give the agent some tasks and check in as the model implements specific features - Claude Managed Agents is intended for longer periods of unsupervised action (a.k.a. spending). 
Managed agents are designed to muck around in their managed environment, reading files, running commands, browsing the web, and executing code without much oversight. The mundane aspects of LLM interaction - compacting sessions to free up context space, for example - are left to the machines.
Anthropic recommends Managed Agents for tasks that require a long time to complete and lots of tool calls, can operate in cloud-hosted secure containers, and benefit from persistent file and conversation data. 
The Managed Agents service isn't just for coding, which remains the primary commercial use case for Claude to date. Anthropic suggests that its hosted ghost workers can handle a broad set of office tasks - a position underscored by Claude Cowork's declaration of general availability on Thursday. 
The AI biz emphasizes the general utility of its toilbots in a YouTube testimonial from Notion product manager Eric Liu that describes how Notion uses Managed Agents to ship code and produce websites and presentations. This involves, for example, asking the managed agents to consolidate project assets, create Slack channels, research competitor home pages, and send emails with project timelines.
All this could be yours for the low, low price of standard platform rates, plus $0.08 per session-hour for active runtime. (r)
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    Google wants more Intel inside ... its datacenters, taps Chipzilla for more SmartNICs

    
Custom ASIC biz now running at a $1B annual pace for Intel    
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Google will continue to work with Intel, buying SmartNICs for its public cloud rather than blazing its own trail as AWS has done with its Nitro NICs.
Like most hyperscalers today, Google employs SmartNICs, or as Intel prefers to call them, infrastructure processing units (IPUs). These devices are essentially a computer on a network card and are designed to offload networking, security, and storage operations, freeing up CPU resources for tenant workloads.
While Amazon employs custom ASICs from its Annapurna Labs team and Microsoft uses custom logic running on FPGAs, Google tapped Intel to develop an ASIC-based IPU called Mount Evans, which launched alongside its C3 instances in 2022.
On Thursday, Intel announced Google had expanded this collaboration to develop new IPUs in a press release that reads like a desperate attempt to convince the public that its Datacenter and Networking divisions are still relevant.
Intel CFO David Zinsner had alluded to increased demand for these services during the company's Q4 earnings call in January, touting that the company's custom ASIC biz grew more than 50 percent in 2025 and exited Q4 at an annualized revenue run rate above $1 billion.
Intel didn't elaborate on what Google's next-gen IPUs might look like, but given the demand for high speed networking for AI compute clusters, there's a good chance it'll be significantly faster than its 200 Gbps Mount Evans IPUs.
Alongside the expanded IPU collab, Intel was also keen to note that the Chocolate Factory wasn't giving up on its Xeon processors, which will power a variety of general purpose and AI workloads. In other words, it is business as usual.
Like many hyperscalers, Google now has its own Arm-based CPU, codenamed Axion, which runs both internal and customer facing workloads.
However, just as Graviton and Cobalt have replaced Xeon or Epyc processors in Amazon's or Microsoft's clouds, neither Intel nor AMD is at risk of being ejected by Axion any time soon.
In fact, since many customers prefer to run their workloads on x86 cores, either for performance or compatibility reasons, Intel remains useful for putting pricing pressure on AMD and vice versa.
In any case, Intel felt it was necessary to reassure everyone that Xeon remained a key part of Google Cloud, particularly when it comes to AI. But again, this is nothing new.


	Peace President's Iran war piles more pain on already battered PC market


	Intel gets trapped in Elon's reality distortion field as it joins in megafab delusions


	Apple's chips are the core of a new landscape, but its biggest win is Windows


	Patch to end i486 support hits Linux kernel merge queue


Xeons have been the CPU of choice for Nvidia's 8-GPU DGX reference designs going back to the H100 in 2022. In other words, many of Google's GPU instances already had Intel inside.
And, while AI workloads also need CPUs to orchestrate agents and execute the code generated by Google's GPUs and TPUs, there's nothing that makes Xeon inherently better for this job than Epyc or Axion. In fact, at cloud scale, the best CPU for agentic AI is probably whatever happens to be sitting idle at any given moment. (r)
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    Crypto? Huh. Good gawd y'all, what is it good for? $45M in this case

    
Cops bust latest scam, return $12m to bilked victims    
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US, UK, and Canadian law enforcement Thursday said that they disrupted a $45 million global cryptocurrency scam, freezing $12 million in stolen funds and identifying more than 20,000 cryptocurrency wallet addresses linked to fraud victims across 30 countries.
The week-long effort, dubbed Operation Atlantic, also identified an additional $33 million believed to be linked to investment fraud schemes, and will further investigate these funds.
Operation Atlantic is a joint initiative led by the US Secret Service, the UK National Crime Agency, the Ontario Provincial Police, and the Ontario Securities Commission, working with private-sector partners, to identify and contact potential victims and help them recover stolen funds.
In these so-called "pig butchering" scams, victims unknowingly give criminals full access to their cryptocurrency accounts, typically after receiving a fake notification that appears to come from a legitimate app or service, asking the user to approve access. After the victim approves the request, the scammers drain people's wallets.
Over the course of the operation, international cops identified and directly contacted more than 3,000 victims, and returned $12 million back to their wallets.


	US cybercrime losses pass $20B for first time as AI boosts online fraud


	China's 'The US hacks itself to make us look bad' theorists return with a crypto conspiracy


	Indian cops cuff ex-Coinbase rep over selling customer info to crims


	Criminal wannabes even more dangerous than the pros, says ex-FBI cyber chief


This effort demonstrates the "need for international collaboration to stop cryptocurrency fraud," Brent Daniels, assistant director for the US Secret Service's Office of Field Operations, said in a statement. "Through this operation, investigators prevented millions of dollars in fraud losses and disrupted millions more in fraudulent transactions."
Cybercrime losses to US businesses and consumers hit a record $20.87 billion in 2025, according to an FBI report published this week
The feds received 181,565 cryptocurrency complaints last year - a 21 percent increase from the year prior - and said people suffered $1.366 billion in losses from these types of scams, which is up 22 percent from 2024. (r)
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    World's smallest violin spotted at Amazon HQ as exec pay packets deflate

    
C-suite forced to take sandwiches into work, cycle home    
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It's going to be hard holding back our tears. The C-suite lieutenants at Amazon didn't exactly get the bumper payday that many El Reg readers would expect, particularly compared with prior years.
Before anyone takes that to mean we're playing violins for the big shots at Amazon, a company that is investing upwards of $100 billion in datacenters this year, we're not. In 2024, four executives were collectively awarded over $115 million in compensation, largely because stock awards dominated their reported pay that year.
[image: Spooky graveyard]
Amazon rewards loyal Kindle devotees by closing the book on old e-readers

READ MORE
However, 2025 didn't see a repeat of payroll profusion. The financial package handed to Andy Jassy, president and CEO, was $2.07 million, compared to $1.6 million in the prior calendar year, still not to be sniffed at, but nowhere near peers at Microsoft or even IBM. Jassy's $365,000 base salary was unchanged, and the rest consisted mainly of security costs, business travel expenses, and retirement contributions.
The market value of shares or units of stock that have not yet vested for Jassy is a little more than $242 million, according to a proxy statement.
Founder and Executive Chair Jeffrey P Bezos received a wage pack of almost $82,000 and all other compensation took his total award to $1.68 million, though Bezos owns 8.8 percent of Amazon and - as is well known - is one of the richest people on the planet.


	AWS CEO: It's funny when people ask me if AI is overhyped


	Ex-Microsoft engineer believes Azure problems stem from talent exodus


	AWS would prefer to forget March ever happened in its UAE region


	Sorry, Amazon, you couldn't pick a worse time to bring a phone to market: IDC analyst


	UK watchdog targets Microsoft licensing in cloud competition probe


The financial package awarded to CFO Brian Olsavsky shrank from $25.7 million in 2024 to just $372,000 for last year. No stock awards in the latest fiscal year. Similarly, AWS head Matt Garman was allotted just over $617,000, versus $32.8 million when stock options vested in 2024. And CEO of Amazon Worldwide Stores Douglas Herrington's package was $425,000 compared to $34.2 million.
David Zapolsky, chief legal officer, saw his rewards fall to $372,000 from $25.7 million.
Amazon's revenue rose 12 percent year-on-year to $716.9 billion in 2025, while net income climbed 31 percent to $77.7 billion, thanks in no small part to AWS, which generated $128.7 billion in sales and $45.6 billion in operating income.
What about the median pay for Amazon staff? Including all full- and part-time permanent and temporary employees, the median financial compensation was $40,206, or half a Bezos salary. For US full-time Amazon employees, it was $53,211, up from $47,990. (r)
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    AWS: Agents shouldn't be secret, so we built a registry for them

    
Your agent will be pushed, filed, stamped, indexed, briefed, debriefed, and numbered    
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AI agents should not be secret agents, at least in corporate environments. But when companies deploy software automations, they don't always have visibility into what their roboscripts are actually doing.
Amazon Web Services aims to illuminate the enterprise agent ecosystem with its Agent Registry, which the infrastructure biz describes as "a single place to discover, share, and reuse AI agents, tools, and agent skills across your enterprise."
AWS' Agent Registry is not the only agent registry. Microsoft has its Entra Agent Registry and an Azure Agent Registry. Google Cloud has its Agent Registry. There's an Agent Client Protocol (ACP) Registry. And there are many more third-party registries. The Register notices such things.
AWS intends its registry to help make agents more visible within organizations, to provide some measure of control over agent publication and discovery, and to ensure sufficient distribution so that disparate teams aren't reinventing the wheel with redundant agents.
Agent Registry is built to work with Bedrock AgentCore, AWS's platform for building, deploying, and managing agent software. It provides a central repository for storing metadata describing agents, tools, MCP servers, agent skills, and associated resources, linked to authorship info, protocol details, services exposed, and invocation instructions. It supports standards like MCP and A2A, in addition to custom schemas, and it's designed to work wherever agents are hosted, whether that's Agent Core, other cloud services, or on-premises.
Adding records to the registry can be done through manual metadata submission via the AWS console, AWS SDK, or API. The registry will also fetch records automatically after being connected to a properly configured MCP or A2A endpoint. 
Querying the registry can be done via AgentCore Console, APIs, or any MCP-compatible client like Kiro or Claude Code.


	Hundreds of orgs compromised daily in Microsoft device code phishing attacks


	Anthropic: All your zero-days are belong to Mythos


	AWS CEO: It's funny when people ask me if AI is overhyped


	Talk ain't cheap: DARPA offers grants for new AI-to-AI communication protocol


In Amazon-packaged remarks, Pete Hirsch, chief product and technology officer at Zuora, a revenue management biz, talked up the advantages of having a source of truth for agents.
"This centralized approach enables teams to find and reuse existing assets rather than rebuilding from scratch," Hirsch said via AWS comms. "Standardized metadata ensures each agent and tool includes consistent details on ownership and capabilities, giving teams end-to-end visibility and accountability across the entire agent ecosystem."
AWS expects that agents built using AgentCore, Amazon Quick Suite, and Kiro will be automatically indexed in the registry and that metadata from the operation of those agents will be surfaced to show what exists and how well they function. Organizations can look forward to viewing data about their agents in the AWS Resource Access Manager. 
The AWS Agent Registry is being offered in preview via AgentCore in five regions: US East (N. Virginia), US West (Oregon), Asia Pacific (Sydney), Asia Pacific (Tokyo), and Europe (Ireland). (r)
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    'Several dozen' high-value corporations hit by new extortion crew in helpdesk phishing spree

    
Possible link to Mr. Raccoon's claimed Adobe break-in    
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A new extortion crew has targeted "several dozen high-value" corporations through phishing and helpdesk social-engineering, according to Google.
Google Threat Intelligence Group tracks the financially motivated group as UNC6783, and in a blog post, principal threat analyst Austin Larsen said that it may have ties to the "Raccoon" persona. 
"We are aware of several dozen high-value corporate entities targeted across multiple sectors," Larsen wrote.
UNC6783 primarily compromises call centers and business process outsourcers (BPOs) that work with larger companies - an attack method popularized by groups like Scattered Spider and ShinyHunters. Once the criminals have access to the BPOs' networks, they can use stolen legitimate credentials from BPO employees to break into their customers' IT environments.
Google has also observed the extortionists targeting corporations' support and helpdesk staff directly to gain access and steal sensitive data.
"The campaign relies on social engineering via live chat to direct employees to malicious, spoofed Okta login pages," Larsen said. "These domains frequently masquerade as the targeted organization using a domain pattern such as <org>[.]zendesk-support<##>[.]com."
The attackers use a custom phishing kit to bypass multi-factor authentication (MFA) by stealing clipboard contents, and then enrolling their own devices for persistent access to victim environments.
Google has also spotted the miscreants using fake security software updates to trick victims into downloading remote access malware. 


	Smooth criminals talking their way into cloud environments, Google says


	Months-old Adobe Reader zero-day uses PDFs to size up targets


	Hundreds of orgs compromised daily in Microsoft device code phishing attacks


	AI recruiting biz Mercor says it was 'one of thousands' hit in LiteLLM supply-chain attack


Once they steal corporations' data, the crew uses Proton Mail accounts to deliver ransom notes to their victims.
When asked how many of these were successful intrusions, Larsen told The Register that "we are aware of several successful attacks as part of this campaign."
Last week, International Cyber Digest reported that Adobe was allegedly breached by an attacker calling themselves Mr. Raccoon, who reportedly gained access through an Indian BPO by first deploying a remote access tool on one employee and then phishing that worker's manager.
The data thief claimed to have stolen 13 million support tickets with personal data, 15,000 employee records, all HackerOne submissions, internal documents, and other information.
Adobe did not immediately respond to The Register's request for comment.
According to malware hunters vx-underground, the Adobe breach appears to be legitimate, and "anyone who submitted a helpdesk ticket to Adobe, or requested assistance in any capacity, could be impacted." (r)
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    Deere oh Deere: Tractor repair row heads for $99M settlement

    
FTC lawsuit lingers, while encouraging signs point to Iowa bill succeeding too    
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Agriculture manufacturing giant John Deere has agreed to a proposed $99 million settlement following a class action lawsuit in Illinois.
One of several similar legal challenges underway across the US, the lawsuit brought against John Deere pertains to farmers' longstanding concerns over the company's rigid maintenance rules, which plaintiffs say prevent farmers from repairing their own equipment.
Customers are often forced to rely on John Deere-approved specialists - the only outfits to which the company provides crucial repair and diagnostic software.
Plaintiffs argue these authorized dealers charge artificially inflated prices, in turn harming farmers' incomes.
John Deere has agreed to the preliminary settlement, which is still subject to a fairness assessment and final approval, after initially denying the antitrust allegations first leveled against it by the class in 2022.
Settlements do not constitute an admission of wrongdoing.
If the settlement receives court approval, the $99 million, plus interest, will be distributed to class members based on total labor hours spent on repairs since January 10, 2018.
Crucially, it would also require John Deere to make available the software and diagnostic tools needed for farmers to make their own repairs or seek analogous services from independent repair providers at competitive prices.
Further, the settlement would secure customers' access to future repair resources after they have been made available to over 50 percent of official John Deere dealers.
By December 31, 2026, it would also ensure customers can perform reprogramming and diagnostic functions through John Deere Operations Center PRO Service in offline mode, as well as access and view the same repair tools as the company's Dealer Technical Assistance Center (advanced, remote repair tooling).
"This Settlement is an excellent result for the Class, providing substantial injunctive and monetary relief while avoiding the extensive risks and uncertainties of continued litigation," wrote co-lead counsel in documents [PDF] submitted to the US District Court.
"As we continue to innovate industry-leading equipment and technology solutions supported by our world-class dealer network, we are equally committed to providing customers and other service providers with access to repair resources," said Denver Caldwell, vice president of aftermarket and customer support at John Deere.


	Oh, Deere! FTC sues tractor maker, alleging decades of monopolized repairs


	John Deere accused of being full of manure with its right-to-repair promises


	John Deere now considers VMs to be legacy tech, Ethernet and Wi-Fi on the brink


	The fix inches closer: Iowa moves farm right-to-repair bill forward


"We're pleased that this resolution allows us to move forward and remain focused on what matters most - serving our customers."
Deere in the headlights
The class action in Illinois is just one of the right-to-repair cases John Deere is battling at present.
The Federal Trade Commission (FTC), together with the states of Illinois and Minnesota, filed a similar lawsuit against the company in January 2025, which remains ongoing and is currently in the discovery phase.
Its goals are similar to those of the Illinois class action in that it aims to make repair resources available to owners, but it also seeks clarity on whether the company violated antitrust law, as well as whether it violated a 2023 memorandum of understanding with the American Farm Bureau Federation.
Right-to-repair advocates over at iFixit are also supporting legislative proposals in Iowa that aim to compel all large agricultural equipment manufacturers to release their repair resources to customers, not just John Deere.
A right-to-repair bill passed in an 18-5 vote in the Iowa House Agriculture Committee in February.
Following the vote in the US's second-largest agricultural state, iFixit said: "We think it's got a good chance of passing." Only Colorado has passed right-to-repair laws specific to farming equipment. (r)
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    Spark creator bags computing gong for making big data a little bit smaller

    
ACM salutes Databricks co-founder Matei Zaharia with $250K prize    
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The Association for Computing Machinery (ACM) has awarded its annual Prize in Computing to Matei Zaharia for his work developing open source data and analytics software, including the widely used Apache Spark analytics engine.
The ACM Prize in Computing recognizes early-to-mid-career computer scientists whose work has had a broad and lasting impact. The award carries a $250,000 prize, with financial support provided by an endowment from tech services and consultancy company Infosys.
Few would insist Zaharia needs the money right now, though. After developing Apache Spark as part of his PhD at UCL Berkley, Zaharia went on to co-found Databricks, which provides an analytics and machine learning platform based on Spark and other technologies. The company has an estimated value of $130 billion.
Zaharia has helped develop a number of other open source projects, including Delta Lake, an open source storage framework governed by the Linux Foundation, and MLflow, an open source platform for machine learning lifecycles.
But he is best known for Apache Spark, which was widely adopted by the machine learning and analytics community. It is available from the leading cloud providers and data platforms such as Snowflake and Cloudera.
In an interview with The Register, Zaharia described how he developed the new approach to distributed computing to use memory more reliably and accelerate computations. It also opened up so-called "big data" computing to a new set of users.
When Zaharia started work on Spark around 2010, analyzing "big data" generally meant using MapReduce, the Java-based programming model that ran on the Hadoop Distributed File System, plus a fair bit of software engineering.


	Snowflake builds Spark clients for its own analytics engine


	How Apache Spark lit up the tech world and outshone its big data brethren


	Databricks shakes VC money tree and $500M falls out


	Leaving Spark behind, Databricks enters new territory as it eyes 2021 IPO


Zaharia took inspiration from the researchers using big data for machine learning and discovering new viruses, for example. "These are really interesting use cases where they won't sit down and learn Java and spend many weeks building an application. We wanted to make it as easy as possible for them to do their stuff," he said.
Part of the plan to broaden the appeal was to introduce new programming languages. As well as Java, users can work in Scala, statistical language R, C#, and Python, a high-level general-purpose language that has achieved widespread popularity in machine learning. The de facto database language standard, SQL, was added in 2014.
ACM President Yannis Ioannidis said Zaharia's work has made a lasting impact on how data is used at scale. "By addressing key limitations in earlier systems, he developed technologies that quickly became standard tools for data analytics, machine learning, and artificial intelligence. Matei's open source philosophy has been essential: he made these tools accessible to all. His contributions continue to influence both research and industry, and I look forward to seeing where his current work on AI systems takes us next."
As well as working for Databricks, Zaharia has co-authored recent open source research, including DSPy and GEPA, which focus on optimizing prompts and models to improve AI agent quality for specific tasks. He has held academic roles at MIT and Stanford, and is now an associate professor of computer science at the University of California, Berkeley. (r)
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    Nutanix to add KubeVirt support to run VMs on K8s at the edge

    
Arm support is on the agenda, too, because AI is going to run on everything    
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Exclusive Nutanix plans to support KubeVirt to allow its customers to run both containers and VMs on the edge.
It's common to run Kubernetes inside virtual machines because it is a workload that - like many others - can benefit from the logical isolation virtualization offers. Nutanix, VMware, and others have their roots in managing virtual machines and therefore happily accommodate Kubernetes and even individual containers running inside VMs that employ a lightweight OS. Such vendors make a virtue of the fact that it's possible to manage containers with the same tools used to wrangle virtual machines.
VMs inside Kubernetes feel a bit bonkers, because containers are an entirely different type of abstraction. But some K8s users felt the need to run some VMs and wanted to use the same tools to manage both containers and VMs.
The result was KubeVirt, a Cloud Native Computing Foundation project that makes it possible to run virtual machines inside Kubernetes, mostly for occasions when it's not possible to refactor VMs as containerized apps.
Nutanix will embrace KubeVirt for a slightly different reason. The company, this week, revealed a bare metal version of its NKP Kubernetes distribution that it feels will often be used on the edge, where applications are mostly containerized and hardware resources are often modest, making use of a full hybrid cloud stack a little wasteful.
But Nutanix thinks some customers who like the idea of running bare metal Kubernetes on the edge may also have a small number of virtualized applications they want to run there.
"Why not support them?" asked Nutanix executive veep of product management Thomas Cornely in conversation with The Register. However, he ruled out supporting KubeVirt in the datacenter, because Nutanix already has its AHV hypervisor to run VMs.


	Nutanix thinks some Azure cloud desktops belong on-prem to make them usable


	Xen Project quietly announced five years of support for all releases


	AWS adds nested virtualization option for handful of EC2 instances


	Cisco set to release home-brew hypervisor as a VMware alternative


For years, pundits have considered hypervisors a mature technology.
Nutanix execs The Register met at the company's .NEXT conference in Chicago this week beg to differ, because they feel AI workloads mean the hypervisor's ability to schedule work and allocate resources is needed like never before. Nutanix created a special version of AHV for its recently released Agentic AI stack to ensure the tool can work well across CPUs and GPUs.
Cornely told The Register that Nutanix has more work to do, because the company expects AI workloads will soon sprawl across multiple sources of computing power that use different architectures. The EVP said Arm support for AHV is therefore on Nutanix's roadmap, if only to enable emulation of x86 instructions on Arm. Nutanix thinks it will also need to enhance AHV to take advantage of manycore x86 CPUs that blend efficient and performance cores.
Hypervisor innovation is therefore on the agenda.
Another theme at the conference was that VMs will never go away. Nutanix is clearly helping to bring about that prediction by making it possible for them to run in more places and on more hardware. (r)
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    Chevin pulls the handbrake on FleetWave software after security scare

    
UK and US customers stuck waiting after fleet management SaaS vendor took affected environments offline    
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A cybersecurity incident has knocked FleetWave into a "major outage" across the UK and US after Chevin Fleet Solutions pulled parts of its SaaS platform offline and left customers scrambling for answers.
The disruption, flagged on Chevin's public status page, aligns with an email sent to customers and seen by The Register in which the company confirms it took FleetWave environments hosted in Azure in both regions offline as a precaution. Chevin, which first confirmed disruption on April 3, says that it's working "around the clock with external cybersecurity specialists," carrying out artifact analysis and threat hunting across its systems while implementing additional security controls.
FleetWave, for those not steeped in transport tech, is a platform used by organizations to manage vehicles, drivers, maintenance, compliance, and logistics operations. When it goes down, it's not just dashboards that disappear, but the systems that underpin day-to-day fleet operations.
Chevin's message leans heavily on process and reassurance, but offers little in the way of detail. There's no explanation of how the incident occurred, whether attackers gained access to customer data, or what kind of activity triggered the shutdown. The company says only that it is working to "ensure the environment is confirmed as secure before restoration," and expects to provide an update on timing by April 10.
Customers are dealing with a declared major outage in two regions, yet have not been told what underlying risk prompted the shutdown. That uncertainty is compounded by the fact that not all environments appear to have been taken down. According to a customer affected by the shutdown, EU and Australian infrastructure remains online, with at least one instance in each affected region.


	Zephyr Energy loses PS700K in cyber hit that rerouted contractor payment


	Dutch healthcare software vendor goes dark after ransomware attack


	Hundreds of orgs compromised daily in Microsoft device code phishing attacks


	US cybercrime losses pass $20B for first time as AI boosts online fraud


Derbyshire-based Chevin appears to be walking a line between containment and continuity, keeping some services running while it works out how far the problem spreads.
There's also the possibility that the attack was targeted at a specific customer or subset of tenants, with wider disruption a byproduct of containment efforts. Fleet management platforms tend to sit on a mix of operational and commercial data, making them attractive targets where compromising a single organization can have an outsized impact.
Chevin is saying little publicly beyond confirming the outage and ongoing investigation, and didn't respond to The Register's questions. The Register also reached out to a number of Chevin's customers - including Shropshire Fire and Cox Enterprises - but did not receive immediate responses.
With systems offline, customers in the UK and US are left waiting not just for service to return, but for answers on whether they were directly affected. (r)
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    OpenAI puts Stargate UK on ice, blames energy costs and red tape

    
Sam Altman's datacenter dreams hit a wall of watts and wonkery, cooling Britain's AI ambitions    


    
        By 
Dan Robinson        
    

    
        Posted in On-Prem,
        
            9th April 2026 14:54 GMT
        
    


    
OpenAI is pausing its planned Stargate datacenter project in the UK just months after announcing it, citing the regulatory environment and cost of energy as reasons for putting it on hold.
The US large language model (LLM) pioneer unveiled its plans for Stargate UK last September, to coincide with a state visit by President Trump. It was hailed by the British government at the time as a boost for its own ambitions to make the country a world leader in AI.
But OpenAI has now got cold feet and put its infrastructure plans on hold, though it still intends to proceed when conditions are right, according to a statement it sent to The Register.
"We see huge potential for the UK's AI future. London is home to our largest international research hub, and we support the Government's ambition to be an AI leader," an OpenAI spokesperson said.
"AI compute is foundational to that goal - we continue to explore Stargate UK and will move forward when the right conditions such as regulation and the cost of energy enable long-term infrastructure investment. In the meantime, we are investing in talent and expanding our local presence, while also delivering on the commitments under our MOU with the Government to adopt frontier AI in UK public services."
Rising energy costs - likely exacerbated by President Trump's misadventures in the Middle East - may be a contributing factor, though the reference to regulation remains unclear. As part of one of the government's "AI Growth Zones," the project should already benefit from streamlined planning and priority grid access. We asked OpenAI for clarification.
Stargate UK, if it goes ahead, will span multiple sites across the country, including Cobalt Park, a business park in North Tyneside. It is expected to form part of the newly designated AI Growth Zone for the North East.


	We come in peace, OpenAI tells locals near gargantuan Stargate facilities


	OpenAI's Stargate project to pave the world with AI datacenters announces five new US locations


	Oracle and OpenAI's Texas Stargate datacenter expansion reportedly on the skids


	AWS Stargate-smashing Rainier AI megacluster is up and running


The project also involves British rent-a-GPU biz Nscale, which was set to significantly grow its planned UK capacity for Stargate UK. We contacted Nscale to find out more, but the company declined to comment.
At the announcement, OpenAI said it expected to buy 8,000 Nvidia GPUs for the project, with the potential to scale to 31,000 over time. This will enable OpenAI's models to run on local, sovereign compute infrastructure for use cases such as critical public services, regulated industries like finance, research projects or national security partnerships, it claimed.
As an aside, we note that OpenAI not too long ago hired former UK Chancellor of the Exchequer George Osborne to head up its expansion of the Stargate project to other nations beyond the US.
As if that weren't enough, Nscale now has former deputy prime minister Sir Nick Clegg sitting on its board, meaning that Stargate UK is, in a way, bringing together two, er, shining lights of the British political scene. (r)
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    Months-old Adobe Reader zero-day uses PDFs to size up targets

    
Malicious PDFs abuse legit features to harvest system data and decide which victims get a 2nd-stage payload    
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            9th April 2026 14:30 GMT
        
    


    
Hackers have been quietly exploiting what appears to be a zero-day in Adobe Acrobat Reader for months, using booby-trapped PDFs to profile targets and decide who's worth fully compromising.
Security researcher Haifei Li, founder of the sandbox-based exploit detection system EXPMON, said the campaign uses a malicious PDF that runs as soon as it's opened, working against even up-to-date Reader installations with no clicks required beyond viewing the file.
The exploit leans on heavily obfuscated JavaScript that runs as soon as it's opened. Instead of blowing up straight away, it starts pulling information from the machine using built-in Acrobat APIs, including local files and system details, and sends it back to servers under the attacker's control.
The first pass is basically recon. It grabs OS info, language settings, and file paths to figure out what it's landed on. If the box looks useful, it pulls a second-stage payload and runs it inside Reader. Researchers say that stage could escalate things further, up to remote code execution or even a sandbox escape.
"Such a mechanism allows the threat actor to collect user information, steal local data, perform advanced 'fingerprinting', and launch future attacks," Li said. "If the target meets the attacker's conditions, the attacker may deliver additional exploit to achieve RCE or SBX."
In other words, not every victim gets the same treatment. Some systems are only profiled, while others receive a second-stage payload, which suggests a more targeted approach.


	Competition watchdog cracks knuckles, probes legality of Adobe cancellation fee


	Prince of PDFs, Adobe CEO Shantanu Narayen, to step down after 18 years


	Frightful Patch Tuesday gives admins a scare with 175+ Microsoft CVEs, 3 under attack


	Google takes Photoshop to the woodshed with new image AI


There are also early clues about who those targets might be. Another researcher, Gi7w0rm, found that lure documents tied to the exploit contain Russian-language content referencing current events in the country's oil and gas sector. That doesn't prove attribution, but it does suggest the attackers had a specific audience in mind rather than casting a wide net.
What makes this whole thing more than just another PDF bug is how long it appears to have gone unnoticed. Li pointed to a related sample uploaded to VirusTotal on November 28, 2025, suggesting the campaign had been active for at least four months before it was spotted. That puts activity back in late 2025, even though it only came to light in March.x
There's still no CVE, no patch, and Adobe hasn't said anything publicly or responded to The Register's questions. That leaves users exposed for now, especially if they're in the habit of opening PDFs from unknown sources. (r)
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    Microsoft locks out VeraCrypt and WireGuard devs, blames verification process

    
No emails, no warnings, no humans - just bots, catch-22s, and a 60-day appeals queue    


    
        By 
Connor Jones        
    

    
        Posted in Security,
        
            9th April 2026 14:00 GMT
        
    


    
Microsoft says that it will work on how it communicates with developers after two leading open source figures were suddenly locked out of their accounts, leaving them unable to sign updates.
Mounir Idrassi and Jason Donenfeld, the developers behind VeraCrypt and WireGuard respectively, both recently reported that Microsoft locked them out of their developer accounts for reasons unknown to them.
Idrassi publicized his experience on March 30, saying: "Microsoft did not send me any emails or prior warnings. I have received no explanation for the termination and their message indicates that no appeal is possible.
"I have tried to contact Microsoft through various channels but I have only received automated replies and bots. I was unable to reach a human."
Speaking to The Register this week, the developer said that he had still not heard anything from Microsoft. 
The lockout affected the developer account associated with IDRIX, the company behind VeraCrypt, which also handles other projects beyond the encryption utility.
"I cannot sign the VeraCrypt driver or the VeraCrypt bootloader through the hardware dashboard," he said. "This also prevents me from signing drivers and components for my customers on different projects, so this situation impacts my work beyond VeraCrypt."
It was a similar story for Donenfeld, who also claimed Microsoft had not made him aware of why his account access was revoked.
"No warning at all, no notification," he wrote on Hacker News. "One day, I sign in to publish an update, and yikes, account suspended."
He also expressed concerns about cybersecurity. If the WireGuard team became aware of a vulnerability affecting the VPN, he would have no way of signing an update to patch it.
"As somebody on Hacker News noted, if someone was a bad actor, right now would be a pretty good time to start exploiting zero days in WireGuard. I mean, hopefully there aren't zero days in WireGuard. But if there were, Jiminy Cricket!"
Donenfeld told The Register that his saga began roughly two weeks ago, after spending weeks working on improvements to the WireGuard user application and its kernel driver, including rebuilding the latter's infrastructure to pass the Windows Hardware Lab Kit (WHLK) test suite, which he described as "a neat project," but "a massive pain."
He said: "With the WHLK package ready, I got a new super expensive EV code signing certificate - this Microsoft requirement is kind of a racket in its own right - and I was ready to login to the Partner Portal and submit my signed WHLK package and driver to Microsoft for automated inspection, which usually results in a Microsoft signature required for loading drivers into the kernel."
However, he was met with a message saying that his account had been deactivated.
[image: Microsoft's message to WireGuard's Jason Donenfeld, informing of his account deactivation]
Microsoft's message to WireGuard's Jason Donenfeld, informing of his account deactivation


"Microsoft never sent me any notification at all about this," Donenfeld added. "I've looked in every inbox in every spam folder in every mail log, and zero, nothing, zilch."
The appeals process directed Donenfeld to an AI support ticket tool, but this didn't allow him to select the workplace to which the appeal pertained because his account was deactivated.
This caused what he called a catch-22 scenario, where he needed to file the appeal to reinstate his account, but he also needed an account to file the appeal.
The workaround he eventually found was to file an appeal via the Azure team for something unrelated, and get them to redirect it to the right team.
"Finally this week, and after bugging some friends who work at Microsoft, and after emailing the authors of those blog posts, some news started to trickle out," Donenfeld said via email. "They received the appeal. It takes 60 days. No, no amount of pressure or vouching that I am, in fact, a real person with a real project (used by Microsoft themselves, apparently!) will speed it up. Sixty days. No exceptions. 
"By the way, they didn't note what was required for the appeal in terms of documentation, so I just sort of guessed. So, after sixty days, they could just deny it, and I'd be screwed. 
"It struck me as contrary to Microsoft's business interests, so I emailed [Microsoft's Standards of Business Conduct department]. But they didn't think it was important enough and referred me to the executive support team instead, who told me yesterday that the right people did, in fact, receive my appeal (I had no prior confirmation), but there was nothing to do to get it processed and no insight into when/how/etc. Totally opaque."
Microsoft responds
Pavan Davuluri, Microsoft's President of Windows and Devices, said both Idrassi and Donenfeld should have their accounts restored "soon."
"We've seen these reports and are actively working to resolve this as quickly as possible," Davuluri Xeeted. "We've reached out to VeraCrypt and have spoken to Jason at WireGuard, they should be back up and running soon."
He explained that both deactivations were executed as part of the Windows Hardware Program's account verification procedures.
The company published a blog in October, giving devs a two-week warning that if their accounts had not been verified since April 2024, Microsoft would issue mandatory account verification notifications.
"We worked hard to make sure partners understood this was coming, from emails, banners, reminders," said Davuluri.
"And we know that sometimes things still get missed. We're taking this as an opportunity to review how we communicate changes like this and make sure we're doing it better."
For anyone else looking for help with reinstating their accounts, it's Copilot to the rescue. Davuluri pointed those in similar boats to a support page outlining the steps they can take.
Since Davuluri's social media post, Donenfeld confirmed to The Register that his account was reinstated and he was able to get his kernel driver update out as of Thursday morning. (r)
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    Amazon put a filesystem on S3; I showed up with a test suite and bad intentions

    
The core product is solid and priced fairly    


    
        By 
Corey Quinn, special to El Reg        
    

    
        Posted in Storage,
        
            9th April 2026 11:52 GMT
        
    


    
I've spent over a decade telling anyone who'd listen that S3 is not a filesystem, which in retrospect was a really weird way to start some conversations. So when AWS launched S3 Files on Tuesday - which lets you mount an S3 bucket as an NFS share - I did what any reasonable person would do: I spun up an EC2 instance and started trying to break it.
I had about four hours before getting on the phone with Andy Warfield, the VP/Distinguished Engineer/preternaturally patient man who eats, sleeps, and bleeds S3, and some other folks on the S3 team. I wanted to show up with data, not opinions. Opinions are cheap. Opinions about storage are dangerous. My opinions about storage are hilarious.
The good news: the core product is solid. I threw ten deliberate conflicts at it - writing to the same key from the NFS mount and the S3 API simultaneously - and S3 won every single one, converging in under two seconds with zero split-brain states. For anyone who's had the misfortune of relying on community FUSE drivers like s3fs-fuse or goofys, where "conflict resolution" historically meant "data corruption or a shrug," this is genuinely good engineering.
It's built on EFS infrastructure, charges the same rates ($0.30/GB storage, $0.03/GB reads, $0.06/GB writes), and the pricing match is deliberate. "It would be unusual to have more favorable economics on one versus the other," the team told me. The trick is that you only pay those rates on the small, hot fraction of data that actually lands on the filesystem. Everything else stays in S3 at $0.023/GB. Mount a petabyte bucket, actively use a terabyte of it, pay accordingly.
The team spent months trying to make the boundary between files and objects invisible before realizing the boundary itself was the right design. "We were building to the lowest common denominator across the two," one of the engineers told me. Filesystem clients mutating objects every 10 milliseconds? That's normal for NFS. It's terrifying for an S3 bucket. So they kept the two worlds separate with automatic syncing between them. S3 stays the authoritative data store. The filesystem is a view, not a copy.
Three speeds, one product
I measured three very different sync speeds, which tells you something about the architecture. Writes from the filesystem aggregate over a fixed 60-second window before committing to S3 as single PUTs. New files created through the S3 API appear on the NFS mount in about 30 seconds. Updates to files the filesystem already knows about propagate in 1.8 seconds - 15 times faster than new file creation.
When I walked the team through these numbers, they confirmed the 60-second window is fixed today, but left the door open to the possibility of this becoming adaptive (if this matters to you, harangue your AWS account team about it). The 30-second figure is just S3 event propagation delay. The 1.8-second update speed is the filesystem invalidating an inode it already has cached, which is a much faster path.
Reads above 128 KB (by default; you can configure this as low as 0. Not that you should. But you definitely could...) bypass the filesystem entirely and stream from S3 for free - no S3 Files charge at all, in a move suspiciously reminiscent of the customer-obsessed Amazonian heyday. The bypass does parallel GETs at about 3 GB/s per client today.
Then I started getting "creative."
I created ten S3 objects with edge-case key names. Trailing slashes. Double slashes. Path traversal patterns. 256-character path components. Keys named just "." and "..". Emoji. The EICAR string, because why the hell not. I then mounted the bucket and ran ls.
Six of them had vanished. No error on the client, no log entry. They're still in S3 - you just can't see them from the filesystem.
I was initially mistaken about it, but it turns out that a CloudWatch metric does exist for this: ImportFailures in the AWS/S3/Files namespace, dimensioned by FileSystemId. It fired correctly for all of my incompatible keys. But there's no client-side indication whatsoever - no error from ls, no log on the instance, nothing in the NFS response. You have to know to go looking for a specific CloudWatch metric in a namespace you've never heard of, for a service that just launched. Better instrumentation is on the roadmap, including CloudWatch logs pointing to the exact objects that weren't imported. For now, if you mount a bucket that's accumulated "creative" key names over the years, some of your objects will be invisible and your only signal is a counter in CloudWatch that nobody will think to check.


	AWS would prefer to forget March ever happened in its UAE region


	AWS giveth with its right hand and breaketh with its left


	AWS would rather blame its own engineers than its AI


	Amazon's $200 billion capex plan: How I learned to stop worrying and love negative free cash flow


Delete propagation produced a genuinely weird result: files deleted via S3 remained readable on the NFS mount for either 6 seconds or 18 seconds, with nothing in between; a perfectly clean bimodal distribution. "That's actually interesting and I wouldn't have expected that," Warfield said. The team suspects an S3 internal delete notification artifact. Practically, this means you can read valid, complete content from a deleted file for up to 18 seconds. Not great, not catastrophic, but definitely worth knowing about.
There's a sharp edge when S3 wins a conflict on a file you're accessing through an access point. Because I am who I am, I went blundering into this full speed. S3 objects created via the API don't carry POSIX ownership metadata, so the imported file defaults to root:root with mode 0644. If your access point enforces a different UID, you can read the file but can no longer write to it - the permissions don't match. "That's actually not the behavior that I would expect," one of the engineers told me. Neither system is wrong individually; it's the combination that bites. The team is looking at it.
Separately, the docs say conflicting filesystem versions go to a lost+found directory. They do - it's called .s3files-lost+found-<filesystem-id> and it lives at the real filesystem root. If you mount through an access point scoped to a subdirectory, you can't see it. That's how access points work: they restrict your view, but it means your conflict artifacts are invisible from the same mount that created them. The team agreed the docs need to call this out, which may be done by the time you read this.
Mountpoint for S3 - AWS's open source FUSE driver - isn't dead; it's being positioned as a different tool, for a different audience. Mountpoint is for large-file throughput workloads where unsupported operations fail fast by design. S3 Files is for everything that wants a real NFS API. The read bypass technology actually came from lessons learned building Mountpoint, which is a nice bit of engineering lineage.
Ed Naim, AWS's GM of File and Object Storage Services, sketched a more interesting vision than the launch. He sees S3 Files evolving into ephemeral filesystem views for data pipelines - spin up a file view of your S3 data for the duration of a task, do your work, sync specific changes back, tear it down. API-driven sync control instead of the current automatic 60-second push is on the roadmap. That's a meaningfully different product from "mount your bucket as a NAS," and as an old-school sysadmin I'm unreasonably angry about what I see as a new and scary use case.
S3 now does objects, files, tables, vectors, and high-performance computing. I asked what comes next. I ignored everything they said in response, and just wrote down "Database" in my notes, surrounded by doodled hearts. Everything is a database if you hold it wrong.
I asked if I need to stop saying S3 is not a filesystem. "No," he said. "S3 is not a filesystem. But S3 Files gives you a file interface on top of it."
I've been saying "S3 is not a filesystem" for over a decade. Turns out I was right the whole time. AWS just decided to stop fighting it and put a real one in front. (r)
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    Cryptographers place $5,000 bet whether quantum will matter

    
The time is maybe    
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Quantum computing exists in a sort of superposition with regard to cryptography - it's both a pending threat and a technology of no immediate consequence for decryption.
Now, two well-known cryptographers are preparing to wager on how this state of uncertainty will collapse into a measurable outcome.
For the past ten years, the US National Institute of Standards and Technology (NIST) has been pushing for the development of Post-Quantum Cryptography (PQC), based on the belief that some day, quantum computers will be capable of decrypting data encrypted with legacy algorithms.
There's some skepticism about that. Last year, Peter Gutmann, a professor of computer science at the University of Auckland, New Zealand, dismissed PQC in an interview with The Register. He noted that quantum computers have yet to factor the number 35 (6 bits) due to their inability to correct errors. Elliptic Curve Cryptography private keys have a default key length of 256 bits, so quantum computers still have a long way to go.
But a week ago, Google said it revised its estimates for the quantum computing resources required to solve the logarithm problem (ECDLP-256) upon which elliptic curve cryptography is based. Running Shor's algorithm - a way to solve factoring and discrete logarithm problems - would take about 20 times fewer physical qubits than previously estimated, Google researchers claim. 
That doesn't clarify when a quantum computer might be cryptographically relevant. NIST wants quantum-vulnerable algorithms ousted by 2035. No one is certain whether that's a reasonable estimate, though security vendors insist the quantum threat is nigh.
But Google's claimed advance and intermittent reports of quantum progress like those published on Thursday by ETH Zurich suggest the concerns being raised should be dealt with sooner rather than later - unless you have rejected recent quantum research as unsound.
Filippo Valsorda, a cryptography engineer and open source maintainer who worked previously for Google, this week cited Google's shot across the bow and adjacent research in a blog post, arguing that the transition to PQC needs to move faster.


	AWS CEO: It's funny when people ask me if AI is overhyped


	Atlassian gussies up Confluence for the AI era


	Talk ain't cheap: DARPA offers grants for new AI-to-AI communication protocol


	AMD's AI director slams Claude Code for becoming dumber and lazier since last update


Alluding to Gutmann's contrarian take as shallow, Valsorda pointed to statements by Scott Aaronson, chair of computer science at the University of Texas at Austin and one of the leading experts on quantum computing, that emphasize the urgency of treating PQC seriously.
"In summary, it might be that in 10 years the predictions will turn out to be wrong, but at this point they might also be right soon, and that risk is now unacceptable," Valsorda wrote.
Matthew Green, an associate professor of computer science at the Johns Hopkins University, took note of Valsorda's post and in a reply to a Bluesky thread said, "I think this is a good precautionary analysis but I'd bet huge amounts of money against a relevant quantum computer by 2029 or even 2035."
Valsorda and Green discussed the matter politely, with Green noting that a one-sided approach would be just to buy some bitcoin and post the public key - the implication being that a cryptographically relevant quantum computer (CRQC) would be able to decrypt the Elliptic Curve Digital Signature Algorithm (ECDSA) protecting that private key, enabling the theft of the funds.
But the bitwise pair appears instead to have settled on a two-sided affair, outlined in a wager proposal drawn up by Green.
The bet is for $5,000. Valsorda will pay if a shared secret from ML-KEM-768 - a recently approved quantum-resistant algorithm - is recovered from a public key and ciphertext, either from a classical or quantum attack. And Green is on the hook to pay if a shared secret from X25519 - a widely used elliptic curve algorithm - is recovered from a pair of public points on the curve, whether through classical or quantum means.
In theory, X25519 should be easier for a CRQC to defeat than ML-KEM-768, which is designed to offer a more robust defense against quantum cryptanalysis. So Green is essentially betting that advances in cryptanalysis will reveal weaknesses in Module-Lattice-Based Key-Encapsulation (ML-KEM) before quantum systems come into play.
As of Wednesday morning Pacific Time, the bet was not yet official. Valsorda told The Register in an email that unforeseen events got in the way, but he expects the wager will be formalized soon. 
"Life got in the way, I think we'll pen it today or tomorrow," he said.
The clock is ticking. (r)
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