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      Biting the hand that feeds IT -- Enterprise Technology News and Analysis


      
        Americans who masterminded Nork IT worker fraud sentenced to 200 months behind bars
        Connor Jones

        Fortune 500 companies and one US defense contractor got taken for $5m in four-year scam Two Americans have been jailed for a combined 200 months for helping North Korea generate $5 million through fraudulent IT worker schemes....

      

      
        Brussels tells Google to hand rivals its search crown jewels as privacy row brews
        Carly Page

        Includes a to-do list on search data sharing and platform access as DMA enforcement ramps up Brussels has told Google to open up its search data and give rivals equal footing on its own platforms, sketching out how it expects the tech giant to comply with the bloc's competition rulebook.... 

      

      
        Make crappy moves around AI and face voter backlash, govts warned
        Dan Robinson

        When the taxpayers are wondering whose side you are on... Britain's government faces a public backlash against AI unless it can show ordinary people that they stand to benefit from its push to inject the technology into every area of the UK in the name of growth....

      

      
        Visual Studio 18.5 lands with AI debugging at a price, devs still feeling blue
        Tim Anderson

        Latest version points to a shift in how Microsoft thinks about IDEs Visual Studio 2026 18.5 arrives with two headline changes - a smarter code suggestion system and an AI-powered debugger. Yet developer frustration over color contrast and forced updates continue to overshadow the improvements....

      

      
        Git identity spoof fools Claude into giving bad code the nod
        Carly Page

        Forged metadata made AI reviewer treat hostile changes as though they came from known maintainer Security boffins say Anthropic's Claude can be tricked into approving malicious code with just two Git commands by spoofing a trusted developer's identity....

      

      
        Textbook titan McGraw Hill on ransomware crew's reading list after 13.5M records exposed
        Carly Page

        Publisher claims misconfigured Salesforce-hosted page leaked data Textbook giant McGraw Hill has landed on a ransomware crew's leak site after an alleged Salesforce-linked misconfiguration spilled 13.5 million records into the wild....

      

      
        Swarm welcome: Britain lines up 120,000 drones for Ukraine
        Dan Robinson

        Giant UAV package will include strike, recon, logistics, and maritime systems The UK government says it will deliver at least 120,000 drones to Ukraine this year to help it fight against Russia.... 

      

      
        Microsoft announces product it doesn't want you to buy: Extended security updates for old Exchange, and Skype for Biz
        Richard Speed

        Just migrate already, would you? But if you can't, Redmond will take your cash Microsoft will keep delivering security updates for old versions of Exchange Server and Skype for Business Server, after admitting that some customers aren't ready to make the move to newer products....

      

      
        Obsolete Google nag drowns out vital bar information at Swedish concert hall
        Richard Speed

        Backup and Sync may be dead, but it still knows how to kill the buzz before the ukuleles start Bork!Bork!Bork!  Sweden is arguably the home of bork - think the Swedish Chef from The Muppets - so we are delighted to note an example of the breed turning up north of Stockholm....

      

      
        Cops hand Motorola PS25M no-bid deal to keep 2000-era radios alive
        Lindsay Clark

        Biz as usual for Brit public sector: ESN replacement is 12 years late and PS3B over budget UK police tech buyers have awarded a PS25 million no-competition contract for communications technology first commissioned in 2000, with the replacement project 12 years behind schedule and PS3 billion over budget....

      

      
        Server-room lock was nothing but a crock
        Avram Piltch

        Your cybersecurity is only as good as the physical security of the servers PWNED  Welcome back to Pwned, the column where we immortalize the worst vulns that organizations opened up for themselves. If you're the kind of person who leaves your car doors unlocked with a pile of cash in the center console, this week's story is for you....

      

      
        QUIC will soon be as important as TCP - but it's vastly different
        Bruce Davie

        Deciphering the third transport protocol's four RFCs is a task to rival the proverbial blind man trying to understand an elephant While Larry was producing most of the content for the "Request/Reponse" chapter for the next edition of our book, I took the lead on writing a section on QUIC, since I have closely followed its development.... 

      

      
        Bullet train upgrade brings 5G windows and noise-cancelling cabins to Japan
        Simon Sharwood

        Private Shinkansen suites are pulling up to the station in October Some Japanese bullet trains will soon be equipped with private suites that include windows with embedded 5G antennas and noise-cancelling technology that envelops passengers in a bubble of quiet....

      

      
        Indian government investigating TCS after police sting finds sexual harassment
        Simon Sharwood

        Services giant's staff accused of assaults, inappropriate religious practices Police in the Indian city of Nashik conducted a sting operation at Tata Consultancy Services and allegedly found instances of sexual harassment and other revolting behavior....

      

      
        Google Chrome lacks protection against one of the most basic and common ways to track users online
        Thomas Claburn

        Browser fingerprinting is everywhere Google markets its Chrome browser by citing its superior safety features, but according to privacy consultant Alexander Hanff, Chrome does not protect against browser fingerprinting - a method of tracking people online by capturing technical details about their browser....

      

      
        Anthropic's Project Glasswing CVE tally is still anyone's guess
        Jessica Lyons

        Like the majority of the companies participating, it remains a mystery Last week, Anthropic surprised the world by declaring that its latest model, Mythos, is so good at finding vulns that it would create chaos if released. Now, under the title of Project Glasswing, over 50 selected companies and orgs are allowed to test the hyped up LLM to find security holes in their own products. But just how many problems have they really discovered?...

      

      
        Don't let the bot play doctor! AI gets early diagnoses wrong 80% of the time
        Brandon Vigliarolo

        'LLMs should not be trusted for patient-facing diagnostic reasoning,' boffins advise People ask AI for all kinds of advice, including the kind of questions you'd ask a physician. However, the next time you're tempted to query ChatGPT if that growth on your face is skin cancer, consider this: research shows today's leading AI models fail at early differential diagnosis in more than 8 out of 10 cases.... 

      

      
        Customers revolt as GitHub Copilot 'fixes' rate limits
        Thomas Claburn

        Repair of bug that undercounted token usage leads to rapid exhaustion of subscription allowance Microsoft's GitHub last week told Copilot customers that they'd have to reduce their use of the AI service to ease the strain on company servers. This follows the company's discovery last month of a token counting bug that appears to have broken the company's pricing model....

      

      
        Shoe company says it's getting into AI infrastructure and yes this is the top
        Matt Rosoff

        Following in the footsteps of Long Island Iced Tea OPINION  Back in December 2017, an obscure American soft drinks company changed its name from Long Island Iced Tea to Long Blockchain....

      

      
        Patch these critical Fortinet sandbox bugs that let attackers bypass login, run commands over HTTP
        Jessica Lyons

        No reports of active exploitation (yet) Watch out for more Fortinet vulns! Two critical bugs in Fortinet's sandbox could allow unauthenticated attackers to bypass authentication or execute unauthorized code on vulnerable systems....

      

      
        Decades-old Linux UI bug fixed by dev younger than the window manager
        Brandon Vigliarolo

        Kamila Szewczyk prefers old software, as back then people understood something could actually be finished No one can tell software developer Kamila Szewczyk that newer is better: She just fixed a 20-year-old bug in Enlightenment E16, the old-school Linux window manager she favors partly because, she tells us, it is actually finished software....

      

      
        Bad teacher bots can leave hidden marks on model students
        Lindsay Clark

        Study finds LLMs will smuggle biases into others even if they're scrubbed from training data New research warns about the dangers of teaching LLMs on the output of other models, showing that undesirable traits can be transmitted "subliminally" from teacher to student, even when they are scrubbed from training data.... 

      

      
        Automotive data biz Autovista blames ransomware for service disruption
        Connor Jones

        Some customer orgs tell staff to block inbound email from the provider Autovista confirms that it called in outside support to help clean up a ransomware infection currently affecting systems in Europe and Australia....

      

      
        Not all networks can handle AI traffic - and experts are sounding alarms
        Dan Robinson

        Y'all been focusing on compute and forgot about how the data moves around AI is reshaping the demands on network infrastructure, and many organizations are not prepared - including some of the so-called neocloud providers offering AI services....

      

      
        Windows takes a crash dump after one McDonald's order too many
        Richard Speed

        We've all been there Bork!Bork!Bork!  Windows is doing what it does best in California, with a Blue Screen of Death on the wall of a fast food restaurant where order progress is supposed to be....

      

      
        US states can't account for datacenter tax breaks. Literally
        Dan Robinson

        Report says authorities are flouting rules by failing to disclose revenue lost to server farm subsidies Many US states and local authorities are violating generally accepted accounting principles (GAAP) by failing to disclose revenue lost to datacenter tax subsidy schemes, according to Good Jobs First.... 

      

      
        Headless 360: Salesforce's latest pitch to let AI do the dev work
        Tim Anderson

        Here comes 'enterprise vibe coding' as CRM giant aims to open development to anyone on the platform Salesforce has introduced what it calls Headless 360 at its developer event TDX, which starts today in San Francisco, designed to expand the reach of its app-building tools beyond traditional developers....
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    Americans who masterminded Nork IT worker fraud sentenced to 200 months behind bars

    
Fortune 500 companies and one US defense contractor got taken for $5m in four-year scam    


    
        By 
Connor Jones        
    

    
        Posted in Legal,
        
            16th April 2026 15:13 GMT
        
    


    
Two Americans have been jailed for a combined 200 months for helping North Korea generate $5 million through fraudulent IT worker schemes.
Kejia "Tony" Wang, 42, and Zhenxing "Danny" Wang, 39, helped North Koreans defy international sanctions and secure tech jobs at more than 100 US companies between 2021 and 2024.
Many of these companies were in the Fortune 500, officials said on Wednesday, and at least one was a US defense contractor.
Keija Wang assumed a managerial role in the wider organization, supervising at least five facilitators who helped North Koreans fraudulently secure US tech jobs.
Zhenxing Wang was one of the so-called facilitators, per his indictment [PDF], tasked with operating laptop farms to which North Koreans would remotely connect and carry out their duties for US employers, all seemingly from a genuine US IP address.
Although Keija Wang was the scheme's supervisor, both he and Zhenxing Wang assumed administrative responsibilities. They both established companies in the US, purportedly offering software development services but instead served as shell companies through which the illegal overseas workers were paid.
Keija Wang oversaw the operation, which involved stealing the identities of at least 80 US citizens and using them so that North Koreans could pass employment background checks at the companies duped into hiring them.
Those companies would agree to the new hires working remotely and send them company-owned and managed equipment, such as laptops, from which to work. 
The scheme's facilitators, such as Zhenxing Wang, would take receipt of this equipment, operate numerous devices simultaneously, allowing the North Korea-based techies to work using these devices remotely.
Court documents state that these facilitators, of which there were at least five in this scheme alone, collectively operated hundreds of laptops for illegal overseas workers.
Keija Wang also helped set up and manage the financial accounts into which the victim US companies would deposit the monthly salaries earned by the North Korean tech workers.
US officials routinely state that these schemes help to enrich the North Korean regime, and this one is described similarly. Much of the proceeds generated by the illegal employment were funneled back to Keija Wang's overseas "co-conspirators," court documents [PDF] stated.
However, Keija Wang and the five facilitators (cool band name btw) collectively earned close to $700,000 for their efforts across the multi-year scheme. 
The Justice Department (DoJ) ordered Keija Wang and Zhenxing Wang to forfeit $600,000 of this sum, $400,000 of which has been recovered so far.
Beyond the $5 million generated for North Korea, officials concluded that the victim US companies incurred a collective $3 million in losses, owing to legal fees, computer network remediation costs, and other damages.
The impact for some of the victims was more than financial. One unidentified defense contractor, which employed a North Korean worker between January 19, 2024, and April 2, 2024, and possibly longer, discovered that the individual accessed highly sensitive data.
This included employer data and source code, as well as data controlled under the International Traffic in Arms Regulations (ITAR).
The company in question was not identified, but was described as California-based and one that "develops artificial intelligence-powered equipment and technologies."


	North Korea's 100,000-strong fake IT worker army rake in $500M a year for Kim Jong Un


	Fake North Korean IT workers sneaking into healthcare, finance, and AI


	Nork scammers work the blockchain to steal crypto from job hunters


	North Korea's fake IT worker scam hauled in at least $88M over six years


Keija Wang, of Edison, New Jersey, was sentenced to 108 months (nine years) in prison and additionally ordered to pay a judgment of $29,236.03 in restitution, while Zhenxing Wang, of New Brunswick, New Jersey, was sentenced to 92 months (more than seven years). Both will serve three years of supervised release.
US authorities are still on the hunt for a further eight individuals alleged to have participated in the scheme and one North Korean IT worker, all of whom remain at large. 
"Today's announcement sends a clear message: US nationals who facilitate DPRK IT worker schemes and funnel revenue to North Korea will face FBI investigation and potential prison time," wrote Brett Leatherman, assistant director, at the FBI's Cyber Division. 
"Working closely with our partners, the FBI will pursue their co-conspirators and hold accountable those who seek to empower the DPRK by defrauding American companies and stealing the identities of private citizens." (r)
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    Brussels tells Google to hand rivals its search crown jewels as privacy row brews

    
Includes a to-do list on search data sharing and platform access as DMA enforcement ramps up    


    
        By 
Carly Page        
    

    
        Posted in Public Sector,
        
            16th April 2026 14:37 GMT
        
    


    
Brussels has told Google to open up its search data and give rivals equal footing on its own platforms, sketching out how it expects the tech giant to comply with the bloc's competition rulebook.
In preliminary findings under the Digital Markets Act, the European Commission outlined proposed measures that would force Google to hand over key search data - including rankings, queries, clicks, and views - to rivals on fair, reasonable, and non-discriminatory terms.
The aim is straightforward enough: give competing search engines, and even AI chatbots with search features, access to the kind of data they need to build services capable of taking on Google Search, rather than being locked out from the start.
"Today's decision sets out the specifications we expect Google to follow to comply with its obligations under the Digital Markets Act. Data is a key input for online search and for developing new services, including AI," said Teresa Ribera, executive vice-President for Clean, Just and Competitive Transition.
"Access to this data should not be restricted in ways that could harm competition. In fast-moving markets, small changes can quickly have a big impact. We will not allow practices that risk closing markets or limiting choice."


	The AIpocalypse is here for websites as search referrals plunge


	Perplexity: Everything is Computer, everything is AI, Computer is everything, AI is us


	Anthropic CEO bloviates for 20,000+ words in thinly veiled plea against regulation


	EU broadcasters say smart TVs and voice assistants are the next gatekeepers


Google, naturally, isn't impressed by the Commission's demands, which it says "far exceeded the DMA's original mandate."
"Hundreds of millions of Europeans trust Google with their most sensitive searches -- including private questions about their health, family, and finances -- and the Commission's proposal would force us to hand this data over to third parties, with dangerously ineffective privacy protections," Clare Kelly, senior Competition Counsel at Google, said in a statement to The Register. 
"We will continue to vigorously defend against this overreach, which far exceeds the DMA's original mandate and jeopardizes people's privacy and security."
Google said the investigation appears to be driven "at least in part by OpenAI", which it claims is "seeking to take advantage of the DMA to harvest data from Google in ways not anticipated by the drafters of the DMA."
It also calls out the EC's plan to "mandate ineffective anonymization to increase data volume", arguing that this would trade off user privacy to satisfy the "unbounded demands of competitors." 
For all of Google's complaints, the Commission is already laying out how this would work in practice - who qualifies for access, what data they get, how often it's handed over, and what Google has to do to strip out personal information, along with the terms governing access.
The Commission is asking for feedback, with responses due by 1 May, before locking in a binding decision by July 27, 2026. The outcome will decide exactly how much of Google's search data rivals get to see, and on what terms. (r)
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    Make crappy moves around AI and face voter backlash, govts warned

    
When the taxpayers are wondering whose side you are on...    


    
        By 
Dan Robinson        
    

    
        Posted in AI + ML,
        
            16th April 2026 14:17 GMT
        
    


    
Britain's government faces a public backlash against AI unless it can show ordinary people that they stand to benefit from its push to inject the technology into every area of the UK in the name of growth.
[image: London, England, UK - February 28, 2026: Protestors hold a banner during the March Against The Machines Protest Editorial credit: Loredana Sangiuliano / Shutterstock.com]
London, England, UK - Activists hold up a banner during the February 2026 "March Against The Machines" protest - Pic credit: Loredana Sangiuliano / Shutterstock


However, the same lessons will likely apply to other governments including the US, where increasing opposition to AI is already apparent.
The Institute for Public Policy Research (IPPR), an independent think tank based in London, warns that the great unwashed are increasingly worried about AI, now perceived as one of the biggest global risks to humanity, alongside climate change and the threat of war.
This is hardly surprising, given forecasts that glibly talk of millions of workers losing their jobs to AI-based automation of their roles. Forrester recently forecast that 6.1 percent of jobs in the US could be wiped out by 2030, equating to 10.4 million people being laid off.
AI biz Anthropic recently boasted that its latest model, Mythos, is so effective at finding security flaws in systems that it would wreak havoc on the internet if it was made publicly available. These claims are disputed, but they add to the perception that AI is like a ticking bomb that will impact many people's lives when it goes off.
At the same time, the UK government has gone all-in on AI, announcing its AI Opportunities Action Plan last year that will see datacenters peppered across the land, especially in dedicated "AI Growth Zones," declaring its intention to put AI to work across public services, and unveiling Barnsley as the country's first "Tech Town", shoehorning AI in every aspect of local life.
Governments must stand ready to both protect people from the risks of AI and deliberately steer any transformation towards delivering public value, the IPPR says, but there has been little sign of this so far.
Efforts to show the public what AI is for do not go far enough, considering the current pace of change, while efforts to rein in potential abuses by the big technology companies have been modest, and any attempts to redistribute the benefits, by giving the public a stake in AI's economic upside, for example, are non-existent.
Or so the IPPR says in its newly published report, "Acceleration is Not a Strategy," which it presents as "a framework for directing AI towards public value before it's too late."

Corporate cull


A paper from the University of Pennsylvania and Boston University shows that AI-driven layoffs can lead to a no-win situation. If human workers are displaced by automation faster than they can find other work, it will eventually undermine the economy by eroding the purchasing power all companies depend on.


However, in a competitive market, firms become trapped in an automation arms race with their rivals, displacing workers beyond a level that is optimal. The end result harms both workers and company owners.


The signs of a growing backlash are there, from opposition to AI datacenters being built and arguments over copyright theft to train models, plus increasingly heated debates about children's safety, the report states.


	Git identity spoof fools Claude into giving bad code the nod


	Google Chrome lacks protection against one of the most basic and common ways to track users online


	Anthropic's Project Glasswing CVE tally is still anyone's guess


	Don't let the bot play doctor! AI gets early diagnoses wrong 80% of the time


It claims there is now a growing coalition of people with strong anti-AI sentiment, and a real risk that justified concerns will harden into blanket opposition to anything AI-related before long.
Governments, especially in the UK and EU, are caught between two modes: pushing on the AI accelerator, or stressing AI safety and governance. Neither approach concerns itself with addressing AI's societal impact.
Instead, governments need policies that steer AI development towards specific public outcomes so that people can clearly see what AI is for, the report says, and market forces alone will not do this. The UK's Department for Science, Innovation and Technology (DSIT) found that AI adoption is concentrated on the low-hanging fruit rather than on transformative, high-impact challenges, according to the IPPR.
It also recommends that priority sectors are assisted in adopting AI systems properly. What often hinders adoption is not technology readiness but infrastructure readiness. If this is not addressed, even well-designed AI tools will fail to deliver public benefit at scale. One barrier to AI in health services is the lack of underlying community health infrastructure, the report cites as an example.
Who controls the bots controls the narrative
Perhaps more contentiously, the IPPR states there is a need to shift the balance of power in the AI economy, as this currently rests with a handful of massive tech corporations, and the big three cloud operators in particular. These are increasingly shaping the application layer and determining which AI products reach consumers.
Without intervention, these megacorps will continue to be the ones that shape AI adoption, risking a market with fewer choices, higher prices, less privacy and ever-larger models with more severe environmental impacts, the report claims.
Sadly, the UK's regulator, the Competition and Markets Authority (CMA) doesn't seem in any rush to do much about it.
The IPPR says if governments want AI to deliver public benefit, politicians must act now to ensure the benefits of AI are broadly distributed.
As a first step, governments should begin to rebalance tax and subsidy schemes so businesses are rewarded for raising worker productivity rather than automating away jobs. Currently, tax breaks are a fiscal incentive to automate rather than augment workers, it claims.
The report argues 2026 should be the year when governments adjust their policy approach, in recognition that simply growing the AI sector and hoping for spillover benefits is not a winning strategy.
Governments need to become more interventionist in steering AI towards delivering clear public value, and confronting the extreme concentration of power that currently exists in the AI economy to ensure any benefits from AI are broadly felt. (r)
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    Visual Studio 18.5 lands with AI debugging at a price, devs still feeling blue

    
Latest version points to a shift in how Microsoft thinks about IDEs    


    
        By 
Tim Anderson        
    

    
        Posted in Software,
        
            16th April 2026 13:53 GMT
        
    


    
Visual Studio 2026 18.5 arrives with two headline changes - a smarter code suggestion system and an AI-powered debugger. Yet developer frustration over color contrast and forced updates continue to overshadow the improvements.
Many developers are familiar with the problem: they are typing in the code editor and multiple assistants intervene with suggested code, causing distraction and confusion. Even within the Microsoft stable there are several of them.
[image: Debugging a C# ray tracing application in Visual Studio]
Microsoft's do-it-all IDE Visual Studio 2022 came out late last year. How good is it really?

READ MORE
IntelliSense is the older system, based on static analysis without generative AI and providing code completion and help text. AI-driven IntelliCode ranks suggestions and provides context-aware and whole line completions. GitHub Copilot suggests and generates whole blocks of code and is subscription-based but with a free version for limited use.
Until this release, IntelliSense and Copilot suggestions could appear simultaneously, confusing users about what keys like Tab will do and causing cognitive overload.
A solution is to disable Copilot, but for those using multiple code completion assistants, the new Visual Studio release "prioritizes the IntelliSense list and shows only one suggestion at a time."
This small victory for a pre-AI world should not be misread as a retreat from Copilot. 18.5 also features a new debugger agent workflow which, Microsoft said, "represents a fundamental shift in how we think about IDEs."
The new workflow, called agentic bug resolution, starts with an issue link or chat prompt describing the bug. Copilot will inspect the application, generate failure hypotheses, and set conditional breakpoints in the code. Next, the agent runs the application in debug mode, inspects the failure, and, all going well, proposes a fix.
While this sounds like a time-saver, we note that it also converts a standard developer task into something that now costs AI tokens each time it is used, meaning it is only a benefit if the AI fix is quicker to find and equally or more effective than what the human developer would have done without it.
More AI debugging is not a top developer request. Rather, devs still want to bring back the blue theme from Visual Studio 2022. This request is not just based on liking a certain color scheme; it reflects complaints of eye strain and a worse overall experience.
In Visual Studio 2026, the number of color tokens was reduced by around 87 percent as part of a migration to a semantic color system.


	Customers revolt as GitHub Copilot 'fixes' rate limits


	Claude is getting worse, according to Claude


	Stack Overflow abandons redesign after loyalists criticize it


	AI will make anyone a 10x programmer, but with 10x the cleanup


"The effect is straightforward: Token reduction - Loss of granular control - Reduced contrast - Lower readability - Reduced productivity. For developers who spend entire working days inside the IDE, this is not an aesthetic complaint. It directly affects cognitive load and output quality," said one developer.
Microsoft closed an issue on this as "out of scope" but has left a similar issue open with a promise to review the complaints and propose "potential next steps."
[image: Auto-update in Visual Studio is unpopular with some, but tricky to disable]
Auto-update in Visual Studio is unpopular with some, but tricky to disable


Another common gripe concerns forced Visual Studio updates, which now seem to afflict this developer tool as well as Windows itself. By default, a dialog appears periodically with the options "Update now" or "postpone," where the default is to update when Visual Studio closes, but a user reports that "after several postpones, Visual Studio finally decided to update by itself."
Microsoft said: "The primary reason for this feature is to help keep your environment secure and ensure you have the latest features, performance improvements, and reliability fixes without delay the next time you open Visual Studio."
Many developers consider that they should decide when to update. "I've had this interrupt meetings, instructional lectures, and important sessions where I am running the console in debug mode," said one.
A workaround has been found, and is given in the issue thread referenced above, involving an edit to a configuration file called state.json, with options not available through the settings user interface. (r)
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    Git identity spoof fools Claude into giving bad code the nod

    
Forged metadata made AI reviewer treat hostile changes as though they came from known maintainer    


    
        By 
Carly Page        
    

    
        Posted in AI + ML,
        
            16th April 2026 12:57 GMT
        
    


    
Security boffins say Anthropic's Claude can be tricked into approving malicious code with just two Git commands by spoofing a trusted developer's identity.
In a blog published this week, Manifold Security showed how an AI-powered code reviewer built on Claude accepted changes that appeared to come from a legitimate maintainer. By setting a fake author name and email in Git, the team made a commit appear to originate from a trusted source, then passed it through an automated review flow where the model approved it.
This is not a Git vulnerability - commit metadata has always been relatively easy to fake unless additional controls like signing are enforced. The problem arises when that metadata is treated as a signal of trust. In this case, the model appeared to give weight to the author's claimed identity rather than independently assessing whether the change itself was sound.
In Manifold's test, the workflow was set to auto-approve pull requests from "recognized industry legends," so the trust rule was obvious. In the real world, it's usually less explicit - checks against org membership, past contributions, or a maintainer list - but it's the same problem underneath. None of that proves who actually made the change.
"The motivation behind such configurations is understandable. Maintainers of popular open source projects are drowning in PRs," Manifold said. "Automating review for contributions from known, trusted figures reduces the bottleneck. But it creates an assumption that authorship can be trusted at face value."


	Anthropic's Project Glasswing CVE tally is still anyone's guess


	Claude Code routines promise mildly clever cron jobs


	Claude is getting worse, according to Claude


	Claude Code cache chaos creates quota complaints


Manifold compares the setup to the recent OpenClaw Cline package compromise, where a poisoned package slipped into a trusted environment and was treated as legitimate long enough to cause damage. In both cases, something that appeared to come from a reliable source was given a level of trust it hadn't earned.
What changes with systems like Claude is how that trust is applied. A human reviewer might question why a particular maintainer is making an unexpected change or take a closer look at the diff. An automated reviewer is more likely to follow its internal signals consistently, and if those signals include author identity, spoofing that identity becomes a way in.
"Open source libraries are increasingly relying on AI-powered workflow tools to auto-review and approve pull requests, yet these agents are easily fooled, creating opportunities for threat actors to bypass security controls and poison popular code repositories," Manifold warned.
Manifold's takeaway is that the guardrails can't live in the model. If nothing else is checking who did what, bad code won't just be suggested - it'll get pushed. (r)
    






        





This article was downloaded by calibre from https://go.theregister.com/feed/www.theregister.com/2026/04/16/git_identity_spoof_claude/



	Previous
	Articles
	Sections
	Next





	Previous
	Articles
	Sections
	Next







    
        Original URL: https://www.theregister.com/2026/04/16/mcgraw_hill_salesforce/
    

    Textbook titan McGraw Hill on ransomware crew's reading list after 13.5M records exposed

    
Publisher claims misconfigured Salesforce-hosted page leaked data    


    
        By 
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Textbook giant McGraw Hill has landed on a ransomware crew's leak site after an alleged Salesforce-linked misconfiguration spilled 13.5 million records into the wild.
Have I Been Pwned says the breach exposed names, phone numbers, email addresses, and some physical addresses. McGraw Hill described the source as a "limited" Salesforce-hosted webpage - though the data now circulating publicly tops 100 GB and covers 13.5 million email addresses.
Most Salesforce compromises don't stem from flaws in Salesforce itself, but from stolen credentials, abused OAuth apps, or over-permissioned integrations that give attackers legitimate access to quietly pull data.
The breach surfaced earlier this week when the ShinyHunters crew added McGraw Hill to its dark web leak site alongside other victims, including Rockstar Games. The listing, seen by The Register, says the group has "over 40M Salesforce records containing PII data" and accuses the company of failing to pay a ransom before an April 14 deadline.
McGraw Hill has kept quiet on its own channels, with no mention of the incident on its website and no response to The Register's questions. In statements to other outlets, however, it claimed the activity "appears to be part of a broader issue involving a misconfiguration within Salesforce's environment that has impacted multiple organizations."


	Microsoft announces product it doesn't want you to buy: Extended security updates for old Exchange, and Skype for Biz


	Commvault has a Ctrl+Z for rogue AI agents


	Anthropic's Project Glasswing CVE tally is still anyone's guess


	Raspberry Pi OS ends open-door policy for sudo


The publisher was also keen to draw a line around the damage, insisting the intrusion "did not involve unauthorized access to McGraw Hill's Salesforce accounts, customer databases, courseware, or internal systems." That may be technically accurate, though it's unlikely to be much comfort to anyone whose personal details may now be circulating online.
Salesforce did not respond to The Register's questions.
ShinyHunters has targeted Salesforce-linked environments before, including a 2025 campaign that exploited weaknesses in connected services rather than breaking into core systems directly.
For McGraw Hill - an outfit built on digital learning platforms and assessments spanning K-12 through to professional training - the irony is hard to miss. The lesson here, at least for those caught up in the mess, is that even "limited" exposure can add up fast once it escapes into the open. (r)
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    Swarm welcome: Britain lines up 120,000 drones for Ukraine

    
Giant UAV package will include strike, recon, logistics, and maritime systems    


    
        By 
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        Posted in Edge + IoT,
        
            16th April 2026 10:45 GMT
        
    


    
The UK government says it will deliver at least 120,000 drones to Ukraine this year to help it fight against Russia.
This latest support package will include thousands of long-range strike drones, intelligence and reconnaissance units, logistics drones and maritime capabilities, according to the Ministry of Defence (MoD).
It is backed by a wider PS3 billion from the UK in military support for Ukraine this year, as well as funding from the G7-led Extraordinary Revenue Acceleration (ERA) loan scheme.
Accompanying the drones will be hundreds of thousands of artillery rounds, plus thousands of surface-to-air missiles, Defence Secretary John Healey said. Deliveries of the new kit have already begun.
The majority of the investment in uncrewed systems will go to UK-based companies, including Tekever, Windracers, and Malloy Aeronautics. Windracers developed the HCMC twin-engine cargo drone, which was the the first such vehicle to land on a Royal Navy aircraft carrier in 2023.
Sending British-made drones to Ukraine may seem redundant in light of the country's hard-won pre-eminence in battlefield drone technology, but the MoD claims that the UK sector is rapidly advancing, and this effort supports both British security and broader European deterrence.


	UK defense startup to supply drone interceptors for Britain and allies


	Palantir helps Ukraine train interceptor drone brains


	Britain goes shopping for a rapid-fire missile to help Ukraine hit back


	UK may already be at war with Russia, ex-MI5 head suggests


"This big boost of battle-proven drones will give Ukrainian forces the capability they need to defend their people and fight back against Russian aggression," Healey commented.
The latest announcement builds on an earlier PS500 million air defence package announced in February, which led to the rapid delivery of air defence interceptors, alongside more than 1,000 Lightweight Multirole Missiles (LMM) manufactured in Belfast, Northern Ireland.
Otherwise known as Martlet, the LMM is a laser-guided weapon designed to engage aerial drones and fast attack boats at a range of over 6 km (4 miles). It equips the Royal Navy's Wildcat helicopters and is also currently deployed as Ground Based Air Defence (GBAD) against drone attacks at RAF Akrotiri in Cyprus. (r)
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    Microsoft announces product it doesn't want you to buy: Extended security updates for old Exchange, and Skype for Biz

    
Just migrate already, would you? But if you can't, Redmond will take your cash    


    
        By 
Richard Speed        
    

    
        Posted in Security,
        
            16th April 2026 10:01 GMT
        
    


    
Microsoft will keep delivering security updates for old versions of Exchange Server and Skype for Business Server, after admitting that some customers aren't ready to make the move to newer products.
Readers may remember the company previously announced that customers could sign up for six months of Extended Security Updates (ESU) for Exchange Server 2016/2019 and Skype for Business Server 2015/2019 after support for the products ended in October 2025.
Microsoft's announcement of ESU for the products included the stern warning: "This period will not be extended past April 2026 (you do not need to ask)."
April is now upon us, and Microsoft has acknowledged that some customers have not moved to new products.
What's a software giant to do? Point out it was quite emphatic about not extending the ESU period past April and stick to its guns - or make a change?
The solution is a second period of Exchange Server ESU, this time from May 2026 to October 2026. Again, customers must pay for the service, and again, there is no promise that Microsoft will release any updates during this period.
Microsoft also warned: "There will be no further extensions of this program after that."


	Microsoft tells crusty old kernel drivers to get with the Windows Hardware Compatibility Program


	Microsoft starts the countdown for the end of Exchange Web Services


	Legacy Update updated - so your old Windows can be, too


	Microsoft agrees to 11th hour Win 10 end of life concessions


The software behemoth is also adding a second period of ESU for Skype for Business 2015 and 2019 with the same conditions and warnings: customers will need to pay for it, there is no guarantee of updates, and when the end finally comes, there won't be any further extensions.
The Windows behemoth is putting a brave face on things, saying "As end of April 2026 nears, some of our customers told us that they needed additional time" to get their migrations done.
Microsoft is nonetheless clearly less than pleased that some customers have not yet migrated. It wrote: "Our preference is that our customers finalize their migrations instead (honestly - we'd be happy to not sell Period 2 Exchange ESU to anyone; please migrate instead!)" (r)
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    Obsolete Google nag drowns out vital bar information at Swedish concert hall

    
Backup and Sync may be dead, but it still knows how to kill the buzz before the ukuleles start    
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Bork!Bork!Bork! Sweden is arguably the home of bork - think the Swedish Chef from The Muppets - so we are delighted to note an example of the breed turning up north of Stockholm.
This time it is Google's turn to be struck by the baton of bork. A display at the Uppsala Konsert & Kongress venue is showing a message, which, according to Reg reader Henrik Lans, was "blocking the information that the bar would be open extra late that night with the more pressing fact that Google Backup and Sync is no longer available and that accounts should have been migrated to Google Drive for Desktop before January 19, 2022. More 'too late' than 'extra late', amirite?"
[image: Message box warning about retirement of a Google service in Swedish]
Message box warning about retirement of a Google service in Swedish


Backup and Sync for Google Photos and Google Drive was introduced in 2017 before being killed off in 2021 in favor of Google Drive for Desktop.
The Uppsala Konsert & Kongress (UKK) building was inaugurated in 2007 and is an attractive structure to this writer's eye, even if some of the screens within are running outdated software.


	Windows takes a crash dump after one McDonald's order too many


	Showing the Windows 10 desktop was the yeast they could do


	Windows asks a networking question on a Stratford billboard


	When a billboard survives the wind, but not the boot


Henrik was visiting the UKK to attend a concert by The Ukulele Orchestra of Great Britain. No, we didn't know such a thing existed either, but we're very happy to have that knowledge now, having spent perhaps a little too long researching the group on a popular video streaming platform.
The Ukulele Orchestra of Great Britain (UOGB) was founded in 1985 and is best known for performing covers of popular songs on ukuleles, often with amusing introductions. Sadly, it does not appear to have covered the Swedish Chef (he of bork fame) music. However, the same video streaming platform turned up several examples of ukulele players performing The Muppet Show theme, so there's hope.
While the screen promoting the bar is suffering from a touch of the borks, it's hard not to feel a certain level of envy for Henrik. Having Stockholm nearby is fortunate, but the addition of a performance by the Ukulele Orchestra of Great Britain has spoiled him.
Now, if only somebody could get that screen updated. (r)
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    Cops hand Motorola PS25M no-bid deal to keep 2000-era radios alive

    
Biz as usual for Brit public sector: ESN replacement is 12 years late and PS3B over budget    
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            16th April 2026 08:30 GMT
        
    


    
UK police tech buyers have awarded a PS25 million no-competition contract for communications technology first commissioned in 2000, with the replacement project 12 years behind schedule and PS3 billion over budget.
The Police Digital Service issued a notice stating that it needed to extend contracts for Terrestrial Trunked Radio (TETRA) handsets, software, accessories, services, and maintenance for the legacy Airwave system - bypassing competitive tender so ambulance, fire, and police services "can remain fully operational."
The six-month extension, worth around PS25 million, split between suppliers Motorola and Sepura, runs from the start of next year. The original contract began in January 2023, valued at PS50 million for four years.
The government began planning for an Airwave/TETRA replacement in 2012, targeting a 4G-based successor by 2017. Estimates suggest that the project is now PS3 billion over budget and is not expected to go live until 2029.
"A short extension of the TETRA Contract for a period of six months is required to ensure that public safety agencies operating under the contract can remain fully operational on the TETRA-based UK Airwave network until the broadband-enabled Emergency Services Network (ESN) is ready for deployment," the notice says.


	UK's long-delayed Emergency Services Network eyes satellites for help


	UK needs to pick up handsets for troubled Emergency Services Network project


	Motorola appeal over PS200M price cap for Airwave service rejected


	IBM swoops in to rescue UK Emergency Services Network after Motorola shown the door


Supporting Airwave technology while developing the ESN has cost a combined PS11 billion over ten years, according to the National Audit Office (NAO). Motorola's role in both systems drew scrutiny from the Competition and Markets Authority owing to a potential conflict of interest over pricing and delivery. Together with the Home Office's negotiations with Motorola, this led the US technology supplier to walk away from its PS400 million contract for ESN.
The latest procurement notice confirms reports that ESN will not go live until 2029, saying that this does not give it time to onboard new suppliers to compete for the TETRA/Airwave technology contract.
"Onboarding any new supplier into the... scheme or developing a new accreditation pathway would require an extended period of time, likely exceeding the published ESN delivery schedule (currently December 2029). Any new supplier entering the market is highly likely to face the risk of introducing a TETRA-only product that becomes increasingly obsolete for UK requirements," it said.
According to the NAO, the Home Office expected Motorola to be awarded PS304 million for work on ESN by March 31, including money for software and systems that the emergency services will not use whenever ESN goes live.
Officials explained the framework extension is intended to cover the gap until another framework, from the Crown Commercial Service (CCS), enables blue light organizations to buy network services, including Tetra Radio. That framework will be available from February next year, according to a market engagement notice published in September 2025. However, Police Digital Service has built in contingency for unplanned delay to the CCS framework. (r)
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    Server-room lock was nothing but a crock

    
Your cybersecurity is only as good as the physical security of the servers    
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PWNED Welcome back to Pwned, the column where we immortalize the worst vulns that organizations opened up for themselves. If you're the kind of person who leaves your car doors unlocked with a pile of cash in the center console, this week's story is for you.
Our tall tech tale of woe comes courtesy of a reader we'll Regomize as Pete. Pete used to work at a company that handled parking fees and was trying to secure ISO 27001 certification for its security controls.
One vulnerability that showed up as part of the initial security screening was that the server room network was connected to the production datacenter network, so anyone entering that room could get all kinds of access. The solution: put a lock on the server room door.
The lock that Pete's company bought used two-factor authentication. First, the entrant would have to swipe an ID card. Then, they'd have to enter a four-digit PIN. If someone entered the wrong code, the failed attempt would be logged.
On the day when the auditor was to come to the office, the team performed a final drill, which looked good at first. First, the CTO swiped their pass, entered the correct PIN, and gained access. Then a senior sysop swiped a card, entered the wrong passcode, and was denied entry. A junior sysop repeated the process and was also denied, as expected.
However, the junior sysop then decided to try bashing the buttons on the keypad without swiping a card first. To his surprise, the door unlocked itself. The senior sysop was able to reproduce this unexpected behavior.
Apparently, the problem was that if you entered more than 10 or 11 digits, the lock would become overloaded and open. If you entered the expected four digits and they were wrong or you didn't swipe a card, the lock would stay closed.


	The company's biggest security hole lived in the breakroom


	Sticky-note security turned gym into hall of '80s horrors


	Windows Update is a torture chamber for seldom-used PCs


	Windows takes a crash dump after one McDonald's order too many


With the inspection due that day, the company was faced with a major problem, which they solved by strategically withholding some information. When the auditor arrived, the senior sysop demonstrated the lock by only entering a four-digit PIN number every time. It worked as expected and the auditor signed off on the certification.
The vendor who supplied the lock was unable to fix the problem because they weren't the manufacturer. Supposedly, the lock manufacturer was on the hook to provide a replacement, but that didn't happen while Pete worked there.
As far as he knows, no one ever exploited this physical security vuln, but it's still distressing. Just remember: All the cybersecurity in the world breaks down if you don't have physical security.
Have a story about someone leaving a gaping hole in their network? Share it with us at pwned@sitpub.com. Anonymity available upon request. (r)
    






        





This article was downloaded by calibre from https://go.theregister.com/feed/www.theregister.com/2026/04/16/pwned_server_room_lock_lol/



	Previous
	Articles
	Sections
	Next





	Previous
	Articles
	Sections
	Next







    
        Original URL: https://www.theregister.com/2026/04/16/quic_explained/
    

    QUIC will soon be as important as TCP - but it's vastly different

    
Deciphering the third transport protocol's four RFCs is a task to rival the proverbial blind man trying to understand an elephant    
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While Larry was producing most of the content for the "Request/Reponse" chapter for the next edition of our book, I took the lead on writing a section on QUIC, since I have closely followed its development.
Our expectation is that the role of QUIC will be about as important as that of TCP in the coming years, which means it warrants more substantial coverage than we provided in the last edition. So I dug a bit deeper into the bits and bytes of QUIC than I have previously, with a goal of bringing the coverage up to par with our TCP coverage. In addition to reading through the RFCs, I found lots of good information in the original QUIC design spec as well as some conference publications on the design and evaluation of SPDY (predecessor of HTTP/2) and QUIC.
One rather trivial thing that makes it harder for me to get to grips with QUIC is the fact that its RFCs (four of them, spanning hundreds of pages) lack pictures of the packet headers. The rationale for this, I believe, is that QUIC makes extensive use of fields that are variable in length and frequently not aligned on 32-bit boundaries, which makes packet header pictures a bit complicated and less tidy. I decided to have a go at drawing my own - here's one example, which I provide here in the hope that I'll hear from others who find it either useful or confusing.
[image: The structure of packet headers in QUIC]
The structure of packet headers in QUIC


For comparison, RFC 9000 represents this header as follows:

  Long Header Packet {


Header Form (1) = 1,


Fixed Bit (1) = 1,


Long Packet Type (2), Type-Specific Bits (4),


Version (32),


Destination Connection ID Length (8),


Destination Connection ID Length (8),


Destination Connection ID (0..160),


Source Connection ID Length (8),


Source Connection ID (0..160), Type-Specific Payload (..),


}

Maybe I am just old-fashioned in liking to see packet headers when I am learning about a protocol. And I admit that the text version contains more information; e.g. it explains the Flags in detail. Feel free to let us know your preferences. (I guess we know what the "Wall of Text" reviewer thinks already!)
The use of variable-length fields pervades the protocol, in an effort to balance efficiency and future-proofness.
Both TCP and IP have a history of defining 32-bit fields that turned out not to be long enough; QUIC generally avoids that issue by allowing for fields to be very large, such as the 160-bit connection IDs in the packet header above.
At the same time, efficiency has been a concern throughout the design process for QUIC and HTTP/2, since the time to transfer small objects in HTTP is significantly impacted by the amount of header overhead. Hence the use of variable-length encodings that keep the fields small when the extra length isn't needed.
It's probably also fair to say that processing unaligned fields in software is much less of a concern now than it was on the computing hardware of the 1970s, so saving bytes on the wire now takes precedence over 32-bit alignment.
Those long connection IDs replace the way in which TCP connections are identified (source and destination IP addresses and TCP port numbers) with a single identifier that is unique from the perspective of the receiving host. That provides a handy starting point for enabling QUIC connections to survive a change of IP address, e.g., when a host switches from one network to another.
Because QUIC differs from TCP in many ways large and small and spans four RFCs, trying to describe its most important features feels a bit like the parable of the blind man and the elephant. One aspect that grabs my attention is the way the layering with TLS was redesigned in QUIC (previously discussed here ). Here is the picture we use to show this:
[image: How layering with TLS was redesigned in QUIC]
How layering with TLS was redesigned in QUIC


HTTP over TLS was a traditional layered approach: TCP gives you a reliable byte-stream; TLS provides a secure channel on top of TCP; and HTTP sends application data over that secure channel.
QUIC, by contrast, absorbs the record layer of TLS, with the TLS handshake setting up the secure channel and HTTP then getting to run over QUIC's secure channel directly. This more integrated approach has allowed for several round-trip times of connection establishment to be reduced to a single RTT, with the potential for application data to be sent in the first RTT. As I discussed a few months ago, 0-RTT data is a good example of a complex tradeoff between performance and security. Even without 0-RTT data, the redesigned layers of QUIC and TLS reduce the number of RTTs needed to get a secure channel established, thus providing a real performance benefit to the application.
Finally, A Protocol for RPC
The QUIC feature that I found myself focusing on this time around was the support of streams within a single connection. This is particularly relevant because Larry and I have chosen to place QUIC inside our chapter on Request/Response protocols.
As we have argued since our first edition, the request/response paradigm is not a good fit for a reliable byte-stream abstraction as provided by TCP. So while QUIC is usually presented as a transport protocol to improve performance of Web applications (which it is) we view it as the long-awaited answer to the question "where is the protocol for request/response applications?"
While the example of request/response that we have tended to use is remote procedure calls (RPC), many similar arguments apply for the retrieval of web pages. In particular, it's generally not required that the responses to a series of requests for objects come back in order; what is important is that they all get back quickly. Furthermore, HTTPS is not just a protocol for fetching web pages; it also underpins RPC protocols such as gRPC, further underscoring the need for the protocol stack under HTTP to be well tuned for RPC.
Streams are the primary mechanism making QUIC a better fit for request/response operations. When HTTP runs over TCP, the only way to allow one request to proceed independently of another is to open multiple parallel TCP connections.
With each connection running its own congestion control loop, the experience of congestion on one connection is not apparent to the other connections; each connection tries to figure out the appropriate amount of bandwidth to consume on its own, while competing with the others. And if HTTP runs over a single TCP connection, a single dropped packet blocks the entire progress of any requests in flight until that lost packet is retransmitted.
So QUIC allows for many streams within a single connection, and each stream can make progress independently from the others. A single packet loss only impacts the stream (or streams) whose data was in that packet. At the same time, QUIC can use that one packet loss to respond appropriately to congestion. Streams are provided by a mechanism that places Stream frames within packets, and the process of starting a stream is lightweight: either end of a connection can initiate a new stream by picking a new Stream Identifier and sending a frame with that ID and the first frame of data.
The way in which QUIC handles congestion and packet loss is worth a whole RFC (9002) and there are some interesting details in how QUIC differs from TCP, mostly in the way sequence numbers refer to packets, not bytes, and are never re-used, even for retransmissions. SACK is more expansive, allowing for more gaps in the set of acknowledged packets. But the default approach is very similar to that of TCP NewReno, while allowing for other options.
Boiling down hundreds of pages of RFCs to a section of a textbook means that inevitably we must skim over some details. I'm not even sure if our book on all of networking will be as long as the full set of QUIC RFCs. But having made the case since the 1990s for a third transport protocol that is neither UDP or TCP, we are pleased to finally have a candidate for that spot that seems to be gaining real traction in the Internet.
Of course there have been many other efforts to add to the TCP/UDP duopoly in the past, with SCTP being a valiant effort, but QUIC has a lot going for it. The team that has worked on it since 2012 has paid close attention to deployment considerations (which is why it runs over UDP--the duopoly lives on thanks to middleboxes). And with a lot of carefully considered design, QUIC has made a real difference to the performance of the web and of other applications needing request/response semantics. (r)
Larry Peterson and Bruce Davie are the authors behind Computer Networks: A Systems Approach and the related Systems Approach series of books. All their content is open source and available for free on GitHub. You can find them on Mastodon, their newsletter right here, and past The Register columns here.
    






        





This article was downloaded by calibre from https://go.theregister.com/feed/www.theregister.com/2026/04/16/quic_explained/



	Previous
	Articles
	Sections
	Next





	Previous
	Articles
	Sections
	Next







    
        Original URL: https://www.theregister.com/2026/04/16/jr_central_shinkansen_tech/
    

    Bullet train upgrade brings 5G windows and noise-cancelling cabins to Japan

    
Private Shinkansen suites are pulling up to the station in October    
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Some Japanese bullet trains will soon be equipped with private suites that include windows with embedded 5G antennas and noise-cancelling technology that envelops passengers in a bubble of quiet.
Rail operator JR Central announced the new tech late last month and will initially deploy a couple of the suites on six trains.
The carrier explained that the antennas come from a Japanese company called AGC that weaves microscopic wires through glass to form an antenna. JR Central will connect the windows to an on-train Wi-Fi router.
AGC says rival tech relies on 5G signals reaching a train and then bouncing around inside before reaching the Wi-Fi unit. The company says antennas woven into train windows maintain line of sight to nearby 5G base stations.
That matters because JR Central's Shinkansen can achieve speeds of up to 285 km/h, which means they speed past cellular network base stations so quickly that it's frequently necessary to reconnect to another radio. AGC says keeping a line of sight connection means its antennas allow increased 5G signal strength, so Wi-Fi service on board trains should be more stable and speedy.
AGC offers similar products for windows used on buildings but cooked up a special edition for Shinkansen services.
[image: JR Central's forthcoming premium suite with illustration of PSZ noise suppression tech]
JR Central's forthcoming premium suite with illustration of PSZ noise suppression tech - Click to enlarge


The sound-deadening kit JR Central will deploy is called Personalized Sound Zone (PSZ) and comes from Japan's tech giant NTT.
The tech uses the same principles applied to noise-cancelling headphones - determine the waveform of sound and project an inversion of that waveform that cancels out ambient noise.


	China's CR450 bullet train clocks 453 km/h in pre-service tests


	Domo arigato, Mr Roboto: Japan's bullet trains to ditch drivers


	Japan's space agency enlists train operator's AI to foresee in-orbit failures


	Japan solves 5G airliner conundrum: Keep mobe masts 200m from airport approach paths. That's it


JR Central says it's implementing the tech because some people don't like to wear headphones, and hopes to allow travelers in its premium suites to watch video on a laptop, or converse, without having to put up with train noise.
The railway operator opens Shinkansen bookings a month before services operate, so The Register was unable to look for a price as we endured slow 5G and all sorts of armpits and elbows during our Thursday train commute. (r)
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    Indian government investigating TCS after police sting finds sexual harassment

    
Services giant's staff accused of assaults, inappropriate religious practices    
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Police in the Indian city of Nashik conducted a sting operation at Tata Consultancy Services and allegedly found instances of sexual harassment and other revolting behavior.
Nashik police last week published a notice [PDF in Marathi] about its investigation, which involved a special investigation team that, according to Indian media reports, sent six women undercover at TCS for over a month.
According to the police report, the team observed sexual harassment and attempts at forcible religious conversions.
India's National Commission for Women has established a fact-finding committee to investigate the matter.
"Reports indicate that an initial inquiry, triggered by a complaint relating to religious practices, has brought to light disturbing allegations involving sexual harassment, rape, and attempts at forced religious conversion of female employees by certain individuals in supervisory roles," according to a Wednesday post from the Commission.
The committee will visit TCS Nashik on Saturday and will examine the allegations, interact with victims, police officials, and company representatives. The Commission hopes the visit will allow it to "identify lapses, if any, and recommend appropriate action against those found responsible."


	India's services giant TCS lays off over 10,000 for reasons including AI, hikes wages for survivors


	Hiring at India's Big Four outsourcers stalls, as AI seemingly makes an impact


	Tata Consultancy enforces return-to-office mandate for all US staff, effective immediately


	HCL's back-to-office plan: Come in three days a week, or forget about holidays


India has in recent years experienced shocking instances of sexual violence against women, most notably the rape and murder of a junior doctor who was napping during a long shift. That case achieved enormous prominence as Indian citizens felt that the crime taking place in a hospital illustrated the extent of sexual violence in the country.
Religious violence is also common in India.
India is very proud of its technology services industry. Senior politicians often cite its success as evidence of the nation's status in the global technology industry.
The nation must now reckon with its tech services sector being another example of an industry in which women are not safe and religious discrimination is practiced, even as the nation continues to promote female participation in the workplace.
A TCS spokesperson sent The Register the following statement:
"TCS has a long-standing zero-tolerance policy towards harassment and coercion of any form. We have always ensured the highest standards of safety and wellbeing of our employees at the workplace. As soon as we were made aware of the matter in Nashik, we took swift action. The employees being investigated, have been suspended pending enquiry. We are cooperating with the local law enforcement authorities, and any further action will be based on the conclusion of this investigation." (r)
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    Google Chrome lacks protection against one of the most basic and common ways to track users online

    
Browser fingerprinting is everywhere    
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Google markets its Chrome browser by citing its superior safety features, but according to privacy consultant Alexander Hanff, Chrome does not protect against browser fingerprinting - a method of tracking people online by capturing technical details about their browser.
"There are at least thirty distinct fingerprinting techniques that work in Chrome right now, today, as you read this," wrote Hanff, an occasional contributor to The Register, in a recently published critique of Google's browser.
"Not theoretical attacks from academic papers that might work under laboratory conditions - real, production techniques deployed on millions of websites to identify and track you without your knowledge or consent."
Visitors to websites can leave behind a browser fingerprint that records the OS they are running, their screen resolution, and installed fonts. That info is carried in traffic from a browser to a web server, or information available to the server or third parties through page scripts and tracking elements. Browser fingerprints can become unique identifiers.
About a decade ago, Apple, Mozilla, and other privacy-oriented browser makers began implementing more effective defenses against cookie-based tracking. That led advertisers toward browser fingerprinting, which is more difficult to block than cookie-based tracking. The technique is also used in fraud detection.
According to a 2021 research paper, "Fingerprinting the Fingerprinters: Learning to Detect Browser Fingerprinting Behaviors," browser fingerprinting was found "on more than 10 percent of the top-100K websites and over a quarter of the top-10K websites."
While browser fingerprinting may have valid uses, it poses a significant privacy risk. And fingerprinting of this sort need not include much technical information at all. A study published in Nature last October found that just knowing the four websites an individual visits the most - a behavioral fingerprint as opposed to a browser fingerprint - is enough to identify 95 percent of people.
In 2019, Google announced its Privacy Sandbox initiative "to develop a set of open standards to fundamentally enhance privacy on the web," including by smudging browser fingerprints.
The company blamed the rise of fingerprinting on efforts to block third-party cookies and proposed its own privacy-preserving technology as an alternative to Apple's App Tracking Transparency scheme and similar defenses against cookies.
"First, large scale blocking of cookies undermines people's privacy by encouraging opaque techniques such as fingerprinting," the company wrote at the time. "With fingerprinting, developers have found ways to use tiny bits of information that vary between users, such as what device they have or what fonts they have installed to generate a unique identifier which can then be used to match a user across websites. Unlike cookies, users cannot clear their fingerprint, and therefore cannot control how their information is collected. We think this subverts user choice and is wrong."


	US states can't account for datacenter tax breaks. Literally


	Agents hooked into GitHub can steal creds - but Anthropic, Google, and Microsoft haven't warned users


	Customers revolt as GitHub Copilot 'fixes' rate limits


	Anthropic's Project Glasswing CVE tally is still anyone's guess


But after six years of stumbles, industry suspicion, and lobbying, Google gave up on its Privacy Sandbox. This came just months after the company changed its position from "digital fingerprinting is wrong" to "digital fingerprinting is okay if it's disclosed", back in Dec. 2024.
Such concerns may seem quaint at a time when people allow AI agents to rifle through their files and share sensitive details with chatbots and third-party AI applications. But they're of real consequence.
A recently published report by Citizen Lab details how ad-based surveillance data is sold to government and law enforcement organizations around the world. One of the surveillance products described "'automatically extract[s] available information from target connections' including IP address, browser type, language, version and plugins, operating system and version, device type, CPU and GPU information, screen resolution, ISP information, estimated geolocation, user inputs, timezone, battery level and charging status." It conducts device fingerprinting, among other types of surveillance.
"Chrome ships almost no built-in anti-fingerprinting defenses," said Hanff. "Let me say that again because it matters - Google's browser, the most popular browser in the world, does essentially nothing to prevent websites from building a unique profile of your device."
He points out that other browsers do have fingerprinting protections.
"Brave has farbling. Firefox has privacy.resistFingerprinting. Chrome has nothing. Google's Privacy Sandbox was discontinued in April 2025 without shipping a single fingerprinting-specific mitigation."
In the remainder of his post, Hanff goes on to enumerate the gaps in Chrome's fingerprinting defenses. These include technologies like: Canvas, WebGL, WebGPU, AudioContext, Fonts, navigation and screen properties, WebRTC IP leakage, TLS, emoji rendering, speech synthesis, keyboard layout, and so on.
He subsequently discusses 23 storage and tracking mechanisms that can be used to follow people online, such as cookies, bounce tracking, and CNAME cloaking.
"The technologies described in this document are not theoretical - they are deployed at scale against billions of people every single day," Hanff concludes. "Understanding them is the first step. Building the tools to detect and expose them is the next."
Google did not respond to a request to comment. (r)
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    Anthropic's Project Glasswing CVE tally is still anyone's guess

    
Like the majority of the companies participating, it remains a mystery    
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Last week, Anthropic surprised the world by declaring that its latest model, Mythos, is so good at finding vulns that it would create chaos if released. Now, under the title of Project Glasswing, over 50 selected companies and orgs are allowed to test the hyped up LLM to find security holes in their own products. But just how many problems have they really discovered?
According to VulnCheck researcher Patrick Garrity, the answer is...drumroll...maybe 40. Or maybe none at all.
Anthropic announced its newest model on April 7, and at the time said Claude Mythos Preview has found and can develop exploits for zero-day vulnerabilities "in every major operating system and every major web browser." 
Because setting this type of zero-day machine loose on society at large would cause mass chaos and break the internet as we know it - at least according to the AI company itself - Anthropic instead is allowing a group of about 50 industry partners to preview the bug hunting machine so that they can find and fix flaws in their tech before the bad guys get a chance to exploit them. 
This preview initiative is called Project Glasswing, and while we still don't know all the participants, we do know that they include Amazon Web Services, Anthropic, Apple, Broadcom, Cisco, CrowdStrike, Google, JPMorganChase, the Linux Foundation, Microsoft, Nvidia, Palo Alto Networks, and Intel.
When discussing Project Glasswing, "one question keeps coming up," Garrity said in a Wednesday blog post. "What exactly did it find, disclose, and receive CVEs for?"
So he decided to scour the CVE database, which includes more than 327,000 CVE records, to find out. Garrity searched the database for any and all records containing the word "Anthropic" from February onward, and then reviewed all of these results. 
He found 75 records containing his search term "Anthropic," but of those, 35 are CVEs affecting Anthropic tools such as Claude Code, MCP Inspector, as well as third party integrations, so they are not Glasswing-linked bugs. So no dice.
The remaining 40 are credited to Anthropic or Anthropic-affiliated researchers, so these may be Glasswing finds, but we can't guarantee it. 
"The 40 break down across three distinct credit attributions: the core Anthropic research team, Nicholas Carlini individually, and Calif.io, an independent security research firm running a program called MADBugs (Month of AI-Discovered Bugs) that credits their work jointly as 'Calif.io in collaboration with Claude and Anthropic Research,'" Garrity wrote.
Broken down by vendor: 28 of the 40 CVEs are in Mozilla's Firefox browser, nine are in the wolfSSL embedded SSL/TLS library, one is in F5's NGINX Plus application delivery platform, and one each in open source operating system FreeBSD and open source software library OpenSSL.


	Anthropic's mysterious Mythos AI threatens to upend the infosec world


	Project Glasswing and open source software: The good, the bad, and the ugly


	Anthropic: All your zero-days are belong to Mythos


	Microsoft's massive Patch Tuesday: It's raining bugs


Only one publicly disclosed CVE can be "directly tied" to Glasswing, according to Garrity.
That's CVE-2026-4747, a remote code execution bug in FreeBSD. While the CVE record credits "Nicholas Carlini using Claude, Anthropic" with finding and reporting this bug - not Glasswing, specifically - Anthropic's blog last week namedropped CVE-2026-4747, and described it thus: "Mythos Preview fully autonomously identified and then exploited a 17-year-old remote code execution vulnerability in FreeBSD that allows anyone to gain root on a machine running NFS." 
Anthropic has also said that the Mythos Preview found a now-patched 27-year-old bug in OpenBSD, a 16-year-old FFmpeg bug, and Linux kernel privilege escalation chains. None of these have been assigned CVEs.
"The full picture won't be known until public disclosure takes place and Anthropic has indicated a public summary report is expected around July 2026," Garrity said.
He also suggested that Anthropic "create a dedicated security advisory page where security advisories and vulnerability disclosures were published in a consistent way, to provide a way for consumers to understand the question: what vulnerabilities have been discovered by the Anthropic research team and Project Glasswing?" (r)
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    Don't let the bot play doctor! AI gets early diagnoses wrong 80% of the time

    
'LLMs should not be trusted for patient-facing diagnostic reasoning,' boffins advise    
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People ask AI for all kinds of advice, including the kind of questions you'd ask a physician. However, the next time you're tempted to query ChatGPT if that growth on your face is skin cancer, consider this: research shows today's leading AI models fail at early differential diagnosis in more than 8 out of 10 cases.
Led by Harvard medical student Arya Rao, a research team published in JAMA Network Open this week the results of a study that examined 21 leading off-the-shelf AI models in 29 standardized clinical vignettes. The bots all did fairly well when provided a full portfolio of medical information and asked to make a final diagnosis, with leading models correct 91 percent of the time. Early differential diagnosis, where clinicians try to rule out certain conditions while weighing various possibilities, is where that more than 80 percent failure rate comes in.
"Every model we tested failed on the vast majority of cases," Rao told The Register in an email. "That's the stage where uncertainty matters most, and it's where these systems are weakest."
In other words, it's the midnight anxiety-fueled WebMD rabbit hole of yesterday all over again, just supercharged with AI that's probably even more likely to get things wrong than you are without it. 
"Our results suggest today's off-the-shelf LLMs should not be trusted for patient-facing diagnostic reasoning without structured comprehensive human review, and has significant limitations when used by patients for self-diagnosis," paper coauthor and Massachusetts General Hospital radiologist, Dr. Marc Succi, told us in an email. 
"They can project confidence without showing robust reasoning, especially around differential diagnosis," Succi said, adding that such confidence can further inflame the worries of patients with stress and anxiety issues. 
Rao pointed out that failure in the paper didn't necessarily mean that the AI completely bombed the diagnosis, only that it didn't provide a fully correct answer. She said that it may be more generous to measure the AIs by their raw accuracy as a proportion correct in each case, which ranged from 63 to 78 percent - far better than the stricter failure metric highlighted in the paper.
The raw data, Rao told us, "suggests that models were often partially correct, getting some but not all of the right answers, even when they failed to produce a fully correct differential under the stricter failure-rate definition." 


	AI doctor's assistant is easily swayed to change prescriptions, give bad medical advice


	AI chatbots are no better at medical advice than a search engine


	AI models hallucinate, and doctors are OK with that


	ChatGPT is playing doctor for a lot of US residents, and OpenAI smells money


That aside, the team argues that the stricter failure-rate definition still deserves attention, especially given that AI bots are often being flogged as frontline medical care agents designed to narrow down diagnoses before handing patients off to a human for more particular assistance. 
"Marketing LLMs as diagnostic agents risks fostering false confidence precisely where they are least reliable," the team explained. "Persistent failures in generating differential diagnoses and navigating uncertainty show that LLMs cannot yet be trusted in frontline decision-making."
Succi also said that higher success rates in final diagnosis shouldn't be reassuring, warning that such data can create a misleading sense of safety and model competence. 
"Real clinical reasoning starts earlier, when ambiguity is highest, and that is exactly where they remain weakest," Succi said. "Even if you get to the final answer eventually, the wrong differential can result in delays in care, unnecessary procedures with complications, high costs, and much more."
In other words, the next time you're going in circles about a health concern, don't go online unless it's to find the number to your doctor so you can get a proper diagnosis from a human. AI isn't ready yet. (r)
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    Customers revolt as GitHub Copilot 'fixes' rate limits

    
Repair of bug that undercounted token usage leads to rapid exhaustion of subscription allowance    
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Microsoft's GitHub last week told Copilot customers that they'd have to reduce their use of the AI service to ease the strain on company servers. This follows the company's discovery last month of a token counting bug that appears to have broken the company's pricing model.
"As GitHub Copilot continues to rapidly grow, we continue to observe an increase in patterns of high concurrency and intense usage," GitHub said. "While we understand this can be driven by legitimate workflows, this type of usage places significant strain on our shared infrastructure and operating resources."
To improve the Copilot experience, the company said, limits would be imposed in the coming weeks "to better balance capacity" and to improve "overall service reliability."
GitHub also said that it was retiring Anthropic's Opus 4.6 Fast for Copilot Pro+ users.
Anthropic has run into similar capacity problems and has also taken steps to steer consumption patterns by discouraging usage during peak demand amid growing complaints from developers. Developers using OpenAI's Codex have also been objecting to rate limits. The bill for the venture capital-fueled all-you-can-eat token buffet has come due.
In a further cost-cutting move, GitHub has suspended all GitHub Copilot Pro free trials due to abuse.
GitHub Copilot customers who have encountered unexpected rate limits are not pleased.
"I use Github Copilot Pro Plus as a hobbyist and frequently spend hundreds of pounds a month on additional credits," John Clary told The Register in an email. "I've been frequently receiving short rate limits interrupting the request with no listed countdown, only to try again in X seconds, with X being under 30 seconds or so. However, I usually wait roughly 15 minutes to resume as, if you don't, you'll receive another right when the AI is working on something important."


	Raspberry Pi OS ends open-door policy for sudo


	Agents hooked into GitHub can steal creds - but Anthropic, Google, and Microsoft haven't warned users


	Waymo's self-driving cars face their toughest test yet: London


	You can finally control serial devices from Firefox


Clary said that he was able to manage that, but Monday evening he hit a 44-hour "weekly rate limit," which he believes is related to GitHub's announcement last week.
Initially, he assumed that it was a bug, and waited a while, but realized after an hour that the rate limit barrier would not be dropped. So he opened a support ticket and switched reluctantly to Auto mode, where Copilot selects the model on the user's behalf. 
Presumably Auto mode favors models with lower inference costs because Clary said it offered significantly worse performance.
"Since then, little progress on my projects has been made, with Auto mode's poor selected model quality frequently taking shortcuts without telling me, which I then have to spend a while getting it to correct," he said.
Similar sentiment has surfaced in GitHub Copilot community discussions. Long-running threads about rate limits have seen a surge in complaints - about three dozen in the past two days for this one discussion.
Customers have raised the alarm about what they characterize as "obscenely long rate limits," with people reporting that they've been told to wait several days before they can use the service again.
GitHub has framed the issue as a matter of server capacity, but it also looks like an attempt to throttle unanticipated costs.
Roman Kir, founder of research consultancy StratoAtlas, said in an online post that GitHub has had to impose limits because its pricing model broke.
"In March 2026, GitHub discovered a bug: its rate-limiting system had been undercounting tokens from newer models like Claude Opus 4.6 and GPT-5.4," he wrote. "These models consumed significantly more infrastructure per request than their predecessors -- but the bug made them look cheap. When GitHub fixed the bug, limits snapped back to their configured values. For users with normal workflows, those values were suddenly too tight. 181-hour lockouts. Coding agents killed mid-task. No recovery path. No upgrade tier above Pro+."
According to Kir, GitHub's capacity issues follow from the collapse of its pricing structure. It used to be that prompts to premium models incurred roughly the same infrastructure cost. With the latest frontier models, he said, that's no longer the case.
"The unit of sale - a subscription, a plan tier - had been decoupled from the unit of actual cost," he wrote.
This is essentially what GitHub said when it acknowledged that its bug fix broke expected usage patterns as a result of "the increased token usage intensity of these newer models."
An individual posting under the name Delsin-Yu to one of the rate limiting discussions speculated as much.
"GitHub's level of subsidization appears to have reached a point that is no longer sustainable," said Delsin-Yu. "As a result, this feels less like a bug and more like a business decision. ..."
GitHub did not respond to a request for comment. (r)
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    Shoe company says it's getting into AI infrastructure and yes this is the top

    
Following in the footsteps of Long Island Iced Tea    
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OPINION Back in December 2017, an obscure American soft drinks company changed its name from Long Island Iced Tea to Long Blockchain.
Never mind that the company had no background in technology. Forget about the strange borrowed name - Long Island iced tea was actually a generic name for a very strong cocktail that was popular in the 1980s (although growing up in Seattle, we always called it "Electric Iced Tea," perhaps because we were so far away from New York that "Long Island" meant nothing to us). It didn't matter! This was during the first crypto boomlet and the company's shares more than tripled in value, giving the tiny company a market cap of over $90 million.
That turned out to be the peak of that particular bubble. Crypto prices headed off into their first crypto winter, with Bitcoin losing more than half its value by next September. That boom-bust cycle has repeated itself twice more at greater volume since then. Fortunes were won and lost, fraudsters went to jail and were pardoned, and there's still no clear, obvious, technical use for the blockchain or cryptocurrency in general, apart from speculation and situations where you might otherwise be using a suitcase full of unmarked US dollar bills (illegal transactions, escaping countries with collapsing currencies, and so on).
History is repeating itself. On Wednesday, Allbirds, a venture-backed company that made woolen shoes for Silicon Valley hipsters and went public in 2021, announced that it was pivoting to AI infrastructure and changing its name to NewBird AI. This came weeks after the company, once valued at over $4 billion by stock traders, closed its US full-priced stores and sold its intellectual property and assets for $39 million.
Investors, seeing the word "AI," bid the stock up more than 600 percent. Never mind that the company has zero experience in AI and is trying to compete with massively funded companies to "acquire high-performance GPU assets," which it can then rent to customers. At least when the crypto miners pivoted to AI, they had some experience building and running datacenters filled with banks of computers.
History doesn't repeat, but it rhymes. We've been seeing all kinds of signs that the financial underpinnings of the AI bubble are getting rickety. Reports abound that Anthropic is throttling throughput and compromising quality to save money. Investors are reportedly calling foul on OpenAI's last announced valuation of eight hundred eleventy gazillion dollars, weeks after its most recent fundraising round opened investment to retail traders (translation: bag holders) through an exchange-traded fund. OpenAI itself is pulling back on its plan to build massive numbers of hypermegadatacenters to power the AI revolution, as partner Oracle seems to be developing chilly feet.


	Amazon CEO Andy Jassy goes wobbly on AI bubble possibility


	Tech leaders fill $1T AI bubble, insist it doesn't exist


	Boy riding bubble realizes what he's on, asks for more air


	AI bubble to deflate as enterprises defer spending to 2027


What difference does this make to the humble IT worker in the trenches? You're not an investor or gambler or financial TV talking head. Financial bubbles come and go, but the server rooms and networks have to keep running, patches need to be deployed, and user tickets must be handled.
But financial bubbles can distort reality. When this many people have this much money riding on a particular technology, there will be a flood of hype around said technology. Keep your head on straight and ask yourself, really, is the set of software products that the industry is now calling "AI" helping you do new things, or is it simply shuffling work around to different people? Is it saving you time, or creating new messes that you (and other people) have to then clean up later? Is it actually delivering results? Is it worth what you're paying for it?
Because if there is, in fact, an AI bubble, any of these products that have actual value may become a lot cheaper after it pops.
By the way, if you're curious about whatever happened to Long Blockchain, the SEC delisted it in February 2021 and charged three people connected with insider trading. One of the defendants later settled with the SEC without admitting or denying the allegations. (r)
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    Patch these critical Fortinet sandbox bugs that let attackers bypass login, run commands over HTTP

    
No reports of active exploitation (yet)    
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Watch out for more Fortinet vulns! Two critical bugs in Fortinet's sandbox could allow unauthenticated attackers to bypass authentication or execute unauthorized code on vulnerable systems.
Luckily, the security vendor has issued fixes - so patch now - and so far, there are no reports of active exploitation. But considering that the vulnerabilities are now public, both can be exploited without any authentication, and that attackers do love abusing Fortinet products, that is likely to change soon. 
CVE-2026-39808 is an OS command injection flaw in FortiSandbox that allows unauthenticated attackers to execute unauthorized code or commands via HTTP requests. It received a critical, 9.1 CVSS rating, and it affects versions 4.4.0 through 4.4.8. Upgrading to FortiSandbox 4.4.9 or above patches the hole.
The second flaw, CVE-2026-39813, is a path traversal bug in the FortiSandbox JRPC API that allows an authentication bypass using specially crafted HTTP requests. It also earned a 9.1 CVSS rating and affects FortiSandbox 4.4.0 through 4.4.8 and 5.0.0 through 5.0.5. Patch to 4.4.9+ or 5.0.6+, depending on the branch, to fix the flaw. Fortinet security analyst Loic Pantano found this one.
A security researcher named Rishi has published scanners for both (CVE-2026-39808 and CVE-2026-39813), so we'd suggest using these to check and see if you are running any vulnerable instances.


	Attackers exploited this critical FortiClient EMS bug as a 0-day


	Credential-stealing crew spoofs VPN clients from Cisco, Fortinet, and others


	Fortinet unearths another critical bug as SSO accounts borked post-patch


	Microsoft's massive Patch Tuesday: It's raining bugs


These security updates arrive about a week after Fortinet released an emergency patch for CVE-2026-35616, a critical FortiClient Enterprise Management Server (EMS) bug believed to be under attack since at least March 31.
On April 6, the US Cybersecurity and Infrastructure Security Agency (CISA) added the FortiClient EMS bug to its Known Exploited Vulnerabilities (KEV) Catalog, and set a four-day deadline for all federal agencies to apply the patch. (r)
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    Decades-old Linux UI bug fixed by dev younger than the window manager

    
Kamila Szewczyk prefers old software, as back then people understood something could actually be finished    
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No one can tell software developer Kamila Szewczyk that newer is better: She just fixed a 20-year-old bug in Enlightenment E16, the old-school Linux window manager she favors partly because, she tells us, it is actually finished software.
For those unfamiliar, E16 is the long-lived DR16 branch of Enlightenment, a still-developing Linux window manager that first hit the FOSS space in 1997. E16 was introduced in 1999 and is still maintained to this day by a dedicated band of devs like Szewczyk, who noted in her writeup on the bug she discovered that she is one of a small community of "hardcore enthusiasts" who still use and maintain the aged window manager. 
Szewczyk, 21, explained in her blog that she found the bug while doing some last-minute work on a slide deck to be used in a course she's teaching as a graduate student at Saarland University in Germany. 
"I had a couple of PDFs with lecture slides and an exercise sheet typeset in LaTeX. At some point, I opened one of them in Atril, and the entire desktop froze," Szewczyk wrote. It happened repeatedly until she sussed out the root cause: E16 was hanging whenever it tried to truncate the overly long name of the file she was working with. 
After a bit of digging, Szewczyk determined that E16 had implemented its window-title truncation algorithm without an iteration limit. Without that limit, the middle-ellipsis search could bounce endlessly between truncation points, freezing the desktop while it tried to settle on a title.
"Any window whose WM_NAME is long enough that the middle-ellipsis search falls into the overshoot regime reproduces this," Szewczyk explained. 
The fix, which she published as a patch against E16 1.0.30, the version released in August 2024, makes three changes to prevent the issue from happening again: She capped iterations at 32, prevented negative corrections from producing a degenerate overlap, and guarded against a divide-by-zero error.
If bugs like these exist in 20-year-old code, imagine what lurks in modern slop
This is a bug that, if it were to be found in a modern window manager or desktop environment, could be a denial of service route that, while it might not destroy data or lock down a server, could still be highly inconvenient. 
"No doubt similar bugs are lurking in the millions of lines of code that power modern desktop environments and window managers," Szewczyk told The Register in an email. 


	How to get free software from yesteryear's IT crowd - trick code into thinking it's running on a rival PC


	Open source isn't a tip jar - it's time to charge for access


	The most durable tech is boring, old, and everywhere


	Open source devs consider making hogs pay for every download


She has a bit of a bias against those modern desktop environments and window managers, though. She believes the modern software development philosophy those products adhere to is one that is ultimately counterproductive and less safe for users. 
"I feel like we've lost the plot a bit," Szewczyk told us. "We are not nearly eager enough to acknowledge that software can be more or less finished at some point."
Like E16: Sure, it's had new versions released in its decades of life, but those are mostly bug fixes and a few basic changes, not a glut of new, unnecessary features. 
"We keep shipping instability we don't need to ship," Szewczyk opined. For users or administrators caught chasing every new thing that ships, she says stop it - just stay on a recent or extended support release, especially of software that tends to ship with a lot of bugs, like web browsers. 
"The amount of bugs in private checkouts of crusty old software maintained by competent developers will monotonically decrease," Szewczyk said in her blog post.
That same logic can be applied to extended releases of larger projects that have a greater user base than, say, E16: Live with the features you have, keep up on your security patches, watch the bug count (hopefully) decrease, and you'll probably be safer than if you moved to the latest, greatest iteration that includes features you don't want and a bunch of bugs you don't need. (r)
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    Bad teacher bots can leave hidden marks on model students

    
Study finds LLMs will smuggle biases into others even if they're scrubbed from training data    
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New research warns about the dangers of teaching LLMs on the output of other models, showing that undesirable traits can be transmitted "subliminally" from teacher to student, even when they are scrubbed from training data.
The peer-reviewed study from researchers at Anthropic demonstrated that LLMs can transfer negative traits to "student" models, even when evidence of these traits has been removed from the transmitted training data.
Using LLMs to teach other models is becoming increasingly popular. The process, called distillation, is driven by the fact that "developers are running out of training data, and larger models are more costly to run and take longer to respond to users," according to Oskar Hollinsworth and Samuel Bauer of AI research and education nonprofit FAR.AI.
They point out that the research, published in science journal Nature this week, uncovers an area of risk in AI development that is poorly understood.
Anthropic researcher Alex Cloud and colleagues used GPT-4.1 nano as a reference model, prompting a "teacher" to prefer specific animals or trees. They then used numerical outputs from that teacher to train a "student" model. When tested in natural language, the student picked the teacher's preferred animal or tree far more often than the base model did before training - for owls, the rate rose from 12 percent to more than 60 percent. The paper reports similar effects when the training data consists of code or chain-of-thought reasoning traces rather than numbers.


	Not all networks can handle AI traffic - and experts are sounding alarms


	Headless 360: Salesforce's latest pitch to let AI do the dev work


	Agents hooked into GitHub can steal creds - but Anthropic, Google, and Microsoft haven't warned users


	Claude Code routines promise mildly clever cron jobs


"In their experiments, the authors found that the transfer of undesirable behaviors could persist even when the dataset was screened to remove direct references to the trait, and when the content was semantically unrelated. They coined the term 'subliminal learning' for this phenomenon," Hollinsworth and Bauer said.
"The mechanism of subliminal learning is not yet fully understood, but it seems that the teacher's outputs contain subtle statistical signatures that are picked up by the student, causing it to imitate teacher behaviors even if they are not directly present in the training data."
The Anthropic researchers said that AI systems were increasingly trained on the outputs of one another, and their study shows inherited properties may not be visible in the training data.
"Safety evaluations may therefore need to examine not just behavior, but the origins of models and training data and the processes used to create them," the paper said. (r)
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    Automotive data biz Autovista blames ransomware for service disruption

    
Some customer orgs tell staff to block inbound email from the provider    
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            15th April 2026 16:18 GMT
        
    


    
Autovista confirms that it called in outside support to help clean up a ransomware infection currently affecting systems in Europe and Australia.
The automotive data and analytics biz issued a public statement on Wednesday confirming the incident, and said that it's working to contain the attack.
London-headquartered Autovista offers a broad suite of applications to customers, all built around its data offerings, and it's these applications that are experiencing disruptions, it said. 
These include applications that help automotive companies monitor residual values of their assets and trends that affect them, and data-driven total cost of ownership (TCO) tools.
Its services are marketed to manufacturers and dealers, body shops, insurers, telematics companies, professional services outfits, and more.
"We know that getting this resolved quickly is important to you," the company said in an update. "Our top priority is to securely restore impacted applications, although we do not have a firm timeline on this yet.
"We will keep our customers informed, to the extent our investigation uncovers additional relevant information. We will also provide an update on timing when we have that information."
Autovista said that, given the early-stage nature of the attack, it was not aware of how the criminals were able to breach its systems, but third-party experts are working to understand the root cause.
Customers are being advised to monitor the company's website for further updates, since their usual contacts might be unreachable because email access has been pulled for some staff.
In its advisory, Autovista provided an email address belonging to the wider Autovista Group to customers who urgently need to contact the company directly.


	Zombie Microsoft bugs rise from the dead, pave way for crims and ransomware scum


	No honor among thieves as 0APT threatens rival ransomware gang Krybit


	Rockstar Games gets a taste of grand theft data


	Criminal wannabes even more dangerous than the pros, says ex-FBI cyber chief


Autovista's website remains online.
JD Power acquired Autovista Group in 2024, whose brands include Eurotax, Glass's, Rodboka, and Schwacke, which provide similar vehicle valuation, specification, and repair-data services in different markets. All the brands' homepages have links to the same security advisory hosted on Autovista's website.
No established ransomware group has yet claimed responsibility for the attack on the company. 
Anonymous sources have told The Register that their organizations advised staff to block emails from all Autovista Group companies, sanitize any files to remove links, and delete any executables associated with them. (r)
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    Not all networks can handle AI traffic - and experts are sounding alarms

    
Y'all been focusing on compute and forgot about how the data moves around    
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AI is reshaping the demands on network infrastructure, and many organizations are not prepared - including some of the so-called neocloud providers offering AI services.
A study by analyst biz Omdia finds that many rent-a-GPU providers have scaled up their compute infrastructure to handle AI workloads, but their networking infrastructure is becoming a critical constraint.
It warns enterprise customers to scrutinize potential suppliers beyond their raw compute capacity when considering AI compute services.
Neocloud operators, or GPU-as-a-service providers, sprang up to take advantage of the huge demand for compute using GPU accelerators for AI. Many count hyperscalers such as Microsoft among their customers, as well as enterprise.
This means that AI performance increasingly depends on their ability to process and move data securely across distributed environments and geographies. However, the networking capabilities of different neoclouds vary from rudimentary to advanced, depending in part on their origins, Omdia says.
Some, such as CoreWeave, started life as cryptocurrency mining operations, while others, such as Gcore, previously focused on content distribution or web hosting. 
Because of this, neocloud networking strategy is in flux globally, it says, with many rushing to partner, buy, or build infrastructure as their dependency on networking increases.
"Network infrastructure will make or break neoclouds," warns Omdia Telco B2B Research Director Camille Mendler. "Low latency, resilient and secure connectivity from backbone to edge is table stakes for success, not least because sovereignty spans where AI workloads move," she added.
Global network provider Lumen is jumping on the same bandwagon. CEO Kate Johnson issued an open letter to enterprise chiefs everywhere asking if their networks are AI-ready and pushing upgrades to support coming AI applications, as well she might.
Networking has traditionally been in the background, like plumbing, Johnson claims. "But in an AI-driven enterprise, the network is more like the nervous system. It controls and coordinates. It determines how fast you can move and whether your AI investments produce value," she says.
AI systems don't operate in one single location, but involve constant data movement between clouds, datacenters, and edge endpoints, and so networks must be adaptable and able to scale dynamically.
"The new corporate workforce is comprised of AI agents and bots. They're proliferating rapidly, operating continuously, insatiably consuming and generating data and dynamically interacting with other agents, bots and humans," Johnson says in the letter.


	Microsoft sends Outlook Lite to the great inbox in the sky as memory costs skyrocket


	Two different attackers poisoned popular open source tools - and showed us the future of supply chain compromise


	Britain seeks views before it drops the hammer on signal jammers


	South Korea introduces universal basic mobile data access


"And despite the early days of AI adoption in most businesses, today, more than 50 percent of internet traffic is created by these autonomous workers," she claims.
This claim comes from Imperva's 2025 Bad Bot Report, which states that automated traffic has now surpassed human activity, accounting for 51 percent of all internet transmissions.
"To support the brave new world of AI, networks need to be completely adaptable, programmable and consumption-based, just like cloud," Johnson states, before exhorting enterprise chiefs to "make sure your network supports the future you're building." (r)
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    Windows takes a crash dump after one McDonald's order too many

    
We've all been there    
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Bork!Bork!Bork! Windows is doing what it does best in California, with a Blue Screen of Death on the wall of a fast food restaurant where order progress is supposed to be.
Spotted by a Register reader in Healdsburg, a town in Sonoma County, the screen should inform patrons of the progress of their order in the McDonald's kitchen. It is, however, showing the progress of a Windows crash dump, which appears to be at 100 percent.
[image: Order screen showing Windows Blue Screen of Death]
Order screen showing Windows Blue Screen of Death


The layout of the screen of baleful blue indicates that it is at least a relatively recent version of Windows. However, despite the modernity of the technology on show, some old habits never die. In this case, Windows is opting to fall into a heap rather than do something as complicated as showing columns of order numbers.
The bork desk has fond memories of the days before order screens. In years gone by, a human would take an order after the customer had scrutinized the greasy delights on the heated shelves behind to ensure the required feast was readily available.


	Showing the Windows 10 desktop was the yeast they could do


	Windows asks a networking question on a Stratford billboard


	When a billboard survives the wind, but not the boot


	To BSOD or not to BSOD? Only Microsoft knows the answer


Now a screen must be jabbed and hands washed before waiting in front of the order screen. Or, in this case, wondering if the kitchen systems are as thoroughly borked as those front-of-house.
It's hard to see, but the error looks like the classic IRQL_NOT_LESS_OR_EQUAL, which Windows usually spits out when a driver or other code stomps on memory it shouldn't. It could be that the system behind the scenes has undergone an update that caused instability, or that something has become corrupted.
To be fair, consuming a few too many of the products on sale in such an establishment could cause the human equivalent of a Blue Screen of Death followed by a crash dump, so the order screen could be more of a salutary warning rather than Windows throwing a wobble.
"Mummy, what's that noise from the bathroom?"
"Oh, it's just Uncle Bob, halfway through a crash dump..." (r)
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    US states can't account for datacenter tax breaks. Literally

    
Report says authorities are flouting rules by failing to disclose revenue lost to server farm subsidies    
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Many US states and local authorities are violating generally accepted accounting principles (GAAP) by failing to disclose revenue lost to datacenter tax subsidy schemes, according to Good Jobs First.
The accountability nonprofit has a bee in its bonnet about tax abatement programs for datacenters, which it says are costing states billions in lost revenue, yet few bother to report this.
In a new report, "Data Center Tax Abatements: Why States and Localities Must Disclose These Soaring Revenue Losses," it names 14 states that are failing to disclose their tax shortfall due to server farms, and claims scores of local authorities are doing the same.
Good Jobs First says this has been required under GAAP since 2017, citing Governmental Accounting Standards Board (GASB) Statement No. 77 on Tax Abatement Disclosures.
Only three states - Washington State, Texas, and Virginia - properly disclose these losses in their Annual Comprehensive Financial Reports (ACFRs). Instead, many states report the losses in Tax Expenditure Reports (TERs).
ACFRs are audited annual financial reports, while TERs report or estimate current and/or future revenue losses and are unregulated, the report states.
The issue is that tax abatement laws were written when datacenters were much smaller, according to Good Jobs First. With the arrival of the current AI fad, kicked off by the development of large language models, facilities have ballooned into multi-gigawatt monsters consuming as much energy and water as a whole town and often taking up as much space. Meta's Hyperion datacenter cluster being built in Louisiana would cover most of Manhattan if sited in New York, for example.
These behemoths are costing governments a fortune in lost revenue, thanks to the tax incentives intended to entice their owners and operators to set up shop in a particular locality.
Three states are losing $1 billion or more per year, the report finds. Georgia stands at $2.5 billion, Virginia at $1.94 billion, and Texas at $1 billion.


	Oracle taps Bloom for 2.8 GW of fuel cells to keep datacenter binge going


	Amazon would rather shareholders did not look too closely at carbon footprint


	OpenAI puts Stargate UK on ice, blames energy costs and red tape


	AI server farms heat up the neighborhood for miles around, paper finds


"No form of state spending is more out of control today than datacenter tax abatements," said Good Jobs First executive director Greg LeRoy. "Hyperscale datacenters are not only extractive of electricity, water, and land; they are also undermining public budgets."
Given that Amazon, Google, Meta, and Microsoft expect to lay out roughly $635 billion this year alone on capex, much of it for server farms and AI infrastructure, LeRoy quite understandably questions whether this is an industry in need of subsidies.
The organization previously reported that taxpayers in states offering subsidies typically pay at least $1 million for each permanent job created by a datacenter site, and questioned whether the tax breaks are defensible given federal austerity measures that will significantly impact administrative budgets.
Perhaps officials are worried that divulging such details would add fuel to the already growing datacenter backlash in America. Research org Data Center Watch reported that 20 US projects were blocked or delayed amid local opposition during Q2 2025 alone, and this month, gunshots were fired at the home of an Indianapolis councilor who backed plans for a local server farm.
The report recommends that every state and locality conform to GAAP and fully disclose their datacenter tax abatement revenue losses. It also suggests they belatedly report their losses for every fiscal year since 2017. (r)
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    Headless 360: Salesforce's latest pitch to let AI do the dev work

    
Here comes 'enterprise vibe coding' as CRM giant aims to open development to anyone on the platform    
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Salesforce has introduced what it calls Headless 360 at its developer event TDX, which starts today in San Francisco, designed to expand the reach of its app-building tools beyond traditional developers.
The goal of Headless 360 is that everything on the Salesforce platform is now an API (application programming interface), MCP (model context protocol) server, or CLI (command line interface) command able to be called by coding agents, or by custom agents targeting specific customer requirements.
The Salesforce platform includes CRM (customer relationship management), customer service, marketing, and ecommerce. The company also owns the Slack collaboration tool. Historically, the main UI (user interface) for Salesforce has been in the web browser, though it has always supported a comprehensive API. The company now prefers to talk about an "experience layer" where user interaction can be anywhere, including Slack, Teams, voice chat, ChatGPT, or a custom React application.
Headless 360 means that agentic AI in any development tool - including Claude Code, Codex, Windsurf, or Visual Studio Code - can build applications that target the Salesforce platform.
"The developer, the builder is talking to these tools, the tools are driving the Salesforce UI creation, configuration etc," said said Joe Inzerillo, Salesforce president of enterprise and AI technology. "We're trying to create this ecosystem where in the future most of the code is going to be written by the agents.
"We see that internally in the way that we write things, already there are systems where the vast majority of code is written by the agent," he added.
[image: Agentforce Vibes is a browser-based IDE for building agents or apps with AI]
Agentforce Vibes is a browser-based IDE for building agents or apps with AI


Agentforce Vibes is a browser-based IDE based on Visual Studio Code and is now available as part of the free Salesforce Developer Edition as well as paid subscriptions. There are new agentic integrations and it reflects the fact that some users will rely on agents to do the coding for them. Salesforce extensions, the Salesforce CLI, and organization metadata are all pre-configured. 
The default LLM (large language model) in Agentforce Vibes is Claude Sonnet 4.5. It has two modes - plan mode and act mode - and comes with a set of pre-defined agent skills for tasks such as creating custom tabs in a UI (user interface) or generating Salesforce flows. Despite the flexibility of Headless 360, Agentforce Vibes defaults to coding with Apex, the Java-like programming language which is customized for Salesforce apps.
Salesforce has usage limits for its developer edition, set at 110 requests per month and 1.5 million tokens. These will refresh monthly until May 31, after which there is a final monthly allocation and no further refresh.
Salesforce is keen for companies to build custom agents, rather than just using them to build applications. The definition language for this is Agent Script, which, like Apex, is customized for Salesforce. Agent Script will now be open source, Salesforce said at the TDX conference.
However, the company also acknowledges that agents are "probabilistic, not deterministic," and that they "reason their way to unexpected outcomes," to quote the press release.
Salesforce has a set of tools intended to control unwanted behavior, including a testing center, observability and session tracing, and the ability to define guardrails and explicit business logic for some operations via Agent Script.


	GitHub invokes spirit of Phabricator with preview of Stacked PRs


	Claude Code cache chaos creates quota complaints


	Microsoft developer chief Julia Liuson is logging off


	Microsoft calls time on ASP.NET Core 2.3 on .NET Framework


The company also announced the Slack Agent Kit, a collection of tools designed to bring agents on any platform into Slack with a chat UI.
The story behind Headless 360 is that Salesforce has bought into the idea that most future coding will be done by agents rather than humans. The company said this is a response to customer demand.
The initiative is also explicitly designed to enable non-programmers to build on the platform. "We want to expand the tent to bring in people that historically have not been part of the Salesforce ecosystem, that now are starting to build capabilities on Salesforce. Headless is a fundamental unlock that allows people to use our systems more effectively," said Madhav Thattai, EVP and GM of Salesforce AI.
Most customers only use a small subset of the capabilities of the Salesforce platform, and per-user subscriptions are costly. What about the notion that with AI to assist the coding, companies can replace Salesforce with their own custom solutions built from scratch?
"Maybe you could vibe yourself a SaaS application but who's going to maintain it?" said Thattai. "The notion that every company is going to build everything that they need to use themselves seems pretty crazy because it's a huge amount of expense, time, energy, and brain power that companies are focusing on things that aren't their core business."
Other factors the company hopes will keep users on Salesforce include the built-in data structures and workflows that have evolved over the years for CRM, marketing, and other Salesforce use cases. Salesforce also argues that the platform's security features and trust boundaries can protect users from some of the risks of custom development, particularly when vibe coding means builders may not fully understand what they are creating. (r)
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